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FOREWARD 
ENZCon 2016 represents the 22nd iteration of the Electronics New Zealand Conference. I’m very 
excited for the opportunity to convene the conference here at Victoria University of Wellington.

ENZCon occupies a crucial niche in New Zealand electronics engineering conferences: its regional 
nature allows students, academics, and technicians to meet up with their New Zealand colleagues 
on a yearly basis, sharing ideas, giving and receiving constructive feedback in a relatively low-key 
environment, and sharing with each other the current state of Electronics Engineering education 
and research in New Zealand.

As an early-career academic, I very much value the feedback that my work has received at past 
ENZCon conferences. Further, the chance to share my work in front of knowledgable audiences 
has helped greatly with my own presentation skills, allowing me to share my work with others both 
in New Zealand and internationally. It is in this that I see the largest benefit of ENZCon for 
students: the chance to emerge as researchers in an environment that will prepare them to take 
their work to an international stage. 

A special thanks to our event sponsors: MechAdept and RF Test Solutions. Both of these 
Wellington-area companies have been eager and generous in their support of this conference. 

Thanks also to our wonderful referee teams, who operated on very short notice to generate high-
quality feedback for all of the conference papers. Special thanks to Professor Dale A. Carnegie for 
passing along years of ENZCon organisation wisdom.

And, lastly, I am grateful and thankful for all of the contributions: this year’s conference came 
together under a relatively tight timeframe, and I know that the main deadlines happened to (very 
conveniently) coincide with what’s often the busiest time of the teaching year. For those of you who 
dropped what you were doing, put together some high-quality presentations, and submitted them 
for review, I thank you!

Jim Murphy
ENZCon Convener and Organiser
Victoria University of Wellington
November, 2016
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(continued	on	next	page)	

Thursday,	17	November	
08:30	 Registration	opens	(Location:	Outside	of	Laby	LT118)	–	

Please	note	that	the	registration	desk	will	be	open	during	all	tea	and	
lunch	breaks,	allowing	those	arriving	later	to	register.	

09:00	 Poster	and	tech	demo	setup	
09:30	 Morning	Tea,	Poster	&	Demo	Session	(Outside	of	Laby	LT118)	

10:30	
Oral	Presentation	Session	1:	Software	(With	welcome	address	by	Dale	Carnegie)	

(Location:	Laby	LT118	–	Session	Chair:	Dale	Carnegie)	
Elliot	Varoy,	Nasser	Giacaman	and	Gerard	Rowe.		
Enhancing	Students’	Conceptual	Understanding	Using	Visualisation	Software	and	Collaboration	
Michael	Hayes.		
Semi-automated	electrical	circuit	drawing	with	Lcapy	
Jason	Long,	Jim	Murphy,	Dale	Carnegie	and	Ajay	Kapur.		
Improving	the	Accuracy	of	Musical	Robots	with	Programmable	Logic	
Blake	Johnston,	Bridget	Johnson	and	Ajay	Kapur.	
A	New	Framework	for	Interactive	Control	of	Mechatronic	Instruments	

12:00	 Lunch	break	
12:00	–	13:00	

ENZCon	Annual	General	Meeting	
(Location:	Laby	LT118)	

13:30	
Oral	Presentation	Session	2:	Sensing		

(Location:	Laby	LT118	–	Session	Chair:	Rick	Millane)	
Jason	Sun,	Rainer	Künnemeyer,	Andrew	McGlone	and	Nathan	Tomer.		
Investigation	of	Light	Transmission	in	Healthy	and	Rotten	Onions	
Michael	Hayes	and	Ian	Platt.	A	preliminary	investigation	for	an	electromagnetic	ground	water	
flow	measuring	device	
Michael	Frampton	and	Michael	Hayes.	A	system	for	non-destructively	determining	variation	in	
acoustic	speed	within	a	harvested	tree	stem.	
Malcolm	Morrison	and	Colin	Fox.	
Vector	Green's	Functions	for	Electrodynamics	Applications	
15:00	 Afternoon	Tea	

15:40	
Oral	Presentation	Session	3:	Control	

(Location:	Laby	LT118	–	Session	Chair:	Michael	Hayes)	
Michael	Hutchins	and	Jonathan	Scott.		
Speed	Control	of	Small	Motors	Through	the	Cuk	Converter	Topology	
Andrew	Martin	and	Timothy	Molteno.	
Real-time	control	using	sequential	inference	and	Bayesian	decision	theory	
Faiz	Rasool,	Syed	Adeel	Ali	and	Muhammad	Waseem	Soomro.	
A	MATLAB	ToolBox	for	the	Bit-Stream	Implementation	
Andy	Soundy,	Daniel	Schumayer	and	Tim	Molteno.	
GPS	Estimates	in	the	Presence	of	Correlated	Noise	

	
19:00	 Conference	Dinner:	Mac’s	Brew	Bar	

http://www.macsbrewbar.co.nz/restaurant.html		
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Friday,	18	November	
09:30	 Morning	Tea	

10:00	
Oral	Presentation	Session	4:	Short	Talks,	Imaging,	and	Astronomy	

(Location:	Laby	LT118	–	Session	Chair:	Jonathan	Scott)	
Sponsor	Address	by	RF	Test	Solutions	Limited	(http://www.rftest.co.nz/)	
Short	Talk:	Timothy	Molteno.		
SkyPi:	All-sky	camera	network	for	meteorite	tracking	
Short	Talk:	Arunkumar	Jayakumar,	Tejas	Trivedi,	Deepak	Sharma,	Marilou	Rebosura	and	Latha	
Karthigaa	Murugesan.	
Real	Time	Applications	of	Electrochemical	Impedance	Spectroscopy	-	A	Technical	Assessment	
James	McPherson	and	Tim	Molteno.		
Architecture	for	the	Transient	Array	Radio	Telescope	version	3	(TART3)	
Rick	Millane.		
Imaging	with	x-ray	free-electron	lasers	
Max	Scheel,	Tim	Molteno	and	Phill	Brown.	
Transient	Array	Radio	Telescope:	Calibration	and	Aperture	Synthesis	
11:40	 Lunch	break	

12:20	
Oral	Presentation	Session	5:	Signals	and	Systems	
(Location:	Laby	LT118	–	Session	Chair:	Jim	Murphy)	

Daniel	Schumayer	and	Timothy	Molteno.	
On	a	representation	of	feedback	shift-registers	
Itay	Ben-Dom	and	Catherine	Watson.		
Towards	Vocal	Health	Assessment	From	The	Speech	Signal	
Romain	Arnal	and	Rick	Millane.		
Effects	of	non-uniform	sampling	on	phase	retrieval	
Sam	Dirks	and	Jonathan	Scott.		
Precision	Crystal	Frequency	Reference	Disciplined	Using	Mains	Power	
13:45	 Afternoon	Tea	

14:30	
Oral	Presentation	Session	6:	Power	&	Wireless	

(Location:	Laby	LT118	–	Session	Chair:	Timothy	Molteno)	
Rahat	Hasan	and	Jonathan	Scott.		
Fractional	Behaviour	of	Rechargeable	Batteries	
Michael	Frampton	and	Michael	Hayes.		
Wireless	Treetap:	a	new	electronic	device	for	time-of-flight	tree-stiffness	measurement.	
Loren	Kersey,	Phill	Brown,	Daniel	Schumayer	and	Timothy	Molteno.		
Aspects	of	Quartz	Operation	in	Viscous	Fluid	
T	Lee,	R	B	Kennedy,	R	A	Bodnar,	Jonathan	Scott	and	W	Redman-White.		
Wireless	Power	and	Network	Synchronisation	for	Agricultural	and	Industrial	Remote	Sensors	
using	Low	Voltage	CMOS	Harvesting	and	Data	Demodulator	IC	
Elliot	Baptist,	Rainer	Künnemeyer,	Philip	Rowe	and	Paul	Martinsen	
Scalable	Wireless	Network	for	Remote	Sensors:	Range	Testing	 	
16:10	 Short	Break	

16:20	–	16:40	
Closing	Remarks	&	Prizes	
(Location:	Laby	LT118)	

	

ENZCon 2016

2



ENZCon 2016: ABSTRACTS
(Abstracts are arranged alphabetically by First Author surname)

Effects of non-uniform sampling on phase retrieval 

Romain D. Arnal, Rick P. Millane

Diffraction imaging involves reconstruction of an object from measurements of a diffracted field. In many 
cases, only the amplitude, but not the phase, of the diffracted field can be measured. Reconstruction of the 
object then requires recovering the phase, which is referred to as phase retrieval. Uniqueness properties of 
phase retrieval are thus important. Uniqueness properties of the phase problem are considered in cases 
where Fourier amplitude data are sampled non-uniformly in a way that arises in imaging of 1D and 2D 
crystals. Simulations of phase retrieval using an iterative projection algorithm show the influence of sampling 
non-uniformity in terms of the difficulty of reconstruction and the resulting reconstruction error. The results 
show that the sampling for 1D, and particularly 2D, crystals leads to more convergence difficulties and 
increased reconstruction error. The results have implications for ab initio phasing in imaging 1D and 2D 
crystals using x-ray free-electron lasers.

�

Scalable Wireless Network for Remote Sensors: Range Testing 

Elliot Baptist, Rainer Künnemeyer, Philip Rowe, Paul Martinsen

Wireless sensors attached to animals can improve the efficiency of farming, but need a cost-effective way of 
getting data to the internet. A network using low-cost packet radio modules has been proposed but 
development was hindered by a lack of information on working range of such radio modules. This report 
characterises and compares the range of RFM69HW and RFM95W radio modules for indoor and outdoor 
farm-like situations. It was found that RFM95W radio modules have approximately three times longer range 
in open air than RFM69HW modules. Viable RFM95W radio links were measured through 9 walls over 52m 
in a building and over 1.85km in open air. Using the RFM95W over the RFM69HW should reduce the cost of 
installing such a network in most farms. 

�

Towards Vocal Health Assessment From The Speech Signal 

Itay Ben-Dom, Catherine Inez Watson 

In speech processing, the glottal pulse contains information about the speaker’s voice quality. Through glottal 
pulse processing, the time-domain parameter Open Quotient can be extracted from a glottal pulse. This 
paper presents a new Open Quotient criterion, called OQsub50. This paper introduces the implementation of 
an Open Quotient detection method in R. Phonetic analysis of vowel production was carried out over two 
New Zealand English (NZE) speech corpora, both containing 11 NZE monophthongs. This study finds the 
decrease of Open Quotient measurements from young to old age. The trend was observed in both male and 
female speakers, suggesting the Open Quotient measurements are independent of pitch. 

ENZCon 2016
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Abstracts, Continued

Precision Crystal Frequency Reference Disciplined Using Mains Power 

Sam Dirks, Jonathan Scott

We describe a clock that keeps time and provides a reference frequency with better than 1PPM accuracy, 
through a quartz crystal automatically calibrated via the power line frequency. The long-term precision of line-
frequency-based time is used to correct the crystal-based timekeeping system, a process referred to as 
disciplining. A microcontroller calibrates the internal reference dynamically with no user assistance. Precision 
is improved to better than 1ppm as measured against a rubidium standard. The precise signal is useful for 
calibrating frequency- based instrumentation or keeping time without periodic correction and costs much less 
than comparable alternatives. The algorithm can be implemented in any mains-powered device using a 
microcontroller, such as thermostats and lighting timers. The prototype clock uses a Nixie-tube display, 
requires no transformer, is housed a glass tube, and is offered as an open- source design. 

�

A system for non-destructively determining variation in acoustic velocity within a harvested tree 
stem. 

Michael Frampton, Michael Hayes

Acoustic methods are increasingly being employed by the forestry industry to determine wood quality. 
Commonly, acoustic velocity is used to determine the stiffness of a harvested tree stem, which is useful for 
grading and sorting purposes. Existing systems provide a single value for the velocity of a stem. However, a 
stem does not have a uniform velocity; it varies considerably over its length. This paper investigates two 
different approaches for non-destructively finding the variation in velocity in a stem. An experiment was 
performed to capture acoustic signals along the length of a complete stem, which was then sawn into 
segments and further measurements taken. An analysis was performed on the complete-stem data to find 
the velocity variation, however the proposed algorithms were unsuccessful. Further development of these 
algorithms is required. 

�

Wireless Treetap: a new electronic device for time-of-flight tree-stiffness measurement. 

Michael Frampton, Michael Hayes

Treetap is a time of flight (ToF) acoustic tree- stiffness measurement system developed at the University of 
Canterbury. Wireless Treetap (WTT) is the next iteration of this project. The goal of the project is to create a 
smartphone based system for measuring wood stiffness. The implemented system can be described as a 
portable wireless sensor network (WSN) of accelerometers with an emphasis on high time accuracy. A 
prototype of the system has been built and a number of measure- ments performed including: the drift rate of 
the oscillators, the accuracy of the time synchronisation algorithm, the noise power of the measurement 
front-end and the battery performance of the device. 

ENZCon 2016
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Abstracts, Continued

Semi-automated electrical circuit drawing with Lcapy 

Michael Hayes

Lcapy is an open-source Python package developed by the author for teaching of linear circuits. The 
analysis is performed symbolically in the Laplace domain using the Python SymPy package. An important 
part of Lcapy is generating annotated schematics. This is achieved using a semi-automated algorithm with 
drawing hints specified for each circuit element. The drawing is performed using CircuiTikZ for text-book 
quality schematics. 

�

A preliminary investigation of an electromagnetic groundwater flow measuring device 

Michael P. Hayes, Ian Platt

This paper describes a preliminary simulation of an electromagnetic system for measuring groundwater flow. 
The simulation solves the flowmeter equation for a 1m prototype system using a circular coil. A parametric 
model is used to calculate the magnetic field and Jacobi relaxation is used to determine the induced electric 
field due to the moving water ions. Peak potential differences of the order of a few tens of nanovolts are 
predicted for water speeds of 10 mm/hour and magnetic field strengths of 10 mT. The potentials are reduced 
compared to those for a flowmeter due to additional conductive paths outside the region where the magnetic 
field is strong. 

�

Speed Control of Small Motors Through the C úk Converter Topology 

Michael Hutchins, Jonathan Scott

TheC úkConverter offers simultaneous buck-boost operation, but requires careful design owing to its having 
a fourth-order transfer function and numerous practical design constraints. We exploit a serendipitous 
overlap between the converter circuit and the equivalent circuit of a dc motor to design a motor controller that 
can operate with supply voltage that is lower than the motor full-speed requirement. We examine the transfer 
function when such a topology is used to control the speed of a small motor. We conclude that the approach 
is relatively straightforward owing to the impact of the motor’s inductance. Measurements agree with theory. 

�

Real Time Applications of Electrochemical Impedance Spectroscopy - A Technical Assessment 

Arunkumar Jayakumar, Tejas Trivedi, Deepak Sharma, Marilou Rebosura and Latha Karthigaa Murugesan

DC power systems such as solar cell, Fuel cells and batteries are expected to play a remarkable role for a 
sustainable future of the society. Electrochemical Impedance Spectroscopy (EIS) or Dielectric spectroscopy 
is a powerful technique for determining the characteristic of these DC electrical systems where impedance is 
measured over a range of frequencies to have a greater insight on their system behaviour. The application of 
EIS is numerous and the present paper assess the system characteristics considering solar cells and proton 
exchange membrane (PEM) fuel cells into consideration.  
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Abstracts, Continued

A New Framework for Interactive Control of Mechatronic Instruments 

Blake Johnston, Bridget Johnson, Ajay Kapur

Over recent years there has been significant developments in the burgeoning field of mechatronic musical 
instruments. These developments have seen mechatronic instruments greatly increase in complexity, and 
concomitantly, their expressive capabilities. However, the development of designing control systems for 
these instruments has been lacking, meaning that the use of these expressive new instruments has largely 
being left to the builders of the instruments themselves, or other especially skilled users. This paper 
proposes a new framework for the control of mechatronic musical instruments that is designed to afford an 
intuitive interaction for all users. This design allows for more aesthetic exploration of mechatronic instruments 
as well as expanding the potential demographic of users. This framework explores the potential of new iPad 
applications that offer high level control parameters and gestures, for the real-time interaction with 
mechatronic instruments in both performance and installation settings without assuming prior mechanical 
knowledge of the user. This paper discusses the current state of the field and the need for this new 
framework. It then demonstrates and explains three case studies that have being developed by the authors 
as examples of this new framework.

�

Aspects of Quartz Operation in Viscous Fluid 

Loren Kersey, Phill Brown, Daniel Schumayer and Timothy Molteno 

A model for the oscillation of an AT-cut quartz crystal submerged in a weakly viscous fluid is developed and 
used to characterize the expected shifts in resonant frequency. These shifts are complex and predict a 
change in magnitude of around 0.034% in water. A trend for the quality factor deviation is proposed. An 
extension to include the oscillation amplitude is in progress. These characterizations are essential to predict 
the feasible limits of QCM operation in liquid and influence the selection of a frequency counter such that the 
shifts in frequency can be measured. 

�

Wireless Power and Network Synchronisation for Agricultural and Industrial Remote Sensors using 
Low Voltage CMOS Harvesting and Data Demodulator IC 

T Lee, R B Kennedy, R A Bodnar, Jonathan Scott and W Redman-White

This paper presents a wide area medium frequency loosely coupled magnetic energy harvesting system with 
power delivery and network synchronisation for remote sensors, intended for agricultural and industrial 
environments. Intended for situations with poor service access, power is supplied from a source via a large 
area loop. Receiver nodes may use ferrite cored coils for good efficiency with modest volume. Transmission 
of low bandwidth network synchronisation data permits very low operational duty cycle with the need for real 
time clocks or wake up receivers and their associated power drain. As a key enabler for the system, a full 
custom energy harvester and QPSK data demodulator IC has been designed and fabricated in a commercial 
180nm CMOS technology. The IC occupies 0.54mm2 and can deliver 10.3μW at 3V to an external battery or 
capacitor. With standard MOS device thresholds the rectifier can start from cold with only 250mV peak from 
the antenna loop, and the battery charge output is delivered with 330mV peak input. Results are presented 
from laboratory evaluation and from preliminary measurements in the field with a 10m x 10m loop driven at 
800kHz. 
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Abstracts, Continued

Improving the Accuracy of Musical Robots with Programmable Logic Circuits 

Jason Long, Jim Murphy, Ajay Kapur, Dale A. Carnegie

In order to provide expressive performances, musi- cal robots must be capable of varying their playing 
parameters in fine-grained and consistent ways. Unfortunately, due to their often high actuator count and 
signal processing requirements, conventional purely microcontroller-based methods of control- ling their 
actuators have proven insufficient at providing the accuracy required for precise and reproducible control. 
This paper provides an outline of the shortcomings of traditional methods of musical robot control with an 
example robot which outputs pulse widths with up to 100 microseconds of error, and describes a newly 
created control system which makes use of a hybrid microcontroller-FPGA design to achieve error rates in 
the order of single-digit nanoseconds. The system’s components and performance is then described, and 
comparisons are drawn between the new system and traditional methods. This novel system leverages both 
the sequential logic capabilities of a microcontroller with the massively parallel capabilities of an FPGA to 
provide a fine-grained, reliable, low latency and high resolution control for musical robots. 

�

Architecture for the Transient Array Radio Telescope version 3 (TART3) 

J.P.W. McPherson and T.C.A. Molteno 

We propose a new version of the Transient Array Radio Telescope (TART) based on the currently functional 
TART2. The TART3 will utilise a more powerful central single board computer (BeagleBone Green) that will 
replace two separate computational components (Xilinx Spartan 6 LX9 FPGA and Raspberry Pi 3). Due to 
the increase in power and replacement of certain components, we hope to produce a more efficient and cost 
effective aperture synthesis radio telescope with a smaller physical footprint. 

�

Real-time control using sequential inference and Bayesian decision theory 

A. D. Martin and T. C. A. Molteno 

This paper formulates a framework for real-time control using a Bayesian control-system. A Bayesian 
controller uses a Bayesian Sensor, which can characterise its own un- certainty. The sensor outputs a 
posterior distribution, P, and the controller, given this distribution, can calculate the cost of different actions, 
a. It chooses the action, aP that minimizes the expected cost; this is known as the Bayes act. This framework 
is demonstrated by an example of detecting mains frequency fluctuation, and shutting down equipment to 
mitigate the resulting damage. The Bayesian controller is contrasted with a conventional control system, 
which uses Fourier methods. The Bayes act is calculated for a range of equipment and shutdown cost ratios 
and the algorithm performance is verified. The Bayesian controller detects frequency changes much faster 
than the conventional controller, and shuts the equipment down at the optimum time to minimize loss. 
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Abstracts, Continued

Measurement of Implant Electrode Leads using Time-Domain Reflectometry to Predict the Resonant 
Length for MRI Heating 

Steven McCabe, Jonathan Scott

Magnetic Resonance Imaging (MRI) machines can generate hazardous RF heating of patients with 
implanted neurostimulation leads. Consequently, most patients with these implants are contraindicated from 
having MRI scans. The level of RF heating has a strong dependence on lead length and is most severe 
when the length is close to a specific resonant length. Recent studies have shown that simple modifications 
to the lead construction and insulating material can alter the resonant length and significantly ameliorate this 
heating hazard, achieving MRI safety. We propose a technique using time domain reflectometry (TDR) to 
find the resonant length of an arbitrary lead such to minimise the amount of MRI machine time needed to find 
the length of highest heating. The results are compared with temperature measurements made in a 3-Tesla 
MRI machine and with a CW dipole radiator in the lab. 

�

X-ray free-electron lasers: A revolution in biomolecular imaging 

Rick P. Millane, David H. Wojtas and Romain D. Arnal 

X-ray crystallography is a technique for imaging molecules at atomic resolution that is based on the 
diffraction of x-rays by a crystalline specimen. X-ray free-electron lasers are a new x-ray source that can 
replace conventional synchrotron sources used for x-ray crystallography experiments. They produce 
extremely bright and brief x-ray pulses, and are revolutionising high resolution imaging of biological 
macromolecules as they circumvent difficulties with specimen preparation and radiation damage. In these 
experiments, diffraction data are collected before the specimen is destroyed by the intense x-ray pulse. This 
requires new experimental protocols and new data processing techniques. Key aspects of biomolecular 
imaging using x-ray free-electron lasers are reviewed and future opportunities discussed. 

�

SkyPi: All-sky camera network for meteorite tracking 

Timothy C. A. Molteno 

We describe the hardware and software for SkyPi – an all-sky camera network for transient event detection 
in the night sky. The hardware design is presented as well as the operating software and some preliminary 
results. 

�

Vector Green’s Functions for Electrodynamics Applications 

Malcolm Morrison, Colin Fox

The use of scalar Green’s functions is commonplace in electrodynamics, but many useful systems require 
computation of one or more vector quantities. Vector Green’s functions have been used in electrodynamics 
for many decades, but are inconsistent and poorly understood. We recast vector Green’s functions in the 
language of distribution theory to match their scalar counterparts. We use vector Green’s functions to 
calculate the electrodynamic vector potential under physical boundary conditions. 
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Abstracts, Continued

Fractional Behaviour of Rechargeable Batteries 

Rahat Rasan, Jonathan Scott

For decades authors have preferred to model batteries with either Thevenin-style models using RLC, or 
Randles-style by adding a Warburg element. These are claimed to model accurately. We present convincing 
empirical evidence suggesting that a fractional-derivative (constant-phase element) model is required. Our 
data shows that existing state-of-the-art models may be overly complicated, requiring numerical rather than 
physical considerations to find parameters.

�

A MATLAB ToolBox for the Bit-Stream Implementation 

Faiz Rasool, Syed Adeel Ali and Muhammad Waseem Soomro

The supremacy of bit-streams over dedicated VLSI technology in the implementation of parallel, real time 
systems, in terms of cost and system structure, has been reported in recent research activities. The aim of 
this paper is to demonstrate the development and the implementation of a library of bit- stream elements, in 
a GUI environment like the Simulink This gives the advantage of using the bit- stream elements in 
conjunction with a large number of existing continuous time Simulink elements. Thus, all sorts of new or 
existing system models, supported by Simulink can be tested under bit- stream environment. The focus of 
this study is on the bit-stream implementation of building blocks for Fuzzy Systems and Artificial Neural 
Networks.

�

Transient Array Radio Telescope: Calibration and Aperture Synthesis 

Max Scheel, Timothy C. A. Molteno and Phill C. Brown 

The Transient Array Radio Telescope (TART) is a 24-element aperture synthesis array radio telescope. It is 
designed as a test bench for imaging algorithm development, as well as a survey-instrument for transient 
events. We present an update for the telescope hardware, describe software for traditional radio-interferomic 
aperture-synthesis imaging and also explain the process of calibration. While refining the calibration is under 
ongoing development, the number of the imaged sources that are consistent with known sources provides 
some confidence in the telescopes conceptional design and operation. 
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Abstracts, Continued

On a representation of feedback shift-registers 

Daniel Schumayer and Timothy C. A. Molteno 

Feedback shift-registers (FSRs) are fundamental building blocks in specialised digital electronics, e.g., cryp- 
tographic or counter circuits. FSRs have exponentially large number of possible states and their mathematical 
description is well developed. Constructing maximal length sequences for linear FSRs can be done algorithmically. 
However, the analysis of nonlinear FSRs is in its infancy. In the last decade a novel algebraic structure has 
emerged in the field of Boolean networks, which may provide a useful tool to describe FSRs. Here we explain the 
main ideas of this new formalism via examples and show its capabilities on a particular NFSR. 

�

GPS Estimates in the Presence of Correlated Noise 

Andrew Soundy, Daniel Schumayer, Timothy Molteno 

This paper presents an experimental and theoretical investigation of GPS errors. Data from stationary GPS units 
were gathered and the time dependence of the observed noise is presented. Two quantitative approaches for 
dealing with time dependent noise are provided. 

�

Investigation of Light Transmission in Healthy and Rotten Onions 

Jason Sun, Rainer Künnemeyer, Andrew McGlone, Nathan Tomer 

Light transmission through healthy and rotten onions was investigated in support our development of optical 
sensors for internal defects. Two types of systems were used: the first consisted of a broadband light source and a 
CCD spectrometer. Here the spectra had two peaks in the wavelength range from 670 to 850 nm. The second 
system employed a 728 nm laser diode and a rotating table, which enabled us to examine the light transmission 
spatially. Healthy, botrytis and pseudomonas onions were measured. The laser system could detect a signal 
attenuated by a factor of 3.25*10-8 to 1.81*10-7 due to the onions. The light level decreased exponentially with 
distance between source and detector. The effective attenuation was estimated for each onion and increased 
proportional to the degree of rottenness. The results of this study reveal the light transportation in onions and the 
effect from internal rots, which provide requirements for signal processing and optical systems. 

�

Enhancing Students’ Conceptual Understanding Using Visualisation Software and Collaboration 

Elliot Varoy, Nasser Giacaman, Gerard B Rowe 

Students entering into Engineering education at the tertiary level aren’t prepared. They lack fundamental under- 
standing of the requisite subjects, namely physics and calculus, resulting in a snowball effect of misunderstanding 
in the tertiary sector. In order to remedy this issue we need to focus on improving students’ conceptual 
understanding instead of enforcing rigourous memory-based learning. This paper recognises two viable teaching 
methodologies, visualisation and collaboration, by proposing, developing and evaluating a mobile and tablet 
application that utilises these ideas to encourage deeper conceptual understanding in students. 
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Abstract—Diffraction imaging involves reconstruction of an
object from measurements of a diffracted field. In many cases,
only the amplitude, but not the phase, of the diffracted field
can be measured. Reconstruction of the object then requires
recovering the phase, which is referred to as phase retrieval.
Uniqueness properties of phase retrieval are thus important.
Uniqueness properties of the phase problem are considered in
cases where Fourier amplitude data are sampled non-uniformly
in a way that arises in imaging of 1D and 2D crystals. Simulations
of phase retrieval using an iterative projection algorithm show the
influence of sampling non-uniformity in terms of the difficulty of
reconstruction and the resulting reconstruction error. The results
show that the sampling for 1D, and particularly 2D, crystals leads
to more convergence difficulties and increased reconstruction
error. The results have implications for ab initio phasing in
imaging 1D and 2D crystals using x-ray free-electron lasers.

Keywords— uniqueness; crystal; constraint ratio; phase problem

I. INTRODUCTION

Reconstruction of an object f(x), where x is position, from
measurement of radiation diffracted from the object is referred
to as diffraction imaging. Examples are optical astronomy,
x-ray crystallography, and microscopy [1], [2]. Under quite
wide conditions, the diffracted field is equal to the Fourier
transform, F (u) of f(x), given by

F (u) =

∫ ∞
−∞

f(x)e−2πi(x·u) dx. (1)

In many cases, it is possible to measure only the Fourier
intensity I(u) of f(x) given by

I(u) = |F (u)|2. (2)

Knowledge of the Fourier intensity alone precludes reconstruc-
tion of f(x) by the inverse Fourier transform as the Fourier
phase is unknown [3]. This is known as the ‘phase problem’ in
diffraction imaging [4]. ‘Solving’ the phase problem consists
of retrieving the phase information from the intensity data.

Uniqueness of the solution to the phase problem in particular
cases is important, i.e. does the known Fourier intensity I(u)
and any additional information available on the object lead
to a unique reconstruction of f(x)? To this end, Elser and
Millane [7] considered the case of an isolated object for which

the continuous Fourier amplitude is available and defined a
constraint ratio Ω given by

Ω =
|A|
2|S|

, (3)

where |A| is the volume of the autocorrelation of the object
and |S| is the volume of the object (i.e. the number of degrees
of freedom in the object). For Ω > 1, it is likely than a unique
solution to the phase problem exists, and for Ω ≤ 1 many
other alternative solutions exist. In practice, Ω � 1 leads to
easily solvable phase problems and for Ω above but close to
1, the solution can be difficult to find. For a single object,
Ω = 4, phase retrieval is thus well-conditioned in this case
and a unique solution is expected. We also recently derived
the constraint ratio for macromolecular crystals for which the
Fourier intensity is available only at the Bragg positions [8].
The constraint ratio in this case is equal to 0.5 unless additional
information is available and the solution is not unique.

Interesting cases occur when continuous and Bragg sampled
Fourier intensity coexist in a measurement. This occurs for
the cases of imaging one-dimensional and two-dimensional
crystals, as it is being explored with the application of x-ray
free-electron lasers [9]. In the 1D crystal case, as a result of
the object being periodic in one direction, the Fourier intensity
information is available continuously along planes in Fourier
space but the planes are available only at the Bragg spacing. In
contrast, for 2D crystals, the data is Bragg sampled on planes
and continuously sampled along the remaining dimension.
Visualisation of the Fourier space sampling for both cases is
shown in Fig.1.

Uniqueness of the phase problem for 1D and 2D crystal,
is investigated. In Section 2, the constraint ratio is derived
for these cases. In Section 3 we outline the difference map
algorithm for phase retrieval that is used in the simulations.
Simulation results and their interpretation are presented in
Section 4, and concluding remarks are made in Section 5.

II. THEORY

The constraint ratio, Ω, the number of independent data
to the number of object parameters, as described above,
is a useful quantity to characterise uniqueness. Since the
problem is non-linear, Ω > 1 does not necessarily guarantee
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Fig. 1. Top: Fourier intensity with black dots indicating the sample positions
for a 1D crystal. The samples lie on horizontal planes. Bottom: Fourier
intensity with black dots indicating the sample positions for a 2D crystal.
The samples lie on vertical lines.

uniqueness, but it does ensure that solutions belongs to a low-
dimensional set. We therefore evaluate the constraint ratio for
1D and 2D crystals.

Using (3) the constraint ratio for the 1D and 2D crystal cases
are derived, for both the continuous and discrete (sampled)
cases. We consider only 3D objects. For an isolated 3D object
with the continuous Fourier intensity available, the constraint
ratio is

Ω = 4. (4)

For the discrete case, as the autocorrelation of a discrete
N ×N ×N signal has (2N − 1) × (2N − 1) × (2N − 1)
samples, and half of them are independent, the discrete (de-

noted by the prime) constraint ratio for a 3D object is

Ω′ =
4N3 − 6N2 + 3N

N3
= 4− 6

N
+

3

N2
. (5)

For a 1D crystal, every second plane of amplitude data is
absent from the dataset and the constraint ratio is decreased.
To study this effect, we start with a fully sampled data set and
remove samples from these planes until only the 1D crystal
data remains. Denoting by ρ the proportion of Fourier intensity
coefficients removed from these planes, the constraint ratio is
given by

Ω′1Dc(ρ) = (4− 6

N
+

3

N2
)(1− ρ

2
), (6)

where the 1/2 corresponds to the proportion of these unknown
planes amongst all planes. In the 1D crystal limit, all Fourier
intensity coefficients are removed in these planes, ρ = 1, the
discrete constraint ratio for the 1D crystal is

Ω′1Dc(ρ = 1) = Ω′1Dc = 2− 3

N
+

3

2N2
< 2. (7)

In the continuous case,

lim
N→∞

Ω′1Dc(ρ = 1) = Ω1Dc = 2. (8)

For the 2D crystal case, only 1D lines of fully sampled
Fourier amplitude data remain, and these lines are spaced by
the Bragg spacing in the two orthogonal directions. Similarly
to above, we denote by µ the proportion of the Fourier
intensity coefficients that are removed from the missing lines.
The constraint ratio is then given by

Ω′2Dc(µ) = (4− 6

N
+

3

N2
)(1− 3

4
µ), (9)

where the 3/4 corresponds to the proportion of the lines
removed amongst all lines. In the 2D crystal limit, all the
Fourier intensity coefficients are removed from the inter-Bragg
lines, µ = 1, and the discrete constraint ratio for a 2D crystal
is

Ω′2Dc(µ = 1) = Ω′2Dc = 1− 3

2N
+

3

4N2
< 1. (10)

In the continuous case,

lim
N→∞

Ω′2Dc(µ = 1) = Ω2Dc = 1. (11)

For the 2D crystal case, we also consider the case where a
proportion of the object samples are known. If a fraction s of
the object sample values are known, then the constraint ratio
is increased and is given by

Ω′2Dc(µ, s) =
(4N3 − 6N2 + 3N)(1− 3

4µ)

N3(1− s)
. (12)
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III. ITERATIVE PROJECTION ALGORITHMS

Iterative projection algorithms (IPAs) are constraint satisfac-
tion algorithms that are used to solve phase retrieval problems
[10]–[12]. IPAs are used for the simulations described in the
next section, and are briefly described here.

Considering a vector z ∈ RQ as the vectorization of f(x),
an object can be represented by a vector in RQ. In this
multidimensional vector space, a constraint set CA ⊂ RQ is
defined as the set of objects that satisfy the constraint A. A
projection operator PA onto a constraint set CA takes a vector
z ∈ RQ to the closest vector y ∈ CA, or

y = PAz = argminy∈CA
||y − z||, (13)

where argminy∈CA
f(z, y) denotes the value of y that min-

imises f(z, y). The Euclidean norm is generally used. Relaxed
projections are a generalization of projections and allow pro-
jection further into or away from the constraint set. Relaxed
projections are given by

FAz = PAz + γA(PA − I)z, (14)

where γA is a constant that controls the amount of relaxation.
Projections used for ab initio phase retrieval impose a priori
knowledge on the object and the measured Fourier intensities.
The current point in the vector space is referred to as the
iterate. The Fourier space projection constrains the iterate to
have the same Fourier amplitude as that measured and is given
by

PMzi = F−1
(√

I

|F(zi)|2
F(zi)

)
, (15)

where I is the corresponding vector of measured Fourier
intensities and zi is the iterate at iteration i, and F−1 is the
inverse Fourier transform. The real space projection generally
constrains the support of the object to be the same as the
known support region and is given by

PSz = z · S, (16)

where S corresponds to the a priori support indicator vector
having 1’s where the object is non-zero and 0’s elsewhere.

Suitable combinations of these projections and their relaxed
counterparts form one iteration of an IPA. An IPA is defined
by an update rule which is a formula that gives the i+1 iterate
as a function of the previous iterate.

Here we use the difference map (DM) algorithm whose update
rule is [10]

zi+1 = zi + β(PSFMzi − PMFSzi), (17)

where β is a step size parameter, γS and γM are the relaxation
parameters of FS and FM , which are generally chosen as γS =
−1/β and γM = 1/β.

IV. SIMULATIONS AND RESULTS

Uniqueness properties of the phase problem with the sam-
pling schemes described above are investigated by simulation
by reconstructing objects with different sampled datasets. We
used a 15 × 15 × 15 real and positive valued random object
which was zero-padded to obtain the Nyquist sampled DFT
of size 29× 29× 29 samples. The DM algorithm is used with
positivity and support constraints, and the Fourier intensity
projection (15) is applied only at the known Fourier samples.

Fourier amplitude data are removed randomly in the propor-
tions ρ and µ as described above. The final errors in the
reconstructed objects and their match with the Fourier intensity
data are denoted e and E, respectively, and defined by

e =

√∑
(zi − zt)2∑

zt2
(18)

and

E =

√∑
(
√
I−
√
Ii)2∑

I
, (19)

where zt is the vectorised true object, Ii is the Fourier intensity
of the reconstruction at iteration i and I is the intensity data.
The difference map algorithm was run 10 times for each value
of ρ and µ. Convergence is defined by E < 10−3. Runs are
considered unconverged if no convergence is obtained less than
10, 000 iterations.

A. 1D crystal

The object error for the converged runs and the average
number of iterations for the 1D crystal case are plotted as a
function of Ω′1Dc(ρ) in Fig. 2 (top). As ρ approaches 1, or
equivalently as Ω′1Dc(ρ) approaches Ω1Dc = 2, the average
number of iterations increases dramatically. Additionally, a
small increase in the average reconstruction error is seen. The
same metrics for random sampling of all the intensity data are
shown in Fig. 2 (bottom). The error and average number of
iterations are steady at around 5 × 10−3 and 200 iterations,
respectively, in this case.

The convergence difficulties and degraded reconstruction er-
ror seen in Fig. 2 (top) compared to Fig. 2 (bottom) are
attributed to the particular form of non-uniform sampling, for
a 1D crystal. The sampling structure leads to a decrease in
performance, in terms of number of convergences obtained,
average number of iterations, and final reconstruction error, of
the reconstruction algorithm. As the reconstructions are still
good (e < 2 × 10−2 even at the 1D crystal sampling limit),
uniqueness of the phase problem appears to be unaffected (i.e.
only correct solutions exist for Ω > 1).

B. 2D crystal

The object reconstruction error for the converged runs
and the average number of iterations for the 2D crystal
case are plotted as a function of Ω′2Dc(µ) in Fig. 3 (top).
For Ω′2Dc(µ) > 1.51 many runs converged with an error
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Fig. 2. Top: Object error e as a function of the constraint ratio, Ω′
1Dc(ρ),

for a 1D crystal (dots). Bottom: Object error e as a function of the constraint
ratio Ω′, for a random sampling (dots). Both: The blue curve shows the mean
error. The brown curve shows the average number of iterations.

of around 5 × 10−3 but no convergence was obtained for
Ω′2Dc(µ) < 1.51. The same metrics, for random sampling
of the intensity data, are plotted in figure Fig. 3 (bottom).
Similarly to Fig. 3 (top), no convergence was obtained for
Ω′ < 1.43

As in the 1D crystal case, 2D crystal non-uniform sampling of
the Fourier intensity reduces the performance of the IPA. This
can be seen in the respective minimum constraint ratio for
convergence (i.e. 1.51 > 1.43). Moreover, as no convergence
was obtained for Ω′ < 1.43 for random sampling, this
indicates that ab initio phasing will be difficult in practice with
sparsely sampled Fourier intensities, and either additional data
or more Fourier intensity data will be needed.

In order to obtain convergence for smaller values of µ, or
equivalently with smaller Ω′2Dc(µ), we assume that 13% of
the object samples are known. The object error is plotted

Fig. 3. Top: Object error e as a function of the constraint ratio, Ω′
2Dc(µ),

for a 2D crystal (dots). Bottom: Object error e as a function of the constraint
ratio Ω′, for a random sampling (dots). Both: The blue curve shows the mean
error. The brown curve shows the average number of iterations.

as a function of Ω′2Dc(µ, s = 0.13) using (12), where 13%
of the object is known to be zero, in Fig. 4 (top). As
Ω′2Dc(µ, s = 0.13) approaches 1, the reconstruction error
slowly increases, and at Ω′2Dc(µ, s = 0.13) = 1.24 the average
number of iterations increase dramatically indicating a difficult
phase problem. The same metrics for random sampling of the
intensity data are shown in Fig. 4 (bottom).
Comparison of Fig. 4 (top) and (bottom) shows similar trends
but the curves are shifted to the left for the case of random
sampling. The phase problem for 2D crystals is difficult and
the structured sampling leads to reduced performance of the
IPA, also shown by the respective minimum constraint ratio
for convergence (i.e. 1.24 > 1.16). As the reconstructions
are still good (e < 2 × 10−2), uniqueness of the structured
phase problem is unaffected. Contrary to the 1D crystal phase
problem where reconstruction was possible (but difficult) with
Ω = 2, the 2D crystal phase problem with Ω = 1 is not soluble
on its own and considerable additional information is needed.
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Fig. 4. Top: Object error e as a function of the constraint ratio, Ω′
2Dc(µ, s =

0.13), for a 2D crystal with 13% of the object known (dots). Bottom: Object
error e as a function of the constraint ratio Ω′(s = 0.13), for a random
sampling (dots). Both: The blue curve shows the mean error. The brown
curve shows the average number of iterations.

V. CONCLUSIONS

A particular non-uniform sampling of the Fourier intensities
occurs with imaging of 1D or 2D crystals. Uniqueness proper-

ties of the corresponding sampling structures are illustrated by
the results presented here. In the case of 1D crystals, the results
indicate that the reduced sampling does not have a noticeable
effect on uniqueness of the solution but performance of the
reconstruction algorithm is reduced. Uniqueness is also pre-
served in the 2D crystal case but reconstructions can only be
achieved if considerable additional information on the object
is available.
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Abstract—Wireless sensors attached to animals can improve
the efficiency of farming, but need a cost-effective way of getting
data to the internet. A network using low-cost packet radio
modules has been proposed but development was hindered by
a lack of information on working range of such radio modules.
This report characterises and compares the range of RFM69HW
and RFM95W radio modules for indoor and outdoor farm-like
situations. It was found that RFM95W radio modules have ap-
proximately three times longer range in open air than RFM69HW
modules. Viable RFM95W radio links were measured through
9 walls over 52 m in a building and over 1.85 km in open air.
Using the RFM95W over the RFM69HW should reduce the cost
of installing such a network in most farms.

Index Terms—Packet radio module, range testing, wireless
sensor network, RFM95W, RFM69HW.

I. INTRODUCTION

With sufficiently accurate and timely data from sensors
attached to animals, certain behavioural indicators can be
identified in real time and used to increase the efficiency
or effectiveness of farming activities. Existing examples of
this include Cowlar [1] and Connecterra [2]. This report
summarises testing to characterise and compare the range of
two low-cost radio modules that have been identified as being
a cost-effective way of collecting data from sensors mounted
on animals and delivering it to the internet via a farm’s fixed
line internet connection.

A. Network System

It was decided that custom ’relay’ devices should be used to
receive data from nearby sensors and deliver it to the internet.
Animals tend to congregate near or regularly visit key objects
or areas such as water troughs and milking sheds. Relay
devices can be installed in these locations and gain coverage
over many sensors.

These relays are to use a low-cost sub-GHz ISM band radio
module to receive sensor data and a similar but longer-range
radio module to form a network with other relays. This inter-
relay backbone network is to use custom software to enable
data to be sent from relay to relay over the potentially large
distance to the farm internet connection.

The choice of which long-range radio module to use in
the design was made difficult by the lack of information
on the operating range of specific hardware implementations

Fig. 1. RFM69HCW (top) and RFM95W (bottom, IC markings shared with
RFM96W) radio modules on top of a New Zealand 20 cent coin and a
centimetre grid. The RFM69HCW is a compact version of the RFM69HW
and is functionally identical

in existing literature [3] [4] and product datasheets [5] [6],
especially for the lower-cost modules. This report helps rectify
this by characterising and comparing the operating range of
two low-cost radio module options in two examples of farm-
like conditions.

B. Radio Modules

The RFM69HW [7] and RFM95W [8] radio modules
(Figure 1) manufactured by Hope Microelectronics [9] were
identified as cost-effective options for the backbone network.
Prices were quoted in May 2016 as USD$1.89 each for
RFM69HW modules and USD$4.20 each for RFM95W mod-
ules at quantities of 2000 direct from the manufacturer.

Unfortunately the lack of quantitative information about
their range performance made it difficult to decide which was
best suited for use on farms. The RFM69HW is a basic nar-
rowband Frequency Shift Key (FSK) modulation transceiver
while the RFM95W is a more advanced spread spectrum FSK
transceiver. The code spreading technique of spread spectrum
transmission used by the RFM95W allows greater transmission
power and increased resistance to interference, both of which
increase range by varying degrees in most circumstances.
The RFM69HW can gain some of these benefits if frequency
hopping spread spectrum techniques were implemented, but
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Fig. 2. A Moteino-USB with RFM95W on underside used as a ’receiver’

would require extra software development and increase system
complexity.

This report covers efforts to quantify the effective range of
each of these modules in two examples of farm-like conditions
in order to decide which to use in the relay devices.

II. METHODOLOGY AND MATERIALS

A. Electronics

Radio modules such as the RFM69HW and RFM95W
need supporting electronics to function. In this case they are
operated by commands over an SPI bus, most easily imple-
mented by attaching them to a microcontroller. The Moteino-
USB (Figure 2) [10], regularly called simply a ’Moteino’
within this report, produced by LowPowerLab LLC [11] was
used as it combines the popular ATMega328P microcontroller
with a Serial to USB bridge IC and one of a selection of
radio modules, including the RFM69HW and RFM95W. These
come with an appropriate λ/4 monopole wire antenna and are
compatible with the RadioHead Packet Radio library [12].

B. Test Mounts

The testing hardware primarily consisted of two
1260mm× 52mm× 24mm wooden beams mounted to
tripods (Figure 3). Four Moteinos were spaced 350mm apart
along each in alternating order (69 - 95 - 69 - 95) and
secured using cloth tape. One set of these had their USB
cables connected to an external power capable USB hub also
mounted on the beam while the other set had USB cables
hanging free. The USB hub was used to connect one set
of Moteinos to a tablet computer while the other set were
connected directly to a laptop with four USB ports. These
computers provided power and recorded data over USB. The
’transmitters’ tripod had to be kept at a low height of 650mm
to allow the USB cables to reach the laptop.

C. Software

Many different pieces of software were used in testing.
Embedded C++ with Arduino [13] and RadioHead libraries

Fig. 3. Test mounts used, ’receivers’ on table on left, ’transmitters’ on mobile
trolley on right

was used to program the Moteino-USB’s to communicate with
each other over radio and report performance over serial in
CSV format.

The performance data was received over USB and stored
in CSV format by a sketch written in Processing. Data from
all test devices was collated, processed and plotted in Matlab.
The map of in-building results was made using Inkscape.

D. Transmission Format
To test transmission performance, some payload must be

transmitted from one radio module to another. To do this,
the Moteinos on one tripod were designated the ’transmitters’
and the others the ’receivers’. Each one of the ’transmitters’
was assigned a matching ’receiver’ to which they would send
packets with a 4 byte RadioHead RHReliableDatagram header
and 32 byte payload and get a 4 byte header with 1 octet
payload acknowledgement packet in return.

Each payload packet contained a unique identifier. For every
payload packet sent, this identifier and two performance values
were output over serial to USB. These performance values
were whether an acknowledgement packet was received from
its paired ’receiver’ and the Received Signal Strength Indicator
(RSSI, see below) in dBm reported by the radio module if an
acknowledgement was received.

If a ’receiver’ got a payload packet, it replied with a brief
acknowledgement packet and output the payload’s identifier
and the RSSI of the packet received over serial to USB. These
were later matched up to their corresponding ’transmitter’
measurements.

When enabled to transmit, ’transmitters’ sent a new payload
packet as soon as an acknowledgement for the previous
payload was received or after a fixed time limit, whichever
comes first.

E. Performance Indicators
The two performance indicators used were RSSI and the

ratio of acknowledged packets to non-acknowledged packets.
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RSSI is a measurement of the received signal power as seen
by the radio module. It can indicate the remaining headroom
in a fully functioning system when compared to the receiver
sensitivity for those particular transmission settings. As the
RSSI of packets not received inherently cannot be measured
by the radio module itself, the performance of a system that
is missing packets is better indicated by the ratio of payload
packets that got a response to those that did not.

The RFM69HW and RFM95W calculate RSSI differently.
The former samples during the preamble while the latter sam-
ples during the reception of the payload and presents an aver-
aged value. As the ’receivers’ and ’transmitters’ each receive
different length payloads, the RFM95W RSSI measurements
reported by each for a given payload/acknowledgement cycle
differ. As such, only the ’receivers’ RSSI measurements were
used as results as they are averaged over a greater time period.

F. Radio Configuration

Many parameters of both radio modules can be configured
to optimal values. For these tests, all devices used a carrier
frequency of 918MHz, a data rate close to 2.4 kbit s−1 and
no transmission retries.

The RFM69HW devices were configured with a
transmission power of 18 dBm (2 dB lower than maximum), a
preamble length of 8, an acknowledgement timeout of 200ms
and configuration registers set as: reg02=0x00, reg03=0x34,
reg04=0x15, reg05=0x00, reg06=0xAD, reg19=0xF4,
reg1A=0xF4, reg37=0xD0.

The RFM95W devices were configured with a transmission
power of 21 dBm (2 dB lower than maximum), a pream-
ble length of 8, an acknowledgement timeout of 250ms
and configuration registers set as: reg1D=0x58, reg1E=0x74,
reg26=0x04.

Most of these values were obtained through trial and error
optimisation of failure range at lower output power levels.

It was also found that even if carrier frequencies 4MHz
apart were used, performance was worse if multiple radio pairs
were run simultaneously than if run alone. Thus all tests were
done with only one ’transmitter’ transmitting at any one time.

G. Test Locations

Two farm-like locations were used for testing. To char-
acterise operating range within and into farm buildings, a
large barn-like workshop (Figure 3) was used to house the
’receivers’ and the surrounding grounds and the connected
building with sheet metal exterior walls (Figure 8) were
used as obstacles. To characterise operating range across flat
farmland, a 6 km long straight stretch of country road was used
(Figure 4). Traffic was on the order of 8 vehicles per minute.
’Receivers’ location coordinates: -37.75960 175.34415

H. Procedure

For the most part, the same test procedure was used for
both open air and in-building tests. At the start of each test the
’receivers’ were set up in a fixed location and communication
with the ’transmitters’ verified. Then data capture was enabled

Fig. 4. ’Transmitters’ during open air, on road test

on the ’receivers’ computer and the ’transmitters’ moved to
various test points. For the in-building test, the order of these
points was randomised and the ’transmitters’ equipment was
moved on a resin trolley (Figure 3). For the open air test, the
range was far less certain and each test point was chosen based
on the performance at the previous points. The ’transmitters’
equipment was packed in and out of a car to cover these greater
distances.

When at a test location, the test rig was orientated so that
the transmitters were lined up approximately perpendicular
to the direct path to the ’receivers’. One at a time each
’transmitter’ had its data capture enabled on the connected
computer and transmission initiated. The test operator would
then step back approximately 2m behind the test assembly
to avoid interfering with the test until over 200 transmissions
had been made over about 1min. The operator would then
approach the computer, deactivate the current ’transmitter’ and
activate the next one until all had been run, then move on to
the next test point.

III. RESULTS AND DISCUSSION

A. Equipment Test

A quick test was conducted to evaluate the impact of
powering the ’receivers’ through the USB hub used and one
other, compared to powering directly from a USB port. An
RFM69HW RSSI drop of approximately 2 dB was observed
from the external power capable USB hub eventually used
and a drop of approximately 10 dB from the other hub. This
difference between hubs was thought likely caused by the
external power capable USB hub having better power delivery
capability, potentially from lower power line resistance and/or
greater capacitance. The other hub had a much smaller diam-
eter USB cable, indicating a high resistance connection. The
drop in signal may also indicate that the Moteinos contain
insufficient power buffering for the radio module.
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101 102 103 104

Distance [m]

-110

-100

-90

-80

-70

-60

-50

-40

-30

-20

-10

0

R
S

S
I [

dB
m

]

RFM69HW Pair 1
RFM69HW Pair 2
RFM95W Pair 1
RFM95W Pair 2
Inverse Square Fit

Fig. 6. Logarithmic plot showing fit to theoretical inverse square relationship
between signal power and distance for open air signal power

B. Open Air Test

First discussed here are the open air results. The test
locations are plotted over distance on both linear (Figure 5)
and logarithmic (Figure 6) axes. They show a drop off in both
signal power (RSSI) and packets delivered with distance as
expected. Unfortunately, the desktop program recording the
data from the RFM95W Pair 1 ’receiver’ failed after the first
measurement location, resulting in a lack of RSSI data for that
pair (Figure 5).

The signal power drop off indicated by the RSSI from the
fully recorded RFM95W pair appears to follow the theoretical
inverse square reduction (Figure 6). Insufficient data was
recorded to determine if the RFM69HW pairs followed the
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Fig. 7. Interpolated 3D surfaces depicting how RSSI varied with distance and
number of walls in direct path and the difference between the two technologies
for the in-building test

same trend, though it is thought likely that they would.
One RFM95W pair managed to get replies to 10% of pack-

ets sent to a ’receiver’ 3.34 km away. Whereas the RFM69HW
pairs failed somewhere between 460m and 1.14 km, less than
a third of the distance (Figure 5). In terms of a connection with
an acceptably low packet loss, both RFM95W pairs had over
50% of packets conveyed successfully at 1.85 km, while the
RFM69HW pairs managed the same at only 230m, an eighth
of the distance. Time constraints limited the number of test
locations to those shown (Figure 5). These points show that
the RFM95W obtained between three and eight times greater
range than the RFM69HW.

Overall, this test shows that RFM95W radio modules also
have significantly greater range than RFM69HW radio mod-
ules in open air.

C. In-Building Test

Unlike the open air test, distance is not the only major factor
affecting radio performance in the in-building results. The
building layout and construction affected each test location
differently. Thus the RSSI results have been plotted as a
function of walls as well as distance (Figure 7) in order

ENZCon 2016

19



10m

Stationary 
Unit

Packets Received 

RFM69HW
RFM95W

Technologies:

Building 
Range
Test

Mobile Unit
Test Locations

Fig. 8. Overhead map of in-building test area with ground floor internal diagram and successful packet reception results overlaid

to include some representation of the amount of building
included in each test path. Similarly the packet loss results
have been overlaid on an overhead map including the interior
layout of the ground floor (Figure 8).

The signal attenuation with distance in this test (Figure 7)
is significantly more than in the open air test (Figure 5). This
indicates that the additional building and building contents that
comes with distance is reducing the signal power more than
the fundamental inverse square power reduction over distance.
Thus the effect of distance could vary greatly depending on
the building, making predicting the range in other buildings
based on these results difficult. However, as the building tested
has metal exterior walls and contains much equipment, it is
likely somewhat comparable to many metal farm buildings
containing farming equipment.

Between the number of walls on the direct path and the dis-
tance of that path distance, it appears distance had the greatest
effect on signal power (Figure 7). The locations with the most
walls took a diagonal path that offered more opportunities for
alternate signal paths, adding additional variation to measure-
ments with a similar wall count. Further, the distinction is not
made between the differing signal attenuation presented by
different wall materials. Despite this, the reduction in RSSI
due to distance is approximately three times greater than the
reduction due to a greater number of walls for a given distance.

Over the fourteen test locations, one or both of the
RFM69HW pairs missed some or all packets at six locations.

This compared to the RFM95W pairs which at worst only
missed 17% of packets at one location (Figure 8), at which
both RFM69HW pairs failed completely. This was the furthest
corner of the building with nine walls in the direct path over
a distance of 52m.

Overall, this test shows that RFM95W radio modules
have noticeably greater range in and around buildings than
RFM69HW radio modules, managing over 52m through 9
walls.

D. Combined

Taking into account the outcomes of both tests gives a more
complete view of the difference between these radio modules.
For a little over twice the price, RFM95W modules get around
three times the open air range and better building penetration
than RFM69HW modules. This greater range allows the
distance between the monitoring location and the internet
connection be serviced by fewer relay devices. Considering
the notable cost of the supporting components of each relay,
this could significantly reduce cost or increase redundancy for
long range or building dense installations. As most farms are
spread out over large distances and have many metal walled
structures, it is likely that these advantages from using the
RFM95W over the RFM69HW would be realised in most
cases.
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IV. CONCLUSION

Range testing was conducted to determine which of
RFM95W or RFM69HW radio modules would be best for use
in a scalable wireless network for transporting sensor data.
Testing showed that RFM95W modules have approximately
three times greater range than RFM69HW modules in open
air and have greater building penetration. Viable RFM95W
radio links were observed up to 9 walls and 52m through
buildings and over 1.85 km in open air. Using the RFM95W
instead of the RFM69HW in the proposed wireless network
should reduce the cost of installation for most farms.
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I. ABSTRACT 
In speech processing, the glottal pulse contains information  
about the speaker’s voice quality. Through glottal pulse 
processing, the time-domain parameter Open Quotient can be 
extracted from a g lottal pulse. This paper presents a new Open  
Quotient criterion, called OQsub50. Th is paper introduces the 
implementation of an Open Quotient detection method in R. 
Phonetic analysis of vowel production was carried out over 
two New Zealand English (NZE) speech corpora, both 
containing 11 NZE monophthongs. This study finds the 
decrease of Open Quotient measurements from young to old 
age. The trend was observed in both male and female 
speakers, suggesting the Open Quotient measurements are 
independent of pitch.   
Key Words: Voice quality, glottal pulse, Open Quotient (OQ), 

glottal opening instance (GOI), glottal closing instant (GCI), 

emuR. 

II. INTRODUCTION 
Extraction of parameters from a speech signal can provide 
invaluable informat ion about the speaker’s voice quality. 
During voiced  phonation, air expelled from the lungs flows up 
the larynx and causes quasi-periodic v ibration of the vocal 
folds. The airflow exit ing the vocal fo lds opening (glottis) 
results in glottal flow. Glottal flow is known as the excitation  
signal for voiced speech. Extraction of the glottal waveform 
from the speech signal is of significant importance, as it  
relates to pitch, volume, voice quality, emotional speech, etc.  
There are several methods to obtain information  regarding  
glottal behaviour. One of those methods is 
Electroglottography [1-3]. Electroglottography (EGG)  
provides a measure of the change in impedance across the 
vocal folds as they vibrate; the larger the contact region  of the 
folds, the larger the impedance. Thus EGG provides a measure 
of the changing contact of the vocal folds. However, during  
the glottal pulse open phase the folds are not in contact, so no 
informat ion about the folds during the open phase can be 
deduced from the EGG signal. Therefore, even though EGG 
provides information about the vocal folds, it does not provide 
informat ion about the glottal flow waveform. Moreover, the 
EGG method requires the use of an apparatus which is 

inconvenient and invasive. An alternative, non-invasive 
method is the estimation of the glottal waveform via inverse 
filtering of the speech waveform. This method requires only 
the recording of the speech signal. This method is widely  
popular and is the one implemented in this study [2-5]. 
Physiological changes affect the way we speak. Being  
produced via vibration of the vocal fold, aging impacts the 
voice quality, i.e . breathiness. The aged voice is discernible by  
ear, and in the acoustics of the speech waveform. The link 
between the vocal physiology and the acoustic of the speech 
waveform is well known and the impact of aging on the vocal 
system affects both the vocal tract [6], and the vocal folds [7-
10].  
This study extends earlier research investigating the impact  
that aging has on the glottal waveform. The effects of ag ing is 
tested through the glottal pulse time -domain parameter Open  
Quotient (OQ). OQ is a percentile representation of the glottal 
pulse open phase. Although Open Quotient is a widely used 
parameter, its definition lacks consistency among researchers. 
This lack of consistency, alongside seldom mentions of the 
implementation techniques, makes it d ifficu lt to compare 
results across studies. After analysis of speech corpora using 
the established OQ methods, it was decided that a more 
clearly defined OQ criterion was required in order to allow the 
comparison of results across studies. This led to the definition  
of a new Open Quotient criterion definition, called OQsub50.   
Glottal source processing is an established research area. 
However, there are currently no digital implementations 
allowing for computationally-fast and user-friendly big data 
analysis. Even though there are vo ice analysis packages 
available in MATLAB (COVAREP [11], VOICE TOOL BOX), 
they do not allow for b ig data processing and are not aimed for 
extraction of t ime-domain parameters. It  is the aim of th is 
paper to present an analytical package allowing for robust 
extraction of features and parameters from speech waveforms. 
The suggested OQsub50 parameterizat ion method was tested 
on vowels extracted from databases containing speakers of 
different age and gender. Testing was carried out to identify 
trends correlating Open Quotient measurements a speaker’s 
age and/or gender. The results of this analysis are presented 
and discussed.  
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III. GLOTTAL SOURCE PROCESSING  

A. Voiced Speech Production 

Speech production is a physiological procedure. The human 
body phonetic system is comprised of three main  organs: the 
lungs, the larynx, and the vocal tract. The lungs are a 
respiratory organ and are the source of energy, evicting 
airflow arising from the trachea. The larynx, holds the vocal 
folds/cords. The opening between the vocal folds is called  
glottis. When airflow passes through the larynx, it causes the 
vocal folds to vibrate quasi-periodically. The vocal fo lds 
vibrate at a fundamental frequency known as pitch. During 
this vibration, the vocal folds open and close, thus modulating  
the airflow as it passes though the glottis, resulting in  glottal 
flow. The vocal tract “colours” the speech signal by spectral 
shaping of the glottal flow. The modulated and coloured signal 
is then radiated by the lips and perceived by the listener as 
spoken speech.  

B. Glottal Source Extraction 

The glottal volume velocity waveform can  be ext racted from 
the speech signal via source-filter deconvolution. In inverse 
filtering, the glottal pulse is obtained by cancelling the effects 
of the formants from the speech signal. To estimate the effects 
of the formants, the vocal tract is first modelled and the effects 
of the fo rmants is then cancelled  by filtering the speech signal 
through the inverse of the vocal tract model [12].  
In the iterative adaptive inverse filtering method (IAIF), the 
glottal pulse and vocal tract filter function are modelled [13]. 
The initial estimation of the glottal excitation is obtained by 
cancelling the effects of the preliminary vocal tract and lip  
radiation by inverse filtering and integration, respectively. The 
procedure is then repeated using the glottal wave estimate 
from the first iteration in order to obtain a more accurate 
model for the glottal pulse. A lku suggested an improvement to 
his IAIF method by performing linear pred iction analysis pitch 
synchronously, thus eliminating the influence of the pitch  
period by computing the IAIF analysis one fundamental 
period at a time using frames that span between 2 consecutive 
maximal glottal openings [5].  

C. Glottal Flow Model 

Speech production can be described according to the source-
filter model [14]. This model provides an approximat ion for 
the glottal signal and the vocal tract filter function. The 
model’s main advantage is its simplicity. Many time -domain  
models have been proposed: Rosenberg, Liljencrants -Fant 
(LF) Fujisaki-Ljungqvist (FL) models [15-17]. The LF glottal 
flow model is the most widely used model and is shown in 
Fig. 1 [18]. The glottal flow model allows for parameterisation 
of the glottal flow. In this study, the Open Phase is of 
importance. The Open Phase is a time-domain parameter of 
the glottal cycle, during which the vocal fo lds are separated 
and air flows through the glottis. It consists of both the 
Opening Phase (from in itial g lottis opening to maximum flow) 
and the Closed Phase (from maximum flow to g lottis closure). 
The ratio of duration between the Open Phase and the glottal 
pulse cycle period is referred to as Open Quotient.   

 

 
Fig. 1.  LF-Model Glottal Pulse Phases 

D. Open Quotient  

The Open Quotient is a time-domain feature derived from the 
glottal pulse model. It is the time rat io between the glottis 
open phase duration and the glottal pulse period. Even though 
many researchers cite the use of the Open Quotient 
parameters, the wide range of Open Quotient criteria has made 
it difficu lt to compare results across investigations. Moreover, 
the lack of criteria specificat ions make it difficult to compare 
results even when analysis is carried  out on the same database 
[2]. The three main analysis criteria that are often failed to be 
mentioned are: the definit ion of the open and closed cycle, 
interpolation of GOI and GCI points, and whether the analysis 
was carried out pitch synchronously. Determination of Open  
Quotient measurements requires the definitions of GOI and  
GCI points. Two popular Open Quotient criteria are the OQ50 
and OQsub. It is important to note that both criteria have 
different definit ions for the GOI and GCI points, as well as 
definition of the pulse period [3].  

1) OQ50 

OQ50 uses a 50% criterion level, where the open phase is 
defined as the time where the glottal flow is greater than a 
threshold amplitude level. This threshold is  defined as 50% of 
the AC component (AC equals peak flow minus minimum 
flow). The GOI and GCI points correspond to the temporal 
points in the glottal waveform at the amplitude threshold level. 
The glottal pulse period is defined as the duration between two 
successive GOI points [3].   

2) Subjective Airflow Open Quotient (OQsub)  

OQsub (subjective airflow Open Quotient) is the ratio between  
the open phase and the period of vibration [2]. The OQsub is 
less prominent in  research due to its imprecise definit ion of 
GOI and GCI points. The GOI point is defined as the point of 
initial increase from min imum flow. Although easy to 
implement, this definition is prone to errors if minima flow 
points exhibit  small ripples due to noise coupling. The GCI 
point is defined to occur at the end of a sharp decline in  glottal 
flow, followed  by a sudden increase in flow. This definit ion is 
case-specific, as not all waveforms exhib it an increase in flow 
during the closing phase. Even though the OQsub 
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measurements are performed p itch synchronously, no mention  
of results interpolation had been noted in any other research 
papers.  

E. Proposed Open Quotient (OQsub50)  

In this paper we suggest the use of a new Open Quotient 
criterion called OQsub50, computed via Equations 1 and 2. As 
the name suggest, this criterion is a hybrid of OQ50 and  
OQsub. The GOI point is found via an amplitude threshold as 
in OQ50. The GCI point is found via the glottal waveform 
derivative. The glottal pulse period is defined as the time 
between two consecutive glottal pulse valleys, as in 
accordance to OQsub, thus the period is computed pitch 
synchronously to achieve accurate results. A breakdown of 
GOI and GCI detection methods follows.  

 
1) GOI Detection 

As per OQ50, the glottal opening instance is defined to occur 
at the first time instant where the flow reaches 50% (half) the 
peak-to-peak amplitude of the glottal waveform. The glottal 
opening instance is known to occur in the opening phase; 
between the beginning of a cycle and its peak point. The GOI 
detection is a two-fold process. First, the GOI location is 
roughly estimated. Given an amplitude threshold value, the 
GOI corresponds to first the glottal waveform sample point  
that exceeds the threshold, as shown in Fig. 2. Second, the 
glottal waveform is segmented to an 11 sample points range 
about the rough GOI point (five points preceding and five 
points following). An 8th order polynomial linear model is 
fitted to the segmented wave and its coefficients are 
determined. By finding the intersection between the 
polynomial curve and the amplitude threshold, the GOI 
temporal point can be determined. Solving the rearranged 
polynomial equation results in root values that correspond to 
intersection of the fitted polynomial curve with the threshold, 
as shown in Fig. 3. The result is the time-domain instance 
corresponding to the GOI point. 

 
Fig. 2.  GOI Detection Diagram 

 
Fig. 3.  GOI Polynomial Fitting 

2) GCI Detection 

In speech processing, there are various methods for the 
detection of GCI points from the speech signal [19]. Th is 
detection method is based on the LF model, where the glottal 
closing instant correspond to the point of minimum flow in the 
glottal waveform derivative [4, 16, 18]. The GCI occurs in the 
closing phase, between a maximum flow and a successive 
minima. The glottal waveform derivative produces a valley, as 
shown in Fig. 4. The valley corresponds to the GCI temporal 
point, with the exact time -instant found via quadratic 
interpolation.  

 
Fig. 4.  GCI Detection Diagram 

IV. IMPLEMENTATION 

A. R Software 

R is a free software environment for statistical computing and 
graphics [20]. Similar to MATLAB and its matrices 
compatibility, R  has its own datatypes (list, data-frames), 
which allow for fast computation. Although not as popular as 
MATLAB , R  allows for large database analysis. It has in-built  
functions (i.e. apply, lapply), which allow for fast processing 
of its datatypes. The analysis was implemented and carried out 
in R due to its large data processing capabilities and its simple 
integration with speech databases via its emuR package.  
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B. EMU R Package  

The emuR package is a Speech Database Management System 
(EMU-SDMS). The package is a collection of software tools 
for management, preparat ion, ext raction and analysis of 
speech databases [21]. The EMU R software, works with the 
emuDB database format, rather than emu Legacy. EMU-
SDMS is a powerfu l tool which allows researchers to label, 
find, and ext ract speech segments (e.g. vowels) based on 
sequential and hierarchical structure of the utterances in which  
they occur [21]. The extraction of speech segments results in 
segment lists, which contain phonetic and temporal 
informat ion about the extracted segment. Specialised 
commands then allow a method to be executed on the segment 
list in its entirety without the user’s manual involvement.  

C. Analysis in R 

The time-domain glottal source parameterisation method for 
OQsub50 was implemented in R. Analysis was carried out on 
speech segments extracted via emuR. Each vowel’s onset and 
offset sample speech segments  were extracted. To min imize 
potential errors in the detection of vowel boundaries, the first 
and last 5% of those extracted vowels were removed before 
further processing, thus eliminating potential interferences 
from neighbouring parts of the speech signal (consonants).  
The truncated speech waveform’s glottal volume velocity  
waveform is extracted using Alku’s pitch-synchronous IAIF 
(PSIAIF) algorithm [5]. The g lottal flow is filtered through a 
low-pass Butterworth filter, with its cut-off frequency 
correlated to the speech signal’s mean p itch. The glottal flow 
was segmented into cycles, with a cycle period defined as the 
duration between two successive flow min ima. The flow 
minima, or valley, was found via a peak detection algorithm, 
with the exact time-instant found via quadratic interpolation to  
reduce quantisation error. 
As mentioned previously, the amplitude threshold is required  
in order to determine location of the GOIs. The threshold was 
computed on a cycle-by-cycle basis, thus removing any DC 
offset bias which might have occurred if an average threshold 
was computed pitch asynchronously. Both GOIs and GCIS 
were computed using the aforementioned processes. When 
differentiated to produce the glottal flow derivative, the 
resulting wave was a crude appro ximation to the theoretical 
derivative. Thus, up-sampling interpolation  was used to 
generate a smoother g lottal flow waveform, which in turn  
resulted in a coherent glottal flow derivative approximation. 
This glottal derivative waveform’s valley was detected using a 
peak detection algorithm. Following the detection of GOI and  
GCI instances, the Open Quotient was calculated.  

D. MATLAB-to-R Conversion  

MATLAB , as its name suggest, is designed for powerful and  
fast computation of matrices. However, R is computationally  
fast when processing vectors/data-frames. Two methods used 
in this analysis were adapted from a MATLAB 

implementation: pitch detection and IAIF method. 
The pitch detection algorithm was adapted from an open-
source pitch detection method in the COVAREP project [19]. 
The Fundamental Frequency (F0) is estimated from the 

residual signal through summation of residual harmonics 
(SRH). The method proved robust in adverse noise conditions. 
The MATLAB script contained a method to compute the SRH. 
This method proved to be the most time consuming  in  R, with  
execution time taking over 0.5 seconds, depending on speech 
waveform’s length. Conversion of matrices into lists operation 
resulted in the lower computation time of .03 seconds. 
The IAIF method was adapted from an open-source MATLAB  
function in the COVAREP pro ject [5, 11]. As IAIF is 
implemented pitch synchronously, the function contains a 
FOR-loop. FOR-loops are notoriously slow in R. By  
converting the datatype to data-frames and replacing the FOR 
loop with the data-frame function sapply, the computation 
time was reduced by more than 80% of the in itial 
implementation time.  

V. RESULTS 
The purpose of this present study is to investigate correlation  
between Open Quotient and gender/age. Analysis was first 
carried out using the existing OQ50 algorithm. The results 
generated showed no statistically significant difference in OQ 
values between the age groups, which led to the examining of 
the OQ algorithm, resulting in the OQsub50 criterion. 
OQsub50 analysis was carried out for two  speech corpora 
databases. Both databases include New Zealand English 
(NZE) speech. The results reflect vowel production 
comparison along the different age/gender groups. For each  
speaker, citat ion was collected in the form of hVd words for 
the 11 NZE monophthongs (both short and long vowels). Each  
speaker was asked to read out loud five word lists, with each  
list containing 12 hVd words in random order. The final hVd 
word was removed from each recorded speech sentence to 
avoid list effects [23, 24]. Sentences were automat ically  
labelled at word and phonetic level by the Munich Automatic 
Web Segmentation System, webMAUS [26]. Labelled  
sentences were converted into an EMU database with vowel’s 
onset and offset time extracted [27].  

A. Speech Corpus A: Male Aging 

The study was carried out using a database consisting of 30 
male speakers. Participants were comprised of two age 
groups: 15 young speakers (20-26 years old, mean  age = 23.3, 
SD = 1.8) and 15 o ld speakers (56-71 years old, mean age = 
62.5, SD = 5.6) [1]. All speakers were male New Zealand  
English speakers. Per questionnaire, none of the participants 
reported specific vocal health issues at the time of recording. 
The recording task was performed in a whisper room using a 
laryngograph EGG equipment. Recording were stored with a 
16 kHz sampling frequency as 16 bit numbers. The speech 
corpus contains 1604 vowel tokens, with 796 and 808 tokens 
for young and old speakers, respectively. Results are presented 
in Fig. 5 and Table 1.  
 

TABLE I. Speech Corpus A Results 
 Young Old 

Median 0.6570 0.5669 
SD 0.0866 0.0583 

Mean Pitch (Hz) 115.2 125.3 
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Fig. 5.  Male Aging Mean OQ per Age Group 

B. Speech Corpus B: Male and Female Aging  

The study was carried out using a database consisting of 26 
speakers of New Zealand English. It comprises of 15 male 
speakers and 11 female speakers. Part icipants’ were 
categorised into three age groups: young (18-25), mature (40-
50), old (65-80), see Table 2. Speech was recorded in a sound 
booth (Whisper Room MLD8484E) d irectly on to a Marantz 
PMD670 Solid State Recorder at a sampling rate of 16 kHz, 
using a Shure SM58 Microphone [23, 24]. The speech corpus 
contains 1247 vowel tokens, with 729 and 518 tokens for male 
and female speakers, respectively. Results are presented in 
Fig. 6, Fig. 7, and Table 3. 
 

TABLE II. Number of Speakers per Gender/Age 
Gender/Age Young Mature  O ld 

Male 7 6 2 
Female 4 4 3 

 
Fig. 6.  Male Aging Mean OQ per Age Group 

 
Fig. 7.  Female Aging Mean OQ per Age Group 

 
TABLE III. Speech Corpus B Results 

 Male 

 Young Mature Old 

Median 0.7218 
 

0.7420 
 

0.6338 
 

SD 0.0627 
 

0.0582 
 

0.0617 
 

Mean Pitch 

(Hz) 

115.2 114.8 134.7 

 Female 

Young Mature Old 

Median 0.5975 
 

0.5372 
 

0.5571 
 

SD 0.0546 
 

0.0800 
 

0.0777 
 

Mean Pitch 
(Hz) 

178.3 183.0 169.4 

VI. DISCUSSION 
Correlation between age and voice quality is a well -
established idea in speech analysis. Voice production is a 
physiological process. With aging, the speaker’s vocal organs 
exhibit degradation. Advancing age produces physiological 
changes that alter the voice and affect the voice quality. With 
aging, vocal folds deteriorate, losing collagen fib res 
(consisting of bone, cart ilage, and other connective tissues). 
As a result, the vocal folds grow th inner, losing their elas ticity  
and becoming stiffer, resulting in vocal changes associated 
with aging such as breathiness, thinning of the voice, and loss 
of vocal efficiency. Breathiness results of vocal cord bowing. 
Bowing occurs when one or both of the vocal folds become 
weak due to decrease of muscle fib re. Vocal bowing are in the 
form of a gap between the vocal fo lds, which  prevents 
complete closure, resulting in  hoarseness, strained voice, and  
breathiness.  
The idea of change in pitch due to aging was first established 
in the late 50s [26]. For men, results suggest an increase in the 
mean fundamental vocal frequency (pitch) as a function of 
age. A trend of progressive decrease in  pitch is observed from 
adulthood to middle-age, with a reversal of this trend into 
elder age. This trend is evident in the results obtained from 
both speech corpora. For female speakers, the fundamental 
vocal frequency was found to be remain consistent throughout 
adulthood and middle -age, with a drop  in  pitch occurring with  
older age due to menopause. This trend is evident in the 
results from speech corpus B.  
Open Quotient in aging voice has been documented for both 
glottal flow and EGG studies [18]. Results show a progressive 
trend in OQ values with increasing age [27, 28]. However, the 
results obtained in this paper suggest a reversed trend, with  
OQ decreasing from young to elder speakers. Note that similar 
trends were observed for both OQ50 and OQsub50, with  
OQsub50 resulting in a statistically significant difference. 
Although the trend reported in this paper is inversed to the one 
previously reported, it can  be concluded that the OQ trend is 
correlated to aging regardless of the speaker’s gender. OQ 
measurements show a significant d ifference between the mean  
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OQ measurements for male and female speakers. As a results, 
we suggest that Open Quotient is independent of pitch. 
The findings of this paper are in contrast to the initial 
assumptions. Elder speakers exh ibit a deterioration in voice 
quality, such as breathiness, resulting in an incomplete closure 
of the glottis and a longer open phase. Furthermore, the results 
obtained from Speech Corpus A are in contrast to the EGG 
contact quotient findings by Bier [29]. Bier notes a decrease in 
contact quotient with age, which suggests breathiness of voice, 
with vocal fo lds remaining open for a longer duration due to  
incomplete closure.  

VII. FUTURE WORK 
This paper presented the OQsub50 parameter, which is the 
first of many  other glottal pulse time -domain  parameters to be 
implemented as part of a voice quality analysis package in R. 

It is the aim of the author to implement most other time -
domain features such as Speed Quotient, Closing Quotient, 
Normalized Amplitude Quotient, etc. This analysis package 
will be made freely availab le as an open source application. 
Since the R voice analysis package is aimed  at big data 
processing, future improvements will look towards reducing 
the algorithm’s computation time using parallel computing in  
R (via the snow package). 

VIII. CONCLUSION 
This paper presented a new approach to glottal flow 
parameterization in  the form of OQsub50. A hybrid  of two  
well-established Open Quotient criteria, the OQsub50 method 
is introduced with detailed description on GOI and GCI 
extraction methods. The OQ method was performed pitch  
synchronously to eliminate DC b ias in the glottal waveform. 
Quantizat ion erro r were accounted for by interpolating the 
results. This paper presented the first of many of glottal pulse 
parameters to be implemented as a speech analysis package in  
R. Two speech corpora of New Zealand English were used in 
this study, investigating the 11 NZE monophthongs. The 
results suggest that OQ values are correlated to the speaker’s 
age. We conclude that OQ values decrease with age, 
indicating a glottal pulse’s open phase is shorter in duration 
for elder speakers. Although OQ values were significantly  
different between male and female speakers, the 
aforementioned trend was present in both male and female 
speakers, suggesting Open Quotient is independent of pitch.  
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Abstract—We describe a clock that keeps time and provides a
reference frequency with better than 1PPM accuracy, through
a quartz crystal automatically calibrated via the power line
frequency. The long-term precision of line-frequency-based time
is used to correct the crystal-based timekeeping system, a process
referred to as disciplining. A microcontroller calibrates the
internal reference dynamically with no user assistance. Precision
is improved to better than 1ppm as measured against a rubidium
standard. The precise signal is useful for calibrating frequency-
based instrumentation or keeping time without periodic cor-
rection and costs much less than comparable alternatives. The
algorithm can be implemented in any mains-powered device
using a microcontroller, such as thermostats and lighting timers.
The prototype clock uses a Nixie-tube display, requires no
transformer, is housed a glass tube, and is offered as an open-
source design.

Index Terms—Clocks, frequency measurement, counting cir-
cuits, power system measurements, crystal disciplining

I. INTRODUCTION

The properties of quartz crystals were a hot topic in the
1920s, and by 1930 the quartz crystal emerged as a technology
to realise frequency-stable oscillators [1]. The second world
war saw their application to radio and microwave systems,
and by the 1950s quartz crystals were found at the heart of
national frequency standards [2]. As the size, cost and power
consumption of quartz crystal systems improved through the
20th century, domestic clocks moved from using synchronous
motors locked to line frequency to keep time to using internal
quartz-crystal (“xtal”) circuits, and wristwatches moved from
escapements to low-frequency crystal oscillators. In 1950,
virtually all wall clocks used mains power. In 2000, most
wall clocks used crystals. The annoyance of a power cord and
power cuts was traded for the annoyance of changing batteries
every year or so.

Clocks in the 21st century typically use one of three sources
to keep time: the line frequency, an internal quartz-crystal, or
a remote source such as the internet, cellular-phone system,
or positioning satellites. The latter remote alternative has the
advantage that the time is collected from the remote site and
thus the clock never needs to be set, but the disadvantage of
depending upon access to an external signal, and usually a
need for rechargeable batteries. As of the second decade of
this century the crystal is the dominant alternative, although
increasing numbers of people, especially teenagers, eschew
watches as they carry smart phones. All of these offer better
timekeeping than most users need, but ironically the crystal is
horologically the weakest, as it needs individual calibration in
manufacture.

Quartz crystals are manufactured with something like
100ppm accuracy, or 20ppm accuracy if used with exactly

the prescribed loading capacitance. This corresponds to one or
more minutes/month or 10 minutes to an hour per year. Wrist-
watches achieve about 1ppm accuracy with factory calibration,
typically via firmware or pulse-based correction circuits, and
with careful design expect to achieve 2–5ppm over the life
of the product [3]. Oven-controlled quartz-crystal standards
are today available with 1ppm precision, but these tend to be
quite expensive and power hungry, more than the low-cost
instruments with which you might use them.

This manuscript describes a simple, low-cost scheme to
“discipline” a quartz-crystal oscillator to automatically cali-
brate it to better than 1ppm accuracy using the mains power
line frequency as the higher-precision reference. The attraction
of this approach is that it comes at virtually no extra cost to any
system that uses mains power, has a crystal for timekeeping
and that is controlled with a microprocessor, as do many
building systems and appliances. It would be equally possible
to use an external, radio-based, time reference, if that is
already available, but these are less common. The idea of
using an external time reference to gradually refine a dynamic
calibration for a crystal oscillator is not new [4]. Nevertheless,
this particular work employs that principle to simultaneously
produce an elegant timepiece and a laboratory-grade frequency
reference in a very low-cost, robust, open-source, and rather
elegant, design.

II. PRECISION

Line power cumulative frequency time error is tightly
controlled in New Zealand, with the Electricity Commission
“ensuring the cumulative frequency time error does not exceed
5 seconds and that the error is eliminated at least once
per day” [6]. The precision with which a frequency can be
determined, and a calibration factor calculated, increases with
the length of the observation. Five seconds is one-millionth
part of 58 days, so the cumulative-frequency error of a mains
power observation will approach 1ppm only after a two-month
observation. Mathematically

M = T + δ (1)

where M is time according to the mains frequency, T is the
true time, and δ is the maximum error, 5 seconds in our case,
while

X = T × (1 + ε) (2)

where X is time according to the crystal to be calibrated, and
ε is the error to be determined and corrected. We seek an
estimate of ε given bounds on δ. Some algebra leads to

ε =
X −M + δ

T
≈ X −M

M
(3)
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Fig. 1. Block diagram of the system as implemented. The rubidium standard
is used to verify performance and is eventually replaced by the device itself.

if δ is small, M large, and temperature variations are negli-
gible. This provides a simple path to obtain an estimate of ε.
Knowing that |δ| < 5s, the uncertainty in an estimate is δ/M ,
corresponding to about 1ppm when M = 5 × 106 or the 58
days noted above.

We know also that M = T at least once per day. It
may thus be possible to reduce the uncertainty. If the diurnal
variation, δmax is less than 5 seconds, then δ ≤ δmax in that
period since it must have been zero somewhere in the day,
and the uncertainty is reduced. It was observed from clock
performance that the convergence rate is greater than expected
from theory.

III. HARDWARE

Figure 1 depicts the system arrangement. The basic unit
incorporates a crystal and mains-power monitoring in a free-
standing device that functions as a clock. Control of the clock
is provided through a custom infrared (IR) serial data interface
to a Raspberry Pi computer, although it can function perfectly
well without this interface. A reference signal is provided for
the calibration of instrumentation. For our work here a rubid-
ium standard frequency generator is interfaced with a digital
synthesizer to verify performance, but a Digital Frequency
Meter (DFM) will also work provided it has sufficient digits
of resolution.

The clock hardware requires a microcontroller with both
a crystal oscillator and access to line power frequency. We
have chosen to use a PIC16F1709 because it offers an in-
built, current-based, zero-crossing detector peripheral, serial
communications support, plenty of memory, crystal oscillator,
temperature measurement, non-volatile storage, and all the
usual features of modern 8-bit microcontrollers. It retails
locally for around $2 in small quantities. Power consumption
is around 350µA when clocking at 1 Mips and with all
peripherals shut down to conserve power. We have based our
design on a very elegant clock designed by Dekker and de
Graaf [5]. Their clock operates directly on the mains voltage,
requiring no transformer, and displays time using a single
Nixie-style neon display tube. For safety and novelty the

Fig. 2. The PCB layout of the hardware

original is mounted inside a one-inch-diameter (25mm) glass
test-tube.

For our design, a supercapacitor to allow operation without
mains power for approximately 2.5 hours, and optical inter-
faces for exchange of data and for the delivery of the frequency
standard signal. The circuit diagram is reproduced in figure 3
with the PCB layout in figure 2. We also house the device
in a glass tube extended to 300mm height and 30mm outside
diameter.

IV. FIRMWARE

The PIC16F1709 carries out the following functions:
• Count mains cycles since the first zero crossing of a

contiguous sequence
• Count processor clock cycles since the first zero crossing

of a contiguous sequence
• Detect missed mains cycles/loss of mains power
• Compute correction factors for crystal from cycle counts
• Calculate current time given clock cycles, correction

factor, and uncertainty
• Display time and key data on display tube sequentially

by fading digits in and out
• Receive commands and supply data via IR serial link
• Generate reference frequency in blue light

Correction of the crystal clock frequency occurs in increments
of approximately 1 part in 60 million, or 0.017ppm. This is
achieved in the firmware by dynamically adjusting the number
of nominal-1µs computer clock cycles in each minute. To
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Fig. 3. The circuit schematic of the hardware.

Fig. 4. The clock/frequency reference inside its glass-tube housing. The tube
OD is 30mm and height is 300mm including the base. The single IN-14
display tube is at the top.

allow counting of µs over the time frames required the code
implements custom 64-bit integers as they are not supported
my the Microchip compiler.

V. MEASUREMENT METHOD

Several prototypes were constructed so that work could con-
tinue while longer-duration experiments were carried out. The
microcontrollers were programmed in C using Microchip’s
XC8 compiler. For frequency reference out from the clocks
a blue LED was flashed using hardware PWM. This was
configured to such that the PWM frequency is precisely 1/40
of the crystal frequency driving the system clock. Therefore
if the crystal is exactly 4MHz the led will flash at 100 kHz.
For measurement an optical reader was build to produce a
square wave from the flashing of the LED. A photograph of
a prototype with the enclosing tube mounted in a solid nylon
base appears in figure 4.

Frequency was measured by phase matching the frequency
reference LED on the clock and the output of a 12-digit func-
tion generator using a 10.000 000 00MHz rubidium frequency
standard as reference. This was done by manually adjusting the
frequency of the function generator until 9-digits of precision
had been reached minimising phase shift. This method was
used as an available digital frequency meter was only able
to achieve 8 digits of precision. Typically 8 digits would be
enough to calibrate instrumentation against these clocks.
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VI. MEASURED RESULTS

The accuracy calculation was made by comparing the
crystal frequency calculated from LED frequency measured
and the crystal frequency as calculated by the clock. The
frequency of the LED for the clocks were 100.013 653 kHz,
100.012 747 kHz and 100.012 351 kHz respectively for clocks
1, 3 and 4 respectively.

Figure 5 shows the accuracy of the clocks with respect
to time. This clearly illustrates the clock 4 achieving an
accuracy of 1 ppm after only 16,000 minutes and reaching an
equilibrium of approximately 0.3 ppm. Clocks 1 and 3 reached
approximately 1 ppm in 17,000 minutes. However they did not
reach the same level of accuracy as clock 4.

Clock 4 was run on an open air bench in the laboratory
against an internal wall with the only building ventilation
controlling room temperature. Clocks 1 and 3 were placed
in a windowsill in another room and received direct sunlight
for part of the day. As they both had a higher noise floor of
similar magnitude we conclude that environmental factors are
the limiting case.

The time taken to achieve 1 ppm for clock 4 of 16,000
minutes or 11 days also shows that the regulation of mains
frequency is much better than the minimum requirements
which would require 58 days.

VII. CONCLUSION

The precision mandated for power-line frequency has been
used to provide a very accurate frequency reference through
firmware discipline of a crystal oscillator. This is achieved on
a very low-cost platform.

A GPS or GSM time fix could provide a 5x reduction in the
time required to achieve maximum accuracy in exchange for
access to an RF signal, more circuitry, and cost. Nevertheless,
the design presented here can provide a laboratory-grade

signal of well-known frequency, or a low-frequency signal of
precisely-known period. Automatic correction for ageing and
environment could be included in a future development. The
devices look attractive and tell the time without either primary
or rechargeable batteries or resetting of the time with modest-
duration power outages.
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Abstract—Treetap is a time of flight (ToF) acoustic tree-
stiffness measurement system developed at the University of
Canterbury. Wireless Treetap (WTT) is the next iteration of this
project. The goal of the project is to create a smartphone based
system for measuring wood stiffness. The implemented system
can be described as a portable wireless sensor network (WSN)
of accelerometers with an emphasis on high time accuracy. A
prototype of the system has been built and a number of measure-
ments performed including: the drift rate of the oscillators, the
accuracy of the time synchronisation algorithm, the noise power
of the measurement front-end and the battery performance of
the device.

I. INTRODUCTION

Foresters are interested in quantifying wood quality. One
useful metric of quality is the Modulus of Elasticity (MoE)
(E), also known as stiffness. Stiffness is generally defined as
the ratio of stress (σ) to strain (ε) along an axis, E = σ/ε.
Acoustic tools are well established for the purpose of esti-
mating the stiffness of wood [1], [2], [3]. More specifically,
Time of flight (ToF) acoustic devices have been used for a
number of years to estimate the stiffness of standing trees
[4], [5], [6]. These devices estimate the stiffness by mea-
suring acoustic wave speed within a tree. The relationship
between stiffness and speed for a plane-wave propagating in
an isotropic lossless-medium is given by

E = c2ρ, (1)

where c is the wave speed and ρ is the density of the medium.
The ToF method measures the time taken for an acoustic

wave to travel some distance z through a tree stem (typically
1m). There are two similar variants of the ToF method. The
first uses separate driving and receiving transducers [7], [8].
The propagation time τ is the time from wave transmission to
reception. The second variant uses two receiving probes, with
the wave being excited by striking a metal spike in the tree
with a hammer [9], [10]. τ is then the time it takes for the
wave to propagate between the two transducers. In either case,
the speed c = z/τ is calculated. The density of the wood is
then measured or estimated, which gives the MoE using (1).

Treetap is the name of a range of ToF devices developed at
the University of Canterbury as a collaboration between Elec-
trical and Computer Engineering (ECE) and the New Zealand

School of Forestry (NZSoF). NZSoF desires to have access
to a high quality, robust ToF measurement platform for its
research purposes. Treetap systems have been in development
for over 10 years [9]; the current system suffers from several
problems. The currently used system is fragile, particularly
where the wired probes connect to the device. The device
uses a threshold algorithm, which is prone to errors if signal
strength is weak. The old device only has a minimal LCD
display which is not intuitive to use. In addition, it is desired
to update the device to make use of smartphone technology.
A ToF device using smartphone technology could make use
of a number of bundled features, including: a high-resolution
display, touchscreen input, geo-tagging of data via GPS, time-
stamping of data and networked upload of data.

The initial work on this system was conducted as part of a
final-year undergraduate engineering project at the University
of Canterbury [11]. This paper describes the continuation of
the undergraduate work, the design and manufacture of a new
wireless ToF system. The project is summarised in the fol-
lowing sections. Section II describes the specifications of this
device. Section III describes the high-level system design of
the new tool. Section IV outlines the hardware and algorithm
employed for time-synchronising multiple probes, a necessary
feature for operation of the system. Section V provides results
of the measurement performance of the device. Section VI
describes the development of a smartphone application for
use in the system. Section VII provides measured data on
the battery performance of the device. Finally, conclusions are
provided in Section VIII.

II. SPECIFICATIONS

Based on knowledge gained from previous Treetap versions
(outlined in Section I), the following specifications for the new
device were devised.

• The system will use the two receiving-probes topology
outlined in Section I.

• The system will consist of two separate wireless probe
units. Each containing an acoustic transducer, measure-
ment electronics, wireless communication and a Li-Po
battery.
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• The two probes will connect to a smartphone application
via Bluetooth.

• Each probe will have an independent clock. Thus the
probes must periodically synchronise to account for
clock-drift. This is necessary to assign a common time
reference to measurements. The system should be capable
of measuring an acoustic delay between the two probes
to an accuracy of 1 µs.

• Each probe should be capable of running for full working
day (8 hours) without being recharged. The probes will
enter a low power mode after being idle for some time.

III. SYSTEM DESIGN

Several aspects influenced the choice of components used to
achieve the specifications described in Section II. The previous
Treetap iteration used an Atmel SAM7s ARM microcontroller.
The next iteration of the processor, the SAM4s was selected.
Many of the peripherals on the SAM4s are similar to the
SAM7s, allowing code reuse. The analogue front-end was
adapted from that used in the previous Treetap iteration.
The previous version included two receiver channels and one
transmit channel. The new system only requires a single
receive channel per probe. The Analogue to Digital Converter
(ADC) and Programmable Gain Amplifier (PGA) components
were updated to use more modern variants. Initially a Global
Positioning System (GPS) receiver was considered for use in
synchronising multiple probes. This would make use of the
highly accurate pulse-per-second output for synchronisation
which are derived from atomic clocks in the satellite. This
feature is commonly included in GPS receivers. However,
initial prototyping revealed that the selected receiver could
not obtain a satellite fix under forest canopy. A previously
established fix would usually be maintained, however this
was deemed unacceptable for field work. Instead, a low
power radio was included in the design specifically for time-
synchronising devices. A low cost Bluetooth transceiver mod-
ule was included for communication with the smartphone.
Lithium-polymer (LiPo) batteries were selected as the best
option. An integrated LiPo battery charger was included in
the system for charging the device via Universal Serial Bus
(USB). The overall system topology is shown in Figure 1. A
block diagram of the subsystems implemented in each probe
is shown in Figure 2.

IV. CLOCK SYNCHRONISATION

In contrast to previous Treetap versions, each Wireless Tree-
tap (WTT) unit is now an independent measurement device.
When capturing a measurement, each device independently
samples its transducer until a stress-wave is detected. When a
signal is detected the device references the capture time using
its own internal clock. Each device has an independent clock,
thus it is necessary to project the captured times to a common
clock.

A. Wireless clock-synchronisation
Clock synchronisation has been extensively studied in Wire-

less sensor network (WSN) applications [12]. In a WSN

Fig. 1. Wireless Treetap consists of two independent receiver probes and
a smartphone, which controls the system and provides an interface for the
operator.

MCUAnalogue
front end

Sync radio

Bluetooth
radio

Battery
management

Fig. 2. Each probe device consists of several different subsystems.

each sensor node has its own independent clock. The clock’s
value is expressed as C (t), where t is the independent (and
unknown) reference time. Typically the clock in a low cost
electronic sensor is derived from a quartz crystal-oscillator
tuned to a particular frequency. The manufacturing error in
the tuned frequency is specified in parts per million (ppm)
and is typically approximately 40 ppm [13].

A simple model for clocks in a WSN assumes that each
clock will run at a different rate, but the rate that each runs at
is constant over a period of time. So the ith node’s clock is
given by

Ci(t) = θi + fit, (2)

where θi is the clock’s offset and fi is the clock’s rate
(skew). In practice, the clock rate is not constant and is
influenced by environmental factors including temperature,
humidity, pressure, vibration, and electromagnetic fields [14],
[15]. To compensate for the changing clock rate, the sensor
network must periodically synchronise.

Suppose the goal is to synchronise two nodes A and B. This
requires the two nodes to periodically record their clock values
simultaneously. Node A records its clock value, then sends a
message to B, which then records its clock value. There will be
some delay in transmitting the message to the receiving node.
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The delay can be decomposed into the following categories
[12].

• Send time - Time spent constructing the radio message
in the transmitter.

• Access time - Time waiting for accessing the channel,
depends on multiple factors including the protocol used
and the congestion of the channel.

• Transmission time - The time to transmit the message,
depends on the bit rate and the protocol being used.

• Propagation time - Time for the electromagnetic (EM)
wave to propagate to the receiver.

• Reception time - Time for the message to be received.
This is the same as the transmission time.

• Receive time - Time to process the received message and
signal the application processor.

These components can be classified into deterministic and
non-deterministic delays. The majority of these delays are
deterministic [12]. The greatest uncertainty arises in the access
time, which depends on other devices operating on the chan-
nel. Another non-deterministic delay is present in the receive
time. This is due to the unknown bit-alignment of the message.
The message contains a synchronisation word at the start.
The receiver must then align the received bytes to match the
expected pattern.

B. The flooding time synchronisation protocol

Tackett et al. [16] demonstrated success in implementing a
WSN using the Nordic nRF24L01+ radio. Their implementa-
tion attempted to synchronise a network of clocks running at
a relatively low rate of 32.768 kHz. It was decided to attempt
to emulate this approach.

Tackett et al. used the Flooding Time Synchronisation
Protocol (FTSP) [17] for synchronising a network of nodes in
a traffic monitoring application. FTSP is an example of a one-
way message dissemination protocol. In a one-way messaging
system a single master node periodically broadcasts its time
to all slave nodes in the network. The clock value of the kth
broadcast message received at the ith slave can be modelled
as [12],

Ci,k = fi (C1,k + τ rf +Xk) + θi, (3)

where C1,k denotes the clock value of the master at the kth
broadcast time, τ rf is the deterministic component of the
radio’s send-receive delay and X is the random component
of the radio’s delay.

As discussed in Section IV-A, quartz crystal oscillators are
accurate to just a few 10s of ppm, fi ≈ 1. (3) demonstrates
that it is not possible to differentiate between the clock offset
(θ) and the radio delay (τ rf + Xk). In Tackett et al.’s case,
the radio delay was not a significant component in the overall
delay so this component was discounted, this is not the case
for WTT.

Tackett et al. use a modified version of the FTSP protocol
to calculate clock skew and offset. In this protocol, the master
periodically broadcasts synchronisation messages containing
the previous transmit time. The nRF24L01+ radio employed

has an Interrupt Request (IRQ) pin which can be configured
to assert on certain events. The IRQ pin is used to latch the
value of a timer when the master transmits. It is necessary for
the master to send the time of the previous message because
the timer is latched immediately after the message is sent.
Messages contain a message ID in addition to the previous
master-message time. The message ID enables the slave device
to determine whether any messages were dropped in transit.
On the slave side, the nRF24L01+ is configured to latch the
timer when a message is received. In this way, the slave
constructs a table of master-slave times, with an entry for each
transmit-receive event.

In Tackett et al.’s implementation; the slave performs linear
regression on the slave’s table to calculate the relative skew
and offset f and θ for each slave.

C. Radio delay experiment

As described in Section IV-B, previous implementations of
the FTSP disregard the radio transmit-receive delay compo-
nent. In an attempt to improve performance over previous
implementations, an experiment was performed to measure the
delay of the nRF24L01+ radio. Two prototype WTT boards
were used, one configured as the master, transmitting. The
other as the slave, receiving. The master was configured with
two timer-counter (TC) modules running synchronously, i.e.
each TC has the same counter value at any time. The first TC
was configured to latch its counter when the IRQ line from
the master’s radio asserts. This occurs when the transmit is
complete. The second TC module was set to latch when the
IRQ line on the slave’s radio asserts, on reception. The slave’s
IRQ line was connected to the master board via a short wire.
By subtracting one latched timer from the other, the transmit-
to-receive delay was measured. The timer values were sent to
a PC via USB. The experiment was then repeated, modifying
the radio’s data rate.

The results of the experiment are shown in Figure 3. At each
data rate, the delay appears to be split into two distributions.
The separation between these two distributions corresponds
to the period of one bit at that rate i.e. ∆τ1mbps = 1µs,
∆τ2mbps = 0.5µs. This one-period delay may be caused by
the preamble bit-alignment delay described in Section IV-A.
The mean and standard-deviations of the data is shown in
Table I.

TABLE I
MEAN AND STANDARD-DEVIATION OF THE TRANSMIT-RECEIVE DELAYS

OF FIGURE 3, ROUNDED TO 2 SIGNIFICANT FIGURES.

Mean (µs) Std-dev (µs)

1mbps 6.32 0.47

2mbps 5.57 0.22

D. Clock rate experiment

Section IV-A discusses the importance of clock accuracy in
WSN applications. To address this requirement, an experiment
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Fig. 3. Histograms showing the transmit-to-receive delay of the nRF24L01+
radio. The two WTT boards were placed parallel to each other with a
separation of 10 cm. The delay is dependent on the data rate selected. The
bin width of these plots is equal to the period of the clock t = 1/48 MHz.
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Fig. 4. The difference between the two devices plotted over the length of
the experiment. The gradient indicates the relative clock drift, in this case
f1,2 = 0.469 ppm.

was performed to measure the relative clock-rates of two
oscillators on prototype WTT devices.

One of the devices was configured as the master node, the
other configured as the slave. Both the master and slave were
set up with a free running timer which was set to latch its value
when a pin is asserted. The master was set up to periodically
assert a pin which was connected to the timer input pins on
both the master and the slave. When this event occurred, both
the master and slave timer was printed via USB to a console
on a PC for later analysis.

The experiment was performed over a period of 22 hours.
The timer was captured once per second. Figure 4 illustrates
the difference between the two clocks over time. The measured
clock rate between the two devices is significantly lower than
that predicted by the oscillator specifications [18].
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Fig. 5. The error between the slave’s estimated time and measured time.
The synchronisation algorithm employed a table size N = 20, captured at
synchronisation interval τ = 2 s. The mean and std-deviation rounded to two
S.F. are 6.30 µs and 0.21 µs, respectively.

E. Synchronisation parameters experiment

Using prototype devices, a trial implementation of the
synchronisation algorithm described in Section IV-B was built.
The devices were configured according to the synchronisa-
tion algorithm described in Section IV-B. One device was
configured as the master, the other as the slave. As in the
previous experiments, a wire connecting the two devices was
used to periodically latch the actual clock values. This allows
the slave time as estimated by the synchronisation algorithm
to be compared against the actual time i.e. the synchronisation
error. The synchronisation table and the latched timer values
were dumped to a PC via USB. The regression calculation was
performed on the PC. This experiment was performed over
a period of 20 hours. Figure 5 shows the error between the
master time and the time estimated using the synchronisation
algorithm. Note that the transmit-receive delay (Table I) has
not been subtracted from the data in this experiment. If this
were conducted, the distribution would have zero-mean.

The interval in seconds between synchronisation messages
it denoted τ . The size of the table is denoted N . Thus the
time required to fully populate the table is given by T = Nτ .
It is of interest to minimise T because a long synchronisation
time causes unnecessary delays for the user. Also, a longer
time synchronising will cause a greater drain on the system’s
battery. The effect of different table sizes was examined, the
results of which are shown in Figure 6.

V. MEASUREMENT PERFORMANCE

An experiment was performed to evaluate the performance
of the analogue front-end and ADC. The device was set up
to continuously capture data with no signal at its input. The
Power Spectral Density (PSD) of the captured data is shown
in Figure 7. The PSD contains a significant peak at 100 kHz,
the origin of this signal is unknown at the time of writing.
Figure 8 shows the histogram of the same captured data. The
histogram shows that the captured signal was rarely more than
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Fig. 7. PSD of signal captured with nothing connected at the input of the
ADC.

two ADC counts from the mean, indicating that the amplitude
of the noise is small.

VI. SMARTPHONE APPLICATION DEVELOPMENT

An application (app) has been developed to run on an
Android device. The app performs the following functions:

• Manage Bluetooth connections to probe devices.
• Control the process of initiating, recording and synchro-

nising a measurement.
• Provide an interface for managing recorded data.
The Android Application Programming Interface (API) [19]

uses Socket objects to handle Bluetooth connections. In the
app these Sockets persist even if the probe has been switched
off. This allows a connection to the probe to be reopened when
the operator wakes it up again.

The app is responsible for converting the slave’s signal into
master time using the synchronisation table described in Sec-
tion IV-B. The regression component of the synchronisation
algorithm described in Section IV is implemented in the app.
The app can then calculate the time delay between the two
signals. The app does not calculate the stiffness as in (1),
only the time delay τ is returned to the user.
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Fig. 8. Histogram of the signal captured with nothing connected at the input
of the ADC.

VII. BATTERY PERFORMANCE

The battery voltage was monitored while the battery was
discharged. This gives an idea of the expected run time of
the device before a recharge is required. The discharge curve
for three battery instances are shown in Figure 9. The device
was discharged at its normal operating current while sampling,
which is approximately 60 mA. The three batteries follow a
nearly identical discharge curve at this discharge current. The
batteries used were Turnigy 300 mAh Li-Po.

The probe will operate down to a minimum battery voltage
of 3.3 V, thus the estimated run time of the device is approx-
imately 3.5 hours when operating full time. The measured
capacity in milliamp-hours (mAh) is given by

capacity = rate× hours

= 60× 3.5

= 210 mAh.

It is evident that at a discharge rate of 60 mA the measured
capacity is significantly lower than the rated capacity. The
device was designed to allow a second battery to be connected
in parallel to increase the capacity.

The device is designed to switch to a low-power sleep mode
if it receives no commands for a certain amount of time.
The device may be awoken by striking the transducer, which
triggers an interrupt on the microcontroller. In lower power
mode all peripheral devices on the printed circuit board (PCB)
are disabled and the microcontroller is placed in a low power
mode. The current draw of the device in low power mode was
measured at approximately 150 µA. It is expected that the
device will spend a significant amount of time in low power
mode, allowing the device to meet the battery specification.
The actual battery performance will be determined through
field trials at a later date.

VIII. CONCLUSION

This paper describes the implementation of a new wireless
time-of-flight tree-stiffness measurement device. A prototype
device has been developed and several measurements per-
formed to evaluate its performance.

ENZCon 2016

36



0.0 0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0

Time (hours)

3.0

3.2

3.4

3.6

3.8

4.0
B

at
te

ry
vo

lt
ag

e
(V

ol
ts

) bat 1
bat 2
bat 3

Fig. 9. The voltage is plotted as the battery is discharged, for two different
batteries of the same model. The battery tested was a Turnigy 300 mAh. The
device was discharged at approximately 60 mA.

The time-synchronisation algorithm implemented in the
system is capable of determining the clock skew and offset be-
tween two devices to an accuracy of approximately 1 µs. One
weakness of the analysis is that no absolute time reference was
used in determining the synchronisation accuracy. It is possible
that both oscillators have a significant common-mode error.
However, this is unlikely as the maximum frequency accuracy
specified in the datasheet is |∆f/f0| = 2 ppm. There may be
room for further improving the synchronisation algorithm. The
algorithm subtracts the mean transmit-receive delay (Table I).
It may be possible to achieve a more effective synchronisation
system by better utilising established knowledge of the radio’s
delay distribution (Figure 3).

An Android smartphone app was developed for operating
the system. The current version of the application rounds
the calculated delay to the nearest microsecond. This adds
an additional error to the final calculated delay. A future
version may perform subsample interpolation to achieve a
more accurate delay.

The battery performance of the system was measured,
though it has not been shown conclusively that the devices
can operate for an 8 hour working day. Field testing will be
conducted in the near future to further evaluate the device.
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Abstract—Lcapy is an open-source Python package developed
by the author for teaching of linear circuits. The analysis is
performed symbolically in the Laplace domain using the Python
SymPy package. An important part of Lcapy is generating
annotated schematics. This is achieved using a semi-automated
algorithm with drawing hints specified for each circuit element.
The drawing is performed using CircuiTikZ for text-book quality
schematics.

I. INTRODUCTION

The goal of the Lcapy project is to provide an open-
source Python [1] package for linear circuit analysis. This
package was designed and implemented by the author to
allow students to experiment with linear circuits and, as a
bonus, check their homework! Python was chosen since it
is platform independent, can be used with a command-line
interface or an IDE, and has excellent packages for plotting
(matplotlib), symbolic analysis (SymPy [2]), and numerical
analysis (NumPy, SciPy).

Lcapy analyses networks using symbolic analysis in the s-
domain for transient analysis and with phasors for AC analysis
[3]. Networks are created in Lcapy by connecting components
in two ways: using parallel and series operators; and by netlists
using a SPICE-like syntax [4]. Transformations can also be
applied to networks to provide simplifications. Since Lcapy
was designed primarily as a teaching tool, to demonstrate the
results of a transformation it was essential that Lcapy had
a way of displaying a network as a schematic. A secondary
goal was to have a tool that would generate textbook quality
schematics for use in lecture notes and exam questions.

This paper describes how Lcapy generates schematics. It
starts with a brief review of automated schematic drawing
in Section II. It then describes the method used by Lcapyin
Section III followed by some examples in Section IV. Finally,
Section V contains a discussion and conclusions are provided
in Section VI.

II. BACKGROUND

There are many computer tools for generating a schematic
and many are open-source 1. However, drawing an elegant
schematic given a netlist is a difficult problem. There have
been a number of algorithms reported for automatically gen-
erating logic schematics for VLSI systems but few published

1en.wikipedia.org/wiki/Wikipedia:WikiProject Electronics/Programs

algorithms for analog circuits. Beg [5] provides a review of
previous works in this area. The most promising approach for
automated analog circuit generation is to recognise common
constructs [6] and then for each construct have a set component
placement rules [7], [8].

Tools have also been developed for automatic analog
schematic generation from a library of topologies [5]. The
purpose of these tools are for tutor programs or problem
generation for students. However, these tools solve a simpler
problem since the circuit topology is known in advance.

Lcapy uses a semi-automated approach to the drawing
problem where the netlist is annotated with drawing hints.
These hints specify the component direction and optionally the
component size. In addition, other attributes can be specified
such as the component colour, label names, etc. Lcapy also
requires the netlist to be augmented with explicit wires.
Automated wire drawing is a simpler problem and may be
implemented in the future.

III. IMPLEMENTATION

Lcapy describes networks comprised from parallel and
series connections with an abstract syntax tree. More complex
topologies are described using netlists with a syntax similar to
that of SPICE, see [3]. Lcapy uses the netlist representation to
draw a schematic and so the abstract syntax tree representation
is converted to a netlist for drawing.

The simplified process of converting a netlist to a schematic
consists of the following steps:

1) Parse netlist and generate a list of component objects.
2) For each component, use node constraints to generate

graph.
3) Traverse graph to determine component placements.
4) For each component, output drawing instructions.

These steps are elaborated in the following subsections. Note,
the x and y positions of each component node are calcu-
lated independently. A component placement graph for the x-
positions is created and solved. This is followed by a creating
and traversing a similar graph for the y-positions.

A. Netlist parsing

Lcapy uses two independent component class hierarchies;
one for simulation and one for drawing. Both are generated
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from the same grammar and parser although not all the
components that can be drawn can be simulated, for example,
non-linear devices such as transistors. A hand-written parser
was implemented to yield more meaningful error messages
compared to a lex-yacc approach.

Components are defined as a hierarchy of Python classes.
Each class defines the normalised coordinates of each of its
nodes and has a number of attributes defining whether the
component can be scaled, rotated, mirrored, or stretched. The
node coordinates are transformed by scaling, rotating, mirror-
ing, etc., and used to provide constraints for the component
placement graphs.

B. Component placement graph creation

The first step is to traverse the list of components to create
a component placement graph. The nodes of this graph are
the positions of the component nodes and the edges are the
connections between the component nodes. Each edge has an
attribute specifying a distance and whether the distance is fixed
or can be stretched. For example, the nodes of a resistor can be
stretched since it has implicit connecting wires but the nodes
corresponding to the pins of an integrated circuit are fixed.

To reduce the size of the component placement graphs,
component nodes with shared coordinates are grouped to-
gether. For example, consider a horizontal resistor. The two
nodes must share the same y coordinate. Similarly, the nodes
of a vertical capacitor must share the same x coordinate.

C. Component placement graph traversal

There are four main steps to this algorithm:

1) Once a component placement graph is created it is
augmented with special start and end nodes. Nodes
without a predecessor are linked to the start node and
nodes without a successor are linked to the end node.

2) The graph is then traversed to find the longest path
using Dÿkstra’s longest path algorithm2. This longest
path fixes the size of the schematic. Nodes on this
longest path are assigned a position based on the sum
of the edge distance attributes from the start node.

3) Nodes that are not on the longest path are then
assigned to a worklist. If they are a fixed distance
from a known node they are assigned a position and
are removed from the worklist. This iterates until the
worklist does not change.

4) The worklist is then reconsidered. This time the graph
is traversed from an unassigned node to find the clos-
est assigned nodes in both the forward and backward
directions. The shortest path between these bracketing
nodes is then calculated along with the number of
stretchy edges. From these measurements, the amount
of stretch per stretchy edge can be calculated on a
pro rata basis and the positions of the nodes along
the shortest path between the bracketing nodes can
be assigned. For efficiency, step 3 is repeated before
considering the next node on the worklist.

2en.wikipedia.org/wiki/Dijkstra’s algorithm

D. Component drawing

Once the locations of the component nodes have been
determined, the components can be drawn. Each component
object has a draw method and this is invoked for each
component to be drawn in turn.

The design of Lcapy allows multiple backends to be used
for component drawing. Currently, the only implemented back-
end uses CircuiTikZ3. This is set of LATEX macros built using
Tikz/PGF macros [9] for drawing electrical circuit components.
The draw method for each component writes CircuiTikZ LATEX
commands to a file. Depending on the required file format,
this file may be interpreted by pdflatex to create a pdf file or
perhaps converted to a svg vector graphics file.

Each CircuiTikZ component is named after the identifier
of the corresponding Lcapy. This allows boxes to be drawn
around selected components and other operations that refer-
ence components by name.

IV. EXAMPLES

This section shows a few examples to demonstrate how
Lcapy works. For more examples see the Lcapy documenta-
tion4.

A. Resistor

The simplest example is a single component. For example,
the single resistor network shown in Figure 2 is described by
the netlist of Listing 1. Note the placement hint to draw the
negative node of the resistor to the right of the positive node.

R1 1 2; right

Listing 1. Single resistor netlist.

R1

1 2

Fig. 2. Single resistor schematic with labelled nodes.

\begin{tikzpicture}[scale=1.00,transform
shape,/tikz/circuitikz/bipoles/length
=1.50cm,american currents, american
voltages]

\coordinate (1) at (0,0);
\coordinate (2) at (2,0);
\draw[] (1) to [R,l_=$R_{1}$,,,o-o,n=R1]

(2);
\draw[anchor=south east] (1) node {1};
\draw[anchor=south east] (2) node {2};
\end{tikzpicture}

Listing 2. Generated LATEX mark-up for the resistor shown in Figure 2.

3www.ctan.org/tex-archive/help/Catalogue/entries/circuitikz
4http://lcapy.elec.canterbury.ac.nz/lcapy/.
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end

@1.0

start

@0

1

@0

0* 2

@1.0

1.0* 0*

Fig. 1. Component placement graph for the x-positions of the resistor specified by Listing 1. Node names are shared electrical nodes. Edges are annotated with
the minimum distance and a * if they can be stretched. Labels starting with @ are distances from the left. The yellow nodes denote the longest path between
the special start and end nodes.

The generated LATEX mark-up is shown in Listing 2. There
are several sections:

1) The preamble that defines the sizes, scaling, and style.
2) Commands to define the node positions.
3) Commands to draw the components (and optionally

the nodes).
4) Commands to annotate the node names.

B. Resistor network

The resistor network shown in Figure 4 is described by the
netlist of Listing 3. The component placement graph for the
x-direction is shown in Figure 3. In this example, the longest
path is formed by R1, R2, and R3. The sizes of R4 and R5
need to be stretched equally to meet the constraints imposed by
the vertical wires between nodes 1 and 5 and between nodes
4 and 7.

R1 1 2; right
R2 2 3; right
R3 3 4; right
W 1 5; down
W 4 7; down
R4 5 6; right
R5 6 7; right

Listing 3. Resistor network. Note, wires are using anonymous identifiers.

R4 R5

R1 R2 R3

1 32

5

4

76

Fig. 4. Resistor network described by the netlist in Listing 3.

C. Annotations

The netlist for a more complicated example is shown
in Listing 4. The resultant schematic is shown in Figure 5.
This example has statements that control the style of the
generated schematic. These start with a single semicolon.

There are also statements starting with a pair of semicolons.
These statements are CircuiTikZ macros that get appended to
the CircuiTikZ macros generated by Lcapy. In this example,
these statements are used to draw labelled boxes around the
selected components specified by the names of their nodes.
Alternatively, the component identifiers could have been used.

C1 1 0 100e-12; down, size=1.5, v={5\,kV}
R1 1 6 1500; right
R2 2 4 1e12; down
C2 3 5 5e-9; down
W 2 3; right
W 0 4; right
W 4 5; right
SW 6 2 no; right, l=, size=1.5
;draw_nodes=connections, label_nodes=false

, label_ids=false
;;\node[blue,draw,dashed,inner sep=5mm,

anchor=north, fit=(1) (6) (0), label=
Human body model] {};

;;\node[blue,draw,dashed,inner sep=5mm,
fit=(2) (3) (4) (5), label=CMOS input
model]{};

Listing 4. An annotated schematic. Note, statements starting with ;; are
CircuiTikZ commands.

1.5 kΩ

1 TΩ 5 nF0.1 nF

+

−

5 kV

Human body model CMOS input model

Fig. 5. Annotation of a schematic.

D. Implicit wires

Lcapy can draw implicit wires to power supply connec-
tions. For example, consider the Pierce oscillator in Figure 6.
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end

@3.0

start

@0

1, 5

@0

0*
6

@1.5 4, 7

@3.0

1.0*
0*1.0*

2

@1.0

1.0*

3

@2.0

1.0*
1.0*

Fig. 3. Component placement graph for the x-positions of the resistor network specified by Listing 3. Node names are shared electrical nodes. Edges are
annotated with the minimum distance and a * if they can be stretched. Labels starting with @ are distances from the left. The yellow nodes denote the longest
path between the special start and end nodes.

This is described by the netlist shown in Listing 5. Note, this
example cannot be simulated by Lcapy since it contains a non-
linear logic inverter (albeit biased in its linear region by R1).

R1

XT1

GND

U1

GND

C2C1

Fig. 6. Pierce oscillator.

U1 inverter .in .VSS .out .VDD; right
W 5 U1.in; right=0.5
W U1.out 6; right=0.5
W 6 9; right=0.5
R1 7 8; right
W 5 1; down=0.75
W 6 2; down=0.75
W 5 7; up=0.75
W 6 8; up=0.75
XT1 1 2; right
C1 1 4; down=0.8
C2 2 3; down=0.8
W 4 0; down=0.1, implicit, l=GND
W 3 0; down=0.1, implicit, l=GND
; draw_nodes=connections, label_nodes=

false

Listing 5. Pierce oscillator. Note the two implicit connections to ground.

E. Block diagrams

Block diagrams can be generated by drawing shapes such
as rectangles and circles. Figure 8 shows a signal block
diagram that uses transfer functions and summing points.
Listing 6 shows the corresponding netlist. Since this is a linear
system, it can be simulated by Lcapy.

Vout
+
−

Vin Vd Open-loop
gain (A)

Attenuation β

Fig. 8. Negative feedback block diagram.

W 1 SP1.inp; right=0.5, endarrow=tri, l=V_
{in}

SP1 pm .inp .inm .out; right, l={}
W SP1.out TR1.in; right=0.5, endarrow=tri,

l=V_d
TR1 .in .out A; right=1.5, l=Open-loop

gain (A)
W TR1.out 2; right=0.5
W 2 3; down
TR2 .in .out B; left=1.5, l=Attenuation $\

beta$
W 3 TR2.in; left=0.5, endarrow=tri
W TR2.out 4; left=0.5
W 4 SP1.inm; up, endarrow=tri
W 2 5; right=0.5, endarrow=tri, l=V_{out}
; draw_nodes=false, label_nodes=false

Listing 6. Negative feedback block diagram. TR denotes a transfer function;
SP denotes a summing point.
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Wanon1@_0

@0

3

@0.1

0.1*

9, 5, U1.in, U1.out, 6

@1.65

U1.VDD

@1.87

0.22

8, 7

@2.4

0.75*
end

@2.4

0*

U1.VSS

@1.43

0.22

4

@0.1

1, 2

@0.9

0.8*

start

@0

0*
0*

Wanon2@_0

@-2.77555756156e-170*

0.1*

0.8* 0.75*

0*

Fig. 7. Component placement graph for the y-positions of the schematic shown in Figure 6. With this example, there are multiple options from the start and
to the end nodes.

F. Hierarchical diagrams

Lcapy allows large schematics to be created in a hierarchi-
cal manner by including netlists with the .include directive.
Each of these included netlists can have their own namespaces
to avoid conflicts, for example, see Listing 7 and Figure 9.

.include LC1.sch as s1

.include LC1.sch as s2

.include LC1.sch as s3
W s1.2 s2.1; right=0.1
W s1.3 s2.0; right=0.1
W s2.2 s3.1; right=0.1
W s2.3 s3.0; right=0.1
; label_nodes=false, draw_nodes=

connections

Listing 7. Including other netlists into their own name-spaces.

L
C

L
C

L
C

Fig. 9. Example of including other netlists.

G. Transformations

The primary motivation for Lcapy schematic drawing was
to show the network created with series and parallel operators.
For example, consider the Python script in Listing 8. This
generates the schematic shown in Figure 10. Internally, Lcapy
transforms an abstract syntax tree into a netlist by traversing
the tree. The network can be transformed into an s-domain
model using the smodel method as shown in Listing 9. This
generates the schematic shown in Figure 11. Another example
of a transformation is shown in Listing 10. This uses the
simplify method and generates the schematic in Figure 12.

from lcapy import R, C, L
((R(1) + L(2)) | C(3)).draw()

Listing 8. RLC network created using series and parallel operators.

2 H

3 F

1 Ω

Fig. 10. RLC network created using series and parallel operators.

2 s

1
3s

1

Fig. 11. s-domain model of RLC network created using series and parallel
operators.

3 H

3 F

Fig. 12. Simplified RL network created using series and parallel operators.

H. Styles

Component attributes can be specified to set their colour,
size, line style, etc. Attributes can also be specified for the
overall schematic to control the style, see Listing 11. Three
component styles are supported: American (default), British,
and European, see Figure 13 for American and European
examples.
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− AVin

Rs+
− Vi C Rin

+

−

Vin RL
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Vo

Rout

1

0

32 4

(a)

+

− AVin

Rs

Vi C RinVin RLVo

Rout

1

0

32 4

(b)

Fig. 13. American and European schematic styles.

from lcapy import R, C, L
((R(1) + L(2)) | C(3)).smodel().draw()

Listing 9. s-domain model of RLC network created using series and parallel
operators.

from lcapy import R, C, L

((L(1) + L(2)) | C(3)).simplify().draw()

Listing 10. Simplification of a LC network.

V. DISCUSSION

From a quick sketch on a piece of paper, a netlist can
be quickly generated and from this a high-quality schematic
can be produced. However, an error in a component attribute,
say its direction, can result in a conflict in the component
placement graph. Unfortunately, it is difficult to highlight the
source of the error.

Further improvements would include the automatic genera-
tion of wires to connect nodes at the same potential. A graph-
ical front-end to guide component placement would also be
useful. Rules could be added to stretch automatically the spac-
ing of components so an uncluttered, yet compact, schematic
is created. Furthermore, better heuristics are required for the
placement of component identifiers and values. In particular,
voltage labels would be better placed on the outside of a
circuit where possible. Finally, better customisation would be
desirable to accommodate different tastes.

The schematics in this paper were generated by a Lcapy
program called schtex. This reads a netlist file and then
create a .tex file that is input into the source file for this
paper.

VI. CONCLUSIONS

Lcapy is a Python package for circuit simulation, designed
to help teaching linear circuit theory. It can also produce

textbook quality schematics from either a netlist annotated with
drawing attributes or from an abstract syntax tree.

Vi 1 0_1; down
Rs 1 2; right=1.5
C 2 0; down
W 0_1 0; right
W 0 0_2; right
Rin 2_2 0_2; down, v=V_{in}
W 2 2_2; right
E1 3 0_3 2 0 A; down, l=A V_{in}
Rout 3 4; right=1.5
RL 4 0_4; down, v=V_o
W 0_2 0_3; size=1.2
W 0_3 0_4; right
P1 4 0_4; down
; style=european, draw_nodes=connections

Listing 11. Changing the component style.
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Abstract—This paper describes a preliminary simulation of
an electromagnetic system for measuring groundwater flow. The
simulation solves the flowmeter equation for a 1 m prototype
system using a circular coil. A parametric model is used to
calculate the magnetic field and Jacobi relaxation is used to
determine the induced electric field due to the moving water ions.
Peak potential differences of the order of a few tens of nanovolts
are predicted for water speeds of 10 mm/hour and magnetic field
strengths of 10 mT. The potentials are reduced compared to those
for a flowmeter due to additional conductive paths outside the
region where the magnetic field is strong.

I. INTRODUCTION

Most of the World’s fresh water is below the ground and
moves slowly forming stream flows. This flow of groundwater
is complex since it depends upon many factors, such as
geology, soil composition, and topographical control (e.g.,
lakes, rivers, vegetation) [1]. Consequently most information
about flow directions, rates, and depths come from models
tuned by a few point locations consisting of monitored wells.
The principal advantage of this proposed technology is in
reducing the uncertainty in groundwater models to a point
where biophysical models can be generated to guide land
use practices [2]–[4]. This is the single biggest constraint to
resolving the water quality issue facing land users and the
community in New Zealand today.

This paper describes a preliminary simulation of a proto-
type scale model for inductive groundwater flow measurement.
The overall goal is to construct a system for measuring
groundwater flow. The proposed method creates a magnetic
field using an electromagnetic and measures the potential
difference induced by the flow of moving water ions. The
induced voltage can be described by Faraday’s Second Law
of electromagnetic induction. This effect is routinely used
for measuring the flow rates of liquids in pipes [5], [6] and
open channels [7]. However, there are two main differences:
the water is not constrained to a pipe and a Helmholtz coil
cannot be used to create a uniform magnetic field. Thus this
paper considers the effect of these differences on the measured
potential difference.

The paper starts with a brief analysis of the electromagnetic
theory in Section II and describes a numerical simulation
in Section III. The results of the simulation are presented
in Section IV. The paper concludes with a discussion and
conclusions in Section V and Section VI.

II. THEORY

The motion of the ions in the water as they pass through
a magnetic field induces an electric potential,

E′ = E+ v ×B, (1)

where E′ is the electric field in the reference frame of the
moving water ions, E = −∇V , is the induced electric field
for an induced electric potential, V , in the rest frame, v is the
flow velocity of the water, and B is the applied magnetic field.
Using Ohm’s law,

J = σE′, (2)

where J is the electric current density and σ is conductivity,
then using the fact that the divergence of J is zero, yields

σ∇2V +∇σ ·∇V = ∇σ ·v×B+σB ·∇×v−σv · (∇×B) .
(3)

In practice, the induced current density, J, is too small to have
a significant effect on the applied magnetic field, so∇×B = 0.
Finally, by assuming a uniform, isotropic conductivity, σ, then
∇σ = 0 and (3) simplifies to the standard flowmeter equation
[8]

∇2V = ∇· (v ×B) . (4)

This differential equation can be solved given v and B to find
V subject to boundary conditions.

Assuming point electrodes positioned at x1 and x2, the
measured potential difference is

Vm = V (x2)− V (x1). (5)

Note, the size of the electrodes will affect the potential V . This
is not explicit in (4) but alters the boundary conditions used
when solving the differential equation.

From (4), the source of the electric potential is ∇· (v ×B)
and we desire this to be as large as possible to maximise the
signal to noise ratio of the measured potential difference. Note,
v × B can be interpreted as the open-circuit electric field,
i.e., the electric field that would occur if there were no eddy
currents. However, since v×B is non-uniform and the medium
is conductive, eddy currents flow and so where the electric field
is generated the measured electric field will be smaller than
v ×B.

An alternative approach to determine the measured poten-
tial difference between the electrodes of a flowmeter is to use
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the concepts of virtual currents and weight vectors [8]. The
measured potential difference is given by

Vm =

∫ ∫ ∫
V

v ·W dV, (6)

where the weight vector is

W = B× Jv, (7)

for a magnetic flux density B, virtual current Jv , and flow
volume V . The virtual current does not exist in practice. It is
the current density that would exist in the fluid if a 1 A current
source was connected to the electrodes and the fluid was
stationary. The virtual electric potential field resulting from
this current density is obtained from the Laplace equation,

∇2Vv = 0. (8)

There are a number of publications that try to optimise the
weight vector so that the induced voltage is proportional to
the flow, even when the flow is not uniform across the pipe
[9], [10]. However, these methods are unlikely to be applicable
to the groundwater problem. Furthermore, the difficulty with
applying (6) for a groundwater flow measuring device is that
the volume of integration is not constrained by the size of the
pipe.

III. NUMERICAL SIMULATION

Fig. 1. System geometry. The coil sits in the x− y plane at z = 0 and the
water velocity is in the y direction.

To determine the likely potential differences that will be
measured, a numerical simulation was performed in Python
using the parameters given in Table I and with the geometry
as shown in Figure 1. Note, the coil sits in the x−y plane and
the water is moving with a uniform velocity in the y direction.

A number of simplifications were assumed:

• The conductivity, σ, was assumed to be constant and
isotropic for the lower half-space, z < 0.

• Water was flowing with a uniform velocity throughout
the lower half-space, z < 0. In practice, the flow is
zero above the depth of the water table.

• The soil matrix was ignored.

• The circular coil was ideal with an infinitesimal con-
ductor size. This allowed the magnetic field to be
calculated from a parametric model.

• The electrodes were points so that the electric field
was not influenced by them.

• The load resistance between the electrodes was infinite
so there was no voltage drop due to contact resistance
at the electrodes.

A finite-element representation of the flowmeter equation
(4) was solved using Jacobi relaxation with the method of
images. This is numerically slow compared to a Fourier
domain approach using Green’s functions. Implicit Dirichlet
boundary conditions were applied due to the finite size of
the simulation. These boundary conditions are equivalent to
enclosing the simulated region in a conductive box. While this
erroneously forces the potential to be zero on the surface of
the box the effect is minor if the box is large compared to the
size of the coil.

The boundary between the moving water and the soil
(and air) above requires a Neumann boundary condition; this
implies that there is no potential difference across the boundary
and thus no current flow across the boundary. Implementing
a Neumann boundary condition when solving (4) requires the
finite-element equations to be modified at the boundary. An
alternative approach is to consider that the water only moves
in the half-plane described by z < 0 and to have water in the
half-plane above it. In this case, currents will flow cross the
boundary between the two half-spaces but due to symmetry
the potentials will be reduced by a factor of two.

Another approach requires modifying the flowmeter equa-
tion (4) to incorporate the different conductivities in the two
half-spaces. It has the advantage that it can determine the
potentials within the water and above it. However, this leads
to a more difficult PDE to solve.

The method implemented was the method of images.
Here both half-planes consist of water moving with the same
velocity. However, due to symmetry no current flows across
the boundary since the potentials are the same. The potentials
in the negative half-space are now correct but the potentials in
the positive half-space have to be ignored.

TABLE I. SIMULATION PARAMETERS.

Frequency f 0 Hz (DC)
Coil radius R 0.5 m
Coil current I 10,000 A-turns
Water conductivity σw 10 mS/m
Electrode separation S 0.8 m
Electrode depth D 0.25 m
Electrode length L 0.25 m
Electrode width w 25 mm
Electrode breadth b 25 mm
Water velocity v 10 mm/hour in ŷ

Sampling grid size ∆ 25 mm
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Fig. 2. Magnetic field (mT) contours in x-z plane: (a) axial component, Bz , (b) lateral component, Bx.

IV. RESULTS

The magnetic field due the circular coil is shown in
Figure 2. Note, once the depth, z, is greater than the diameter
of the coil, the magnetic field rapidly decreases.

The induced electric field is shown in Figure 3 with the
electric potential shown in Figure 4. Note, the highest contours
have been clipped to reduce the image clutter and due to the
method of images, the potentials are symmetrical for both half-
planes (the potentials for the half-space z > 0 will not occur
in practice).

Slices of the contours of the electric potential are shown in
Figure 5. Note, the largest potential differences are measured
when the electrodes are at the coil radius (and normal to the
flow direction). However, the electrodes can be placed outside
the coil with a small drop in potential difference.

The effect of the implicit Dirichlet boundary conditions
can be seen in Figure 5 where the potential is forced to zero
at x = ±2m. Making the size of the simulation larger defers
this effect, see Figure 5, but makes the simulation significantly
slower to run.

As a comparison, a simulation was performed with the
water constrained to a square channel of width 1 m and
depth 1ṁ. The induced electric potential is shown in Figure 6
with slices of the contours of the electric potential shown
in Figure 7. Again note, the largest potential differences are
measured when the electrodes are aligned with the coil.

V. DISCUSSION

The potential difference for a flowmeter is often expressed
as [5]

Vd = KBzvS, (9)

where K is a constant (ideally close to 1) and S is the electrode
separation. For example, with Bz = 10mT, v = 10mm/hour,
and S = 1m, (9) implies a measured potential difference of
27 nV assuming K = 1. Whereas the simulation gives a value
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Fig. 4. Electric potential contours in x-z plane for y = 0m.

of about 12 nV, corresponding to K = 0.44. This constant is
higher for fluid flow in a pipe due to two reasons:

1) Since both sides of the pipe are accessible, a
Helmholtz coil can be used; this provides a more
uniform magnetic field in the axial direction.

2) The conducting fluid is surrounded by an insulator.
Thus the potentials are not reduced by currents flow-
ing outside the region from where the electric fields
are produced.
With the groundwater geometry, the resistance of the
water outside the magnetic field acts as a resistive
load and reduces the potentials. Remember, between
the electrodes there are many paths; each can be
considered a Thévenin equivalent circuit comprised
of a voltage source and a series resistance. The
voltage source represents the induced voltage along
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Fig. 3. Induced electric field contours in x-z plane: (a) axial component, Ez , (b) lateral component, Ex. Note, the electric field is not valid for |z| > 0.
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Fig. 5. Electric potentials at y = 0 for groundwater geometry. Note, the
biggest potential difference occurs when the electrodes are below the coils.

the path and the resistance models the path resistance.
The myriad of Thévenin equivalent circuits are all in
parallel and are thus loaded by each other.

The simulation has assumed an average water flow speed
and an average conductivity. In practice, these are spatially
varying due to the soil. This inhomogeneity will introduce
fluctuations in the induced electric field

VI. CONCLUSION

The results support the hypothesis that the potential differ-
ence for the proposed groundwater measuring system is going
to be extremely small; ≈ 6 nV at a depth of 0.5 m for a flow
speed of 10 mm/hour with a magnetic field generated by an
ideal circular coil with 10,000 A-turns. To achieve a sufficient
signal to noise ratio so that these voltage differences can be
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Fig. 6. Electric potentials for square insulated channel with constant axial
field, Bz = 10mT. Electric potential contours in x-z plane for y = 0m.
Note, the potentials are not valid for |z| > 0. In practice, the potentials would
decay to zero.

measured requires long integration times to reduce the noise
bandwidth. This assumes that there are no interfering signals
within this band.

APPENDIX

The magnetic field at a point x = (ρ; θ, z) in cylindrical
coordinates produced by a current I in an ideal coil with
infinitely thin wires, radius R, sitting on the x-y plane centred
at the origin, has Cartesian components given by [11]

Bx(x) =

(
R2 + z2 + ρ2

z2 + (ρ−R)2
E2(k)− E1(k)

)
x

ρ
K, (10)

By(x) =

(
R2 + z2 + ρ2

z2 + (ρ−R)2
E2(k)− E1(k)

)
y

ρ
K, (11)
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Bz(x) =

(
R2 − z2 − ρ2

z2 + (ρ−R)2
E2(k) + E1(k)

)
K, (12)

where E1 and E2 denote the elliptic integrals,

k = 2

√
ρR

z2 + (R+ ρ)2
, (13)

and
K =

µ0Iz

2πρ
√
z2 + (R+ ρ)2

. (14)
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Abstract—The Ćuk Converter offers simultaneous buck-boost
operation, but requires careful design owing to its having a
fourth-order transfer function and numerous practical design
constraints. We exploit a serendipitous overlap between the
converter circuit and the equivalent circuit of a dc motor to
design a motor controller that can operate with supply voltage
that is lower than the motor full-speed requirement. We examine
the transfer function when such a topology is used to control
the speed of a small motor. We conclude that the approach is
relatively straightforward owing to the impact of the motor’s
inductance. Measurements agree with theory.

Index Terms—motor speed control, Cuk converter, switchmode
power conversion.

I. INTRODUCTION

A. Ćuk Converter

When Middlebrook and his graduate student Slobodan Ćuk
presented in 1983 the detail of their 1977 design for a
switchmode converter, the design grabbed the imagination of
researchers because it approximated the “ideal dc transformer”
[1]. The topology offered conversion between input and output
dc voltages, with the voltage magnitude ratio set purely by the
duty cycle of drive to a single switch, one side of which could
be at ground potential. The outline circuit is shown in figure 1.

For a number of reasons the design was slower to take
off than its promise might have lead the reader to expect.
The transfer function is fourth order; the position of poles
varies not only with component values, but also the controlling
duty cycle; parasitic resistance in the two inductors and the
so-called “Ćuk capacitor” all tend to significantly displace
the poles of the characteristic equation; and the circuit was
relatively complicated compared to other topologies [2]. Only
now in the 21st century is the converter used with any
confidence. For example, modern switching methods are just
being applied [3], and a search of the Xplore Digital Library
yields a total of 48 papers with “Ćuk” in the title published
between 1990 and 1999, but 137 papers in the decade and a
half since January 2000 [4]. Along with its variant the Single-
Ended Primary-Inductance Converter (SEPIC converter) that
swaps the position of output switch and inductor, and is thus
able to generate an output voltage of the same polarity as the
input, the Ćuk converter is the most versatile, but hardest to
design, of switchmode converters.

Fig. 1. Circuit of the Ćuk converter showing the conventions for currents and
voltages. The middle capacitor “C” is the “Ćuk Capacitor”. The switch S is
usually a transistor with grounded source/emitter.

B. Brushed DC Motor

A brushed dc (BDC) motor has an equivalent circuit that
consists of the series combination of a voltage source, a
resistance and an inductance. The voltage source represents
the energy sink that is the mechanical output of the motor, or
the source of electrical energy coming from the mechanical
components when the motor operates in generator mode. The
I-V characteristic of this voltage source embodies the pole that
arises from the mass of the mechanical components as well
as the loss inherent in doing mechanical work. Previous work
has shown that feedback control of the speed of small BDC
motors presents greater difficulty that control of larger motors,
as the mechanical pole tends not to be dominant [5].

The equivalent circuit of a BDC motor, shown in figure 2,
presents 2 poles. It also bears a strong resemblance to some
components of the Ćuk topology. Consider in the circuit of
figure 1 that the parallel combination of Co and R will
resemble a voltage source if Co is large, and L2 with its
inescapable parasitic resistance map exactly to Lm and Rm

in figure 2. Overlaying these two circuit diagrams with the
motor replacing the equivalent parts of the Ćuk circuit leads
to the circuit of figure 3.

II. TRANSFER FUNCTION

We will now consider the transfer function of the circuit of
figure 3 driving a typical, physically-small BDC motor. The
mathematical derivation of the state-space equations is given in
the appendix. Predictions will be made using these equations,
evaluated in Matlab.
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Fig. 2. The equivalent circuit of a brushed dc motor from [5].

−+ Vin

Iin

Lin Rin

Rt

C

+ −
VC RC

Rd

Lm

Im

Rm

−+kbω Vb

Fig. 3. The equivalent circuit of a Ćuk converter including parasitic resis-
tances, driving a brushed dc motor that contributes Lm, Rm, and Vb. Note
that Vb is proportional to the angular speed of the motor, ω.

The series inductance of a small motor is typically a few
millihenries. Our example motor has Lm = 16mH. Motors
with rotors of about 1 cubic centimetre typically have this or
even smaller an inductance.

Given the ability to switch at around 100kHz, we expect
values for Lin in the range up to a hundred µH; we will start
with 10µH which is quite practical a value for small converter
circuits. Practical values of the Ćuk capacitor are around a few
µF; we will start with 2.2µF. We will consider at first the case
where duty cycle D is 50%. Figure 4 sets the scene.

Arrows show the movement of the poles as Lm rises from
a few mH to a few hundred mH. Poles 3 and 4 lie close to 40
radians/second, and figure 5 blows up this part of the plot. Pole
4 describes a small, almost-closed arc. Pole 3 nearly crosses
Pole 4 as Lm moves past a value of 337mH. Figure 6 shows
the movement of Pole 1 and Zero 1, which remain far out and
not of much interest. It is clear that Poles 3 and 4, or rather
their separation, may be of concern when applying feedback
control to regulare Vb.

We next consider the variation of duty cycle, D. Motor
inductance is held at 16mH, corresponding to our test motor,
Lin is kept at 10µH and the Ćuk capacitor stays at 2.2µF.
Figure 7 plots the interesting (close-in) situation. The two close
poles, 3 and 4, actually separate as the duty cycle is increased,
so that stability is likely to be better at higher loads. Crucially,
this figure suggests that the converter-motor system will be no
more difficult to control once feedback is applied than was the
motor alone, that is with the motor powered with something
close to an ideal voltage amplifier (or PWM equivalent).
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Fig. 4. The pole-zero diagram of the converter-motor combination. A complex
conjugate pair of poles and a complex conjugate pair of zeroes lie ot to the
left of the plot, while the dashed circle encloses a pair of poles associated
with the motor components. These are expanded in figure 5.

−40.5 −40 −39.5
−0.2

−0.1

0

0.1

0.2

16mH

335mH 337.5mH 340mH

334mH

337.5mH

341mH

 

 

Im
ag

in
ar

y

Real

Pole 3
Pole 4

Fig. 5. The trajectory of Poles 3 and 4, the “motor inductance” and
“mechanical” poles, as Lm is varied.

−6 −5.5 −5 −4.5 −4 −3.5
x 10

4

8

8.5

9

9.5

10

10.5

11 x 10
4

1mH
16mH 1mH

16mH

Real

Im
ag

in
ar

y

 

 

Pole 1
Zero 1

Fig. 6. The trajectory of Pole 1 and Zero 1 as Lm varies. Note the large
x-axis scale.

−10
5

−10
4

−10
3

−10
2

−10
1

−2

−1

0

1

2

x 10
5

Real

Im
ag

in
ar

y

 

 

30%
80% 10%

50%

75%

30%10%

50%

80%

10%

50%

80%

10%

Pole 1
Zero 1
Pole 2
Pole 3
Pole 4
Zero 2
Zero 3

Fig. 7. Close-in pole and zero trajectories as Duty Cycle, D, is varied while
other components remain at their default values. Note especially that Poles 3
& 4 separate as D increases, improving stability prospects as the converter
increases its power transfer.

ENZCon 2016

50



Fig. 8. Oscilloscope screen capture of the converter being subjected to a
step input change in duty cycle D. The top window shows the evolution over
milliseconds, the lower window the instantaneous values once the step has
settled but the shaft speed has not changed. Traces show the MOSFET drain
voltage, the diode voltage (with VC being the difference of these), the input
(green) and output (purple, bottom trace) current.
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Fig. 9. Variation of shaft speed in response to a step change in D. The speed
data does not extend to zero because it is measured from the period of signals
from an optical encoder on the shaft and no data is available until the shaft
has moved through a few degrees.
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step change in D from 0 to 50%.
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Fig. 11. Predicted and measured values of the averaged input current in
response to a step input of duty cycle, D, from 0 to 50%.
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Fig. 12. Predicted and measured values of the mean output current in response
to a step input of duty cycle, D, from 0 to 50%

III. MEASURED RESULTS

Reassured by the above analysis of the transfer function,
we construct a converter with the default values above, a 5V
input supply, and a 12V BDC motor with Lm = 16mH series
inductance and 12Ω resistance, Lin = 10µH, Rin = 1.2Ω,
RC = 0.1Ω, Rt = 0.1Ω, Rd = 0.1Ω, J = 0.05, b = 0.8, and
Kb = 0.01.

Figure 8 is a screen capture from measurements made on the
prototype. To a remarkable degree to time-domain waveforms
have the instantaneous shape that is to be expected, except
for finite risetimes and small “wiggles” that are attributed to
measurement artefacts and extraneous parasitic impedances.
The upper part of the figure shows the evolution of waveforms
on a longer time scale. Figure 9 shows the variation of shaft
speed on yet longer a time scale. Matlab simulation agrees
with measured data where available. Figure 10 shows the
input and output currents in response to the same step input.
While the input inductor current may spike, the output current
describes, on average, a smooth response reminiscent of a
single-pole exponential change. Figures 11 and 12 show the
evolution of predicted and measured mean input and output
current. There is a discrepancy about 1 second that is attributed
to mechanical imperfections in the apparatus and errors in our
values for electrical parasitics.
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IV. CONCLUSION

We have shown that the Ćuk topology is readily applied to
drive a small motor. The overlap of circuit topologies results
in poles from the motor replacing poles in the Ćuk transfer
function to yield only the same number of poles (order of the
system) as existed without the motor. Component values can
be chosen so as to leave a dominant pole, and a system around
which feedback can be applied with no more complexity than
existed in the case of the motor driven by a perfect analog
source.

APPENDIX

There are various ways to model a switchmode circuit [6].
Here we develop the state-space equations for the circuit of
figure 3 [7], [8]. Including the mechanical pole of the motor
and load, the system will be of fourth order. Let the state be

x =


Iin
Im
VC
ω

 (1)

where Iin is the (input) current drawn from the source through
inductor Lin, Im is the motor (output) current, VC is the
voltage across the Ćuk capacitor, and ω is the (desired)
motor shaft output rotational speed. Next we define the input
variables

u =

[
Vin
TL

]
(2)

where Vin is the supply (input) voltage and TL is the torque
(load) encountered on the motor output shaft. Then

ẋ = Ax+Bu (3)
y = Cx (4)

where y is the output of the system. The state-space equations
are perturbed with

d = D + d̂ (5)
x = X + x̂ (6)
y = Y + ŷ (7)
u = U + û (8)

In steady state

ẋ = AX +BU = 0 (9)
X = −A−1BU (10)

Y = CX (11)

We have a continuous, time-varying system, as the switch
has two states. The state matrix A is represented by two ma-
trices, A1 and A2 representing the switch-closed and switch-
open conditions. The variable D weights the two condition
state matrices. Next we write

˙̂x = Ax̂+Bû+ [(A1 −A2)X + (B1 −B2)U ]d̂ (12)

ŷ = Cx̂+ (C1 − C2)Xd̂ (13)
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Fig. 13. Circuit with driving switch in the ON state.
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Fig. 14. Circuit with driving switch in the OFF state.

where

A = DA1 + (1 −D)A2 (14)
B = DB1 + (1 −D)B2 (15)
C = DC1 + (1 −D)C2 (16)

A. On state

When the switch is closed the circuit becomes that shown
in figure 13. Application of Kirchoff’s laws yields:

dIin
dt

=
1

Lin
Vin − Rin +Rt

Lin
Iin − Rt

Lin
Im (17)

dIm
dt

=
1

Lm
VC − kb

Lm
ω − Rm +RC +Rt

Lm
Im − Rt

Lm
Iin (18)

dVC
dt

=
−1

C
Im (19)

dω

dt
=
kt
J
Im − b

J
ω − TL

J
(20)

B. Off state

When the switch is closed the circuit becomes that shown
in figure 14. Again the application of Kirchoff’s laws yields:

dIin
dt

=
1

Lin
Vin − Rin +RC +Rd

Lin
Iin − Rd

Lin
Im − 1

Lin
VC (21)

dIm
dt

= − kb
Lm

ω − Rm +Rd

Lm
Im − Rd

Lm
Iin (22)

dVC
dt

=
1

C
Iin (23)

dω

dt
=
kt
J
Im − b

J
ω − TL

J
(24)
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C. State Space Matrices

We are finally able to derive the two matrices

A1 =


−Rin+Rt

Lin
− Rt

Lin
0 0

− Rt

Lm
−Rm+RC+Rt

Lm

1
Lm

− kb

Lm

0 − 1
C 0 0

0 kt

J 0 − b
J

 (25)

A2 =


−Rin+RC+Rd

Lin
− Rd

Lin
− 1

Lin
0

− Rd

Lm
−Rm+Rd

Lm
0 − kb

Lm

1
C 0 0 0

0 kt

J 0 − b
J

 (26)

and

B = B1 = B2 =


1

Lin
0

0 0

0 0

0 TL

J

 (27)

C = C1 = C2 =
[
0 0 0 1

]
(28)

which will permit calculation of the performance of the circuit
using a tool such as Matlab.
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DC converter circuit topology”, Proceedings of the 2003 International
Symposium on Circuits and Systems, ISCAS ’03, vol. 3, ppIII-292–III-
295.

[3] B-R. Lin, C-L. Huang and J-F. Wan, “Analysis of a Zero Voltage Switch-
ing Cuk Converter”, 33rd Annual Conference of the IEEE Industrial
Electronics Society, IECON 2007, pp1972–1977.

[4] IEEE Xplore digital library, http://ieeexplore.ieee.org/, searched October
2016.

[5] John McLeish, Howell Round, and Jonathan Scott, “Speed Control with
Low Armature Loss for Very Small Sensorless Brushed DC Motors”,
IEEE Transactions on Industrial Electronics, Vol 56, no. 4, April 2009,
pp1223–1229.

[6] P. R. K. Chetty, “Modelling and Analysis of Ćuk Converter Using
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Abstract—DC power systems such as solar cell, Fuel cells and
batteries are expected to play a remarkable role for a sustainable
future of the society. Electrochemical Impedance Spectroscopy
(EIS) or Dielectric spectroscopy is a powerful technique for
determining the characteristic of these DC electrical systems
where impedance is measured over a range of frequencies to have
a greater insight on their system behaviour. The application of
EIS is numerous and the present paper assess the system charac-
teristics considering solar cells and proton exchange membrane
(PEM) fuel cells into consideration.

Keywords: Electrochemical Impedance Spectroscopy (EIS),
solar cell, Fuel cells, batteries, Nyquist, Bode plot

I. INTRODUCTION

Power is the fundamental component of our day today
activities. Soon, there will be a period where DC power
systems would return back as a promising solution for Dis-
tributed Power generation systems. Fuel cells, solar cells
and batteries belong to that class of DC systems and the
present paper deals with the application of, Electrochemical
Impedance Spectroscopy (EIS) to understand and characterize
the energy storage and dissipation properties of the system
under investigation. It measures the dielectric properties of a
medium as a function of frequency. The frequency response
of these systems are based on the interaction of an external
field with the electric dipole moment of the sample, often
expressed by permittivity. The common applications of EIS are
in the process to solid electrolytes, electro ceramics, including
polymers and glasses, dielectrics, and to devices that uses
conversion of integrated energy such as Fuel cells, solar cells
and batteries [1]. Electro-Chemical Impedance Spectroscopy
has advantages such as its practicality in high resistance
material and is a non-invasive technique with availability of
time dependant and quantitative data [2]. It is also the key
technique used in electrochemistry in which processes of
electrodes are investigated, and for further explanation in solid-
state devices, the techniques that often used is admittance spec-
troscopy, but in dielectrics components it is called as dielectric
spectroscopy. However, it should be observed that it is not
sufficient to just use EIS alone, but rather to integrate that
knowledge of impedance in EIS with the other methodologies
like biochemical and electrochemical or any other specific
methodology that is under investigation [3]. It could lead

us for better understanding of the performance incorporating
complex mathematical equations that can be represented and
simplified with the help of Nyquist and Bode plot [4].

II. MEASUREMENT TECHNIQUE

Electrochemical Impedance Spectroscopy [5] is a sensitive
instrument and hence the measurement has to be performed
prudently. During an impedance measurement, a Frequency
Response Analyser (FRA) [6] is used to impose a small
amplitude AC signal to the electrochemical systems (Fig. 1).

Fig. 1. Experimental Setup of Impedance measurement

The system under investigation is ideally kept at a fixed
steady state by imposing stationary constraints such as the DC
current, illumination intensity, etc., and the Z(ώ) is measured
by scanning the frequency at a multitude of values. Let us
assume we have an electrical element to which we apply
an electric field E(t) and get the response I(t), then we
can disturb this system at a certain field E with a small
perturbation dE and we will get at the current I a small
response perturbation dI . In the first approximation, as the
perturbation dE is small, the response dI will be linear. If we
plot the applied sinusoidal signal on the x-axis of a graph and
the sinusoidal response signal I(t) on the y-axis, an oval is
plotted. This elliptical figure is termed as “Lissajous figure”
and is shown in Fig. 2. Analysis of Lissajous figures on
oscilloscope screens was the accepted method of impedance
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measurement prior to the availability of lock-in amplifiers and
frequency response analysers.

Fig. 2. Lissajous figure

The excitation signal, expressed as a function of time, has
the form of:

E(t) = E0 cos(ωt) (1)

E(t) is the potential at time tr, E0 is the amplitude of
the signal, and ω is the radial frequency. The relationship
between radial frequency ω (expressed in radians/second) and
frequency f (expressed in Hertz (1/sec)).

ω = 2πf (2)

The defining relation and impedance for ideal bulk electrical
elements are revealed in Table I.

TABLE I
ELECTRICAL ELEMENTS - REPRESENTATION AND FORMULA

Electrical Elements Symbol Formula

Resistor V = IR ZR = R

Capacitor I = C [dV/dt] ZC = 1/jωC

Inductor V = L [dI/dt] ZL = jωL

Equivalent Circuit modeling of EIS data is used to ex-
tract physically meaningful properties of the system under
investigation (Fuel cell in the present case) by modeling the
impedance data in terms of an electrical circuit composed of
ideal resistors (R), capacitors (C), and inductors (L). As we
are dealing with real systems that do not necessarily behave
ideally with processes that occur distributed in time and space,
we often use specialized circuit elements. These include the
generalized Constant Phase Element (CPE) [7] and Warburg
element (ZW ) [8]. The Warburg element is used to represent
the diffusion or mass transport impedances of the cell. An
example of a generalized equivalent circuit element for a single
cell Fuel cell is shown below in Fig. 3.

III. AC IMPEDANCE SPECTRUM

This section covers the features of the spectra measured in
a two electrode configuration with hydrogen passing through
anode and oxygen or air passing through cathode.

Fig. 3. Equivalent circuit of a PEM fuel cell [Rct= Charge Transfer
Resistance & Cdl= Double layer capacitance]

A. Galvanostatic and Potentiostatic measurements

To measure the impedance of a PEM fuel cell system,
a Frequency Response Analyser (FRA) and a load bank
are needed. The FRA is connected to a programmable DC
load bank to carry out the measurements. A sinusoidal wave
generated by the FRA is applied to the Fuel cell through the
electric load bank. This AC signal is superimposed on the DC
current. AC signals are fed back to the FRA and impedance
spectra are generated [9]. A typical connection between the
FRA and the Fuel cell for the impedance measurement is
shown in Fig. 1. In addition, an oscilloscope may be used to
monitor the noise level. Using the connection shown in Fig.
2, AC impedance can be measured either in a potentiostatic
or in a galvanostatic mode. Basically, there are no significant
differences between the results from the two modes. Each
has its advantages and disadvantages, so depending on the
application, one may be more suitable than the other. The
measurements were carried out in a conductivity cell. The
schematic view of conductivity cell is presented in Fig. 1.

B. Interpretation from Plot

The impedance can be illustrated as a vector of length |Z|
on the Nyquist plot. There is an angle between this x-axis
and the vector, which is commonly entitled the “phase angle”
(f = arg Z).

Z =
E

I
= Z0 exp(iφ) = Z0(cos φ+ i sin φ) (3)

But where the Nyquist plot is very much effective for that
system, the Nyquist Plots have one of major drawback or short
come. Whenever you will look at any of the point of data
which is on the plot, you will not able to tell that to record
that point where frequency was used. Nyquist plot results from
the electrical circuit which is shown in Fig. 4.

1) Nyquist plot: The Nyquist is normally expressed as
Z(ω) which is composed of two parts real part and imaginary
part. In case the imaginary part is plotted on the y-axis and
the real part is plotted on the x-axis of a graph or chart, here
we got a “Nyquist Plot” which is shown in Fig. 4b for the
equivalent RC element shown in Fig. 4a [10]. There plot is
a semicircle and reveals the characteristics of a one “time
constant”. Low frequency data are on the right side of the
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Fig. 4. a) Equivalent RC circuit b) Nyquist plot

plot and higher frequencies are on the left side. This is true
for EIS data where impedance usually falls as frequency rises
(this is not true of all circuits). The plot for electrochemical
impedance spectroscopy often make or obtain different types
of semicircles which might have different sizes (area).

2) Bode Plot: Bode Plot is the plot of the phase and
magnitude of a transfer function or quantity of complex value,
frequency. It has the phase which is in degrees and magnitude
is on decibels are plotted versus frequency by having the use of
axes of semi-logarithmic. The plot of magnitude is effectively
log- log in nature, since which is describes in the form of
decibels and other side frequency is based on the logarithmic
axis. In the ”Bode plot” the impedance is plotted with log
frequency on the x-axis and both the absolute value of the
impedance (|Z| = Z0) and phase-shift on the y-axis [4].
The Bode plot for the RC circuit is shown in Fig. 5. Unlike
the Nyquist plot, the Bode plot explicitly shows frequency
information.

Fig. 5. Bode Plot

In the equivalent circuit analog, resistors represent conduc-
tive pathways for ion and electron transfer. As such, they
represent the bulk resistance of a material to charge transport
such as the resistance of the electrolyte to ion transport or
the resistance of a conductor to electron transport. Resistors
are also used to represent the resistance to the charge-transfer
process at the electrode surface. Capacitors and inductors
are associated with space-charge polarization regions, such
as the electrochemical double layer, and adsorption/desorption
processes at an electrode, respectively.

According to the testing system in the Real Time Ap-
plication of Electrochemical Impedance Analysis bode plot
is the most efficient way to make the testing plot which
varies the magnitude, transfer function, sinusoidal excitation

frequency, impedance phase. Real time systems are very
complex or complicated, hence their analysis mostly leads to
more complex derivations, sometimes extremely long where
the chances of mistakes are always on the peak rating. If we
will head up into the designing phase the long and complicated
derivations are no longer in use. In contrary, we need to invert
these problems so that manufacturer or designing engineer can
work or choose the specific element values to produce a given
particular behaviour which needs to be done. Including adding
or changing element, make different types of new circuits,
different values of elements. So we strongly need to launch the
design-oriented analysis. There are some features of analytical
expression which are very useful in design as well as lead to
make simple equations and for the asymptotes. To make it
simple ways there is an approximated method which we are
describing in this report “Bode Plot”. If we completely follow
the rules and instruction which comes up with this method
then we can reduce our work such as algebra, mathematical
errors and complexity.

IV. DISCUSSION AND INTERPRETATION

The AC voltage and current response of the electrochemical
system (Fuel cell, solar cell or battery) under investigation is
analysed by the FRA to determine the resistive, capacitive and
inductive behaviour of the system at that specific frequency.
Physicochemical processes occurring within the cell electron
& ion transport, gas & solid phase reactant transport, het-
erogeneous reactions, etc. have different characteristic time-
constants and therefore are exhibited at different AC frequen-
cies [11]. When conducted over a broad range of frequencies,
impedance spectroscopy can be used to identify and quantify
the impedance associated with these various processes.

Electrochemical impedance spectroscopy (EIS), a diagnostic
tool that has been widely used in studies of electrochemical
systems such as battery and electrolytic cells, has been utilized
by an increasing number of researchers in recent years. It is
very much evident that analysing the raw measured signal,
besides the classical Nyquist and Bode plots, is a very straight-
forward and easy to use tool which can help the user to make
sure that the linearity, stability and causality conditions. Thus
in the part of designing where we need to make of different
types of circuit we can give the greater insight to it behaviour.
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Abstract—Over recent years there has been significant 
developments in the burgeoning field of mechatronic musical 
instruments. These developments have seen mechatronic 
instruments greatly increase in complexity, and concomitantly, 
their expressive capabilities. However, the development of 
designing control systems for these instruments has been lacking, 
meaning that the use of these expressive new instruments has 
largely being left to the builders of the instruments themselves, or 
other especially skilled users. This paper proposes a new 
framework for the control of mechatronic musical instruments 
that is designed to afford an intuitive interaction for all users. 
This design allows for more aesthetic exploration of mechatronic 
instruments as well as expanding the potential demographic of 
users. This framework explores the potential of new iPad 
applications that offer high level control parameters and 
gestures, for the real-time interaction with mechatronic 
instruments in both performance and installation settings 
without assuming prior mechanical knowledge of the user.   

 This paper discusses the current state of the field and 
the need for this new framework. It then demonstrates and 
explains three case studies that have being developed by the 
authors as examples of this new framework. 

Keywords— Control Systems, Mechatronics, Musical 
Robotics, Touch Interfaces, Control Framework, Interaction 
Design, Installation Audience Interaction Introduction (Heading 
1) 

I. INTRODUCTION 
Mechatronic musical instruments have recently seen a 

period of rapid development in their functionality and 
musically expressive qualities. However, this development has 
often taken part purely on the instrument side, with 
significantly less development taking place on the control 
system side of the instruments. In order for mechatronic 
instruments to be used by a wide range of composers and 
performers, as well as non-expert users in an installation 
setting, the authors recognise a need for development in the 
user control systems for mechatronic instruments.  

This paper begins with an assessment of the field of 
mechatronic instrument development, and the use of iPad 
applications as instruments and expressive musical tools. The 
development of custom iPad applications as musical interfaces 
is a key aspect of the new framework. Following this, the paper 
goes on to discuss the motivation for developing the proposed 
framework. After discussion of the motivating factors, the 
framework itself is introduced with detail provided of how the 
framework operates, and why each element and 
communication method was chosen. Finally, the paper 
provides three case-studies, each of which has implemented the 
proposed framework. These case studies include: 
speaker.motion, a mechatronic loudspeaker; Carme, a 
mechatronic string ensemble; and mecha.space, a control 
system for spatialised mechatronic percussion instruments. The 
paper concludes with discussion of the future direction of the 
framework. 

II. RELATED WORKS 

A. IPad and IPhone as interfaces 
In the past decade the increased commercial popularity of 

multi-touch products has seen interfaces of this type begin to 
gain popularity as performance interfaces for live electronic 
music. In particular Apple’s iPad and iPhone have proved a 
popular interface to develop new applications for musical 
expression. This popularity might be attributed to a number of 
factors: they have a relatively low purchase cost; their multi-
touch technology is fast, accurate and reliable, particularly 
when compared to early large-scale multi touch tables; they 
require no calibration; and they are not affected by stage 
lighting. This set of factors make these commercial touch 
interfaces well-suited platforms with great potential for 
exploration as a musical interface.  

Many artists and developers from the NIME (New 
Interfaces for Musical Expression), an impor community have 
built expressive interfaces using this platform. Ge Wang’s 
Magic Flute [1] and Magic Fiddle [2] are new instruments 
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conceptually based on the design of an acoustic flute and 
fiddle. They were designed to fully utilize the capabilities of 
the tablet and smart phone technologies. Their control systems 
include: touch events, accelerometers, breath control (through 
microphone input), and GPS location. Even though these 
instruments are designed to replicate pre-existing acoustic 
instruments, they also extend their capabilities through utilizing 
the features of the new technology. For example, the potential 
for multi-user networked performance. There is also a vast 
array of synthesis applications written for touch screens that are 
used by the novice user, as well as by professional musicians, 
such as the Arturia iMini, Moog Minmoog and the Korg iMS-
20. 

A further trend in the use of portable touch-screen 
technologies is as a control interface (rather than a full 
instrument). Many music software programs are now capable 
of receiving control information from touch interfaces. For 
example, the Logic Remote app allows direct communication 
with Logic Pro X, a popular digital audio workstation (DAW) 
that allows for comprehensive editing of audio. This extends 
the Logic Pro X control interface for recording, mixing and 
performance purposes. Rather than generate audio on the app 
itself, the app uses the technology embedded in the iPad to 
send communication data back to the computer to control 
Logic Pro X. There are also multiple control interfaces 
available to interact directly with Ableton Live, another 
popular DAW, in both studio and performance settings, many 
of which are graphical representations of popular hardware 
interfaces. 

This short list of examples shows that portable multi-touch 
technologies have quickly found their place as expressive 
interfaces both in the NIME community and in the commercial 
realm. The widespread adaptation of this technology makes 
these interfaces a desirable platform to work with in the context 
of the goals of the framework presented in this paper, as it has 
a high potential for other members of the mechatronic 
community to adopt and develop the proposed framework.  

B. The Mechatronic Instrument Field 
A main driver for research in the mechatronic musical field 

has been affording musical expressivity through their design. 
This has created a proliferation of control parameters and 
complexity in these systems, affording more expressivity. 
However, this has made the composer-mechatronic system 
interaction more complex and difficult. Rapid developments 
made in the design of these instrument systems have not been 
matched in the control systems, which as Jim Murphy 
identifies, means that ‘[t]o compose for these systems in their 
current state is to manually direct every action that the robot 
undertakes. To write music in this manner is quite time-
consuming, requiring much actuator management rather than 
higher-level musical composition.’ [3] 

The common control solution that most designers of 
mechatronic systems use is to implement a custom MIDI 
communication framework. The MIDI communication 
protocol has its benefits as it is widely used (particularly in 
music communities), with many commercial hardware controls 
available, as well as many software systems that can output 

MIDI. The protocol is reliable, versatile, common among 
musicians, and simplistic, which makes it well suited to 
communicating control parameters to a musical mechatronic 
system. 

However, the commercial hardware MIDI controllers 
available are often ill-suited to controlling the specific range of 
parameters that are afforded by complex mechatronic systems. 
The keyboard design paradigm that many MIDI keyboards are 
based on offers a fine degree of control over discrete pitches, 
with dynamics, polyphony and physical tactility all important 
design features. However, in many cases, this design paradigm 
doesn’t match the specific needs of a complex mechatronic 
system. 

This lack of suited hardware controllers often mean that 
composers use software to generate MIDI to control a 
mechatronic system, which is more customisable than its 
hardware counterparts. This method has its benefits, as 
composers can carefully control many different parameters at 
once by transcribing MIDI messages, and then playing their 
compositions back. This also makes compositions repeatable, 
and mechatronic builders can implement communication 
frameworks that can be catered for. A good example of this is 
Godfried-Willem Raes’s research with the Logos Foundation, 
who have developed a large robot orchestra, and provide a 
comprehensive MIDI manual for each of their robotic 
instruments. [4] 

C. Bespoke Hardware Controllers for Mechatronic Systems 
There are very few examples of custom-built hardware 

controllers used to communicate with mechatronic instruments. 
Jordan Hochenbaum and Owen Vallis have designed a large 
multi-touch interface called Bricktable, which they used to 
control Ajay Kapur’s MahaDeviBot, a twelve-armed 
percussion robot. [5] The touch interface sent positional and 
rotational data of tangible objects that were placed on the touch 
surface to MahaDeviBot, controlling rhythms and intensity of 
each strike. Bricktable was not specifically designed to control 
mechatronic systems, however, they were able to customise the 
user interaction to control the MahaDeviBot.  

Ajay Kapur has also interacted with mechatronic systems in 
his piece Digital Sankirna. The work is for Kapur’s own ESitar  
[6], a custom built hyperinstrument, that combines a sitar with 
sensors that detect different aspects of the performers 
movement and behaviour; and for the Machine Orchestra [7], a 
mixed ensemble of human and robotic performers developed at 
the California Institute of the Arts. Through using data from the 
sensors on the ESitar, as well as real-time analysis of his ESitar 
performance, streams of quick notes are distributed throughout 
the robotic ensemble, creating ripples of percussive strikes to 
accompany his sitar playing. 

In a 2013 interview with the LAWeekly, Trimpin described 
an iOS application he has developed that allows the user to 
control an ensemble of his mechatronic sound sculptures [8]. 
The application allows for different MIDI sequences to be sent 
to different instruments, allowing for the control of an 
ensemble from one point. The application itself is specific to 
Trimpin’s creations, and as such, not widely adaptable for 
other systems. 
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III. MOTIVATION 
As discussed in Section 2, the authors felt that portable 

multi-touch devices offered a great range of potential for 
development as a control interface for musical expression. In 
particular the iPad is well suited with its larger screen size, its 
reliability and its ease of use, especially in configuring 
communications over a wireless network. Furthermore, it is 
also a multi-functioning affordable tool that many users may 
already own. This was a significant factor in the decision of 
which design platform to implement for this new framework. It 
needed to be something that would allow control in multiple 
performance settings without requiring new hardware for each 
different mechatronic system. Mechatronic musical instruments 
themselves often require significant set up and time, and 
incorporate a lot of hardware to set up, so the control interface 
needed to be something that could be incorporated in the 
system without significantly adding to the complexity of the 
overall system. 

Another factor was considering the potential for use by 
users coming from multiple backgrounds. It was important that 
there is the both the potential for nuanced, complex control that 
will allow an experienced performer to become highly 
proficient and use the platform for sophisticated musical 
performance; as well as being able to be implemented in an 
installation setting where a novice user could quickly engage 
with the system. This would allow them to interact with a 
mechatronic instrument, quickly but with enough complexity to 
create meaningfully musical gestural relationships. 

The authors also felt that it was imperative for the 
development of the mechatronic musical field to develop the 
control elements of the robot/human interaction, to fully 
explore the possibilities that this research can afford.  

IV. FRAMEWORK OVERVIEW 
The new framework developed by the authors can be 

broken into three major parts. The first is the control interface, 
which takes the form of custom iPad apps. Though each 
individual system has its own app developed specifically for it, 
there are many common features that allow the apps to fit 
easily within the wider frameworks. This also means that in 
building each new application the structure for the iOS code, 
can be used for each app, significantly reducing the time 
needed to develop each new app. The apps all send OSC data 
out over a wireless network, which is setup through a 
configuration screen that allows the user to input the IP address 
and port number for communication to be sent. Depending on 
the needs of the application, this screen can also feature other 
configurable settings as needed.   

The OSC (Open Sound Control) [9] protocol was chosen 
for its ease in customisation. Each application can easily 
implement its own protocol based on the control data needed 
for the particular systems. The OSC data is then received in a 
customisable Max/MSP patch [10]. The Max patch essentially 
works as a protocol translator - receiving OSC data and 
translating it to the appropriate MIDI data that is needed to 
control the mechatronic instrument. Depending on the needs of 
the performance and the system, the Max patch might also 
generate further musical information. For example, in the 

mecha.space system, the Max patch also generates sequences 
of MIDI information that can be sent as loops to the 
instruments. The control interface then triggers each loop to 
start, and determines which instruments should play which 
parts of the sequence.  

Max/MSP was chosen for its ease of use both in receiving 
OSC data and sending MIDI data, but also for its potential to 
be used to generate complex musical information be it in the 
form of audio or MIDI data. As has being identified in Section 
2, MIDI is the most common control protocol implemented by 
mechatronic musical instruments. It was a goal of the 
framework to be compatible with both future and past 
mechatronic instruments and the use of the MIDI protocol 
ensures this is possible. The full framework is displayed in 
diagrammatic form below.  

 
Fig. 1. Overview of New Framework 

V. CASE STUDIES 
The following section will outline three case studies 

developed by the authors that are examples of the proposed 
framework. Each of these systems has being developed for 
both performance and installation settings. They all feature 
customised versions of each element of the framework built off 
common base foundations and communication protocols. 

A. speaker.motion 
speaker.motion is a mechatronic loudspeaker system that 

allows dynamic repositioning of the loudspeaker in real-time 
[11]. The loudspeaker can be fully rotated in either direction 
indefinitely, as well as, tilted 180 degrees. This allows its 
directionality to be manipulated to create complex spatial 
patterns and trajectories, as well as, activating the physical 
space in varying ways. The speaker.motion iPad application 
was designed so a performer or installation user could 
intuitively control the angle and tilt of the loudspeaker in real-
time. The full speaker.motion system features four loudspeaker 
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units each of which can be controlled independently and 
simultaneously by the app. 

 
Fig. 2. speaker.motion mechatronic loudspeaker. 

The design of the iPad app was driven by the intention of 
maintaining highly intuitive gestural relationships between the 
movement of the speaker and the physical movement the user 
performs. The app shows graphical representations of all four 
loudspeakers displayed as a series of consecutive circles. The 
user interacts by moving a small ball around the graphical 
space representing the directionality with which the speaker 
should aim itself. The radial movement is very intuitive as the 
position inside the circle that the ball is placed directly 
correlates to the radial direction of the loudspeaker. The tilt is 
controlled by the balls distance from the centre of the circle. 
The outer most circle will cause the speaker to tilt towards the 
floor, the inner circle will cause the speaker to tilt directly up, 
and all other positions are calculated therein. 

 
Fig. 3. The speaker.motion iPad Application 

The speaker.motion iPad application and its 
implementation of the proposed framework means that the 
mechatronic loudspeakers can be interacted with in a gestural 
and intuitive way by performers or non-expert installation 
users. The direct mapping of the app to the physical 
movements of the loudspeaker themselves means that the 
instruments can be used easily by musicians and other users 
without any understanding of how the mechanics of the system 
works. The proposed framework removes the need for 
specialised knowledge in interacting with this mechatronic 
ensemble and opens speaker.motion up as an expressive tool to 
a much wider and more diverse range of users in both 
performance and installations settings.  

B. Carme 
Carme [12] is an application designed to control The Polus 

Ensemble [13], an ensemble of mechatronic, bowed string 
sculptures. The ensemble contains six instruments, each with a 
single string that is excited by a rotating bowing wheel 
mechanism. The design of the bowing mechanism allows for 
the control of the speed of rotation of the wheel, direction of 
rotation, and the pressure of the bow onto the string through 
controlling the swing arm that rotates perpendicular to the 
bowing wheel. 

 
Fig. 4. The Carme Application User Interaface. 

Due to each unit having four raw control parameters, high-
level musical behaviours were abstracted to allow a more 
intuitive interaction. This means if a user wanted to create a 
continuous note, they would not have to set the direction of the 
arm and adjust the speed, as well as, control the speed of the 
bowing wheel. Instead these behaviours offer abstract control 
parameters like intensity, which are interpreted in the 
Max/MSP application to control these parameters accordingly. 

Circles and squares represent musical behaviours and the 
instruments of the Polus Ensemble respectively on the iPad 
user interface. By dragging a musical behaviour in close 
proximity to an instrument, the relevant behaviour is performed 
by the instrument. This design can easily be customised to have 
any amount of instruments and behaviours on the screen, 
catering to the specific mechatronic system. This behaviour is 
only triggered when the shapes overlap. The degree of 
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proximity is used to control a parameter within the behaviour. 
An example would be the intensity of a continuous note. 

 
Fig. 5. Polus Ensemble controlled by Carme, the iPad app. 

Each shape is not fixed in space and may be grouped in any 
way. This allows for an interesting approach to organising 
sound, as sculptures can be spatially grouped together to create 
chords, or separated to make small sections in the ensemble. 
Using a spreading gesture with two fingers can alter the size of 
the behaviours. This allows for the influence of a behaviour to 
dilate and cover a large space. By making the behaviours 
larger, the user can have finer control over the proximity, as the 
resolution is effectively higher.  

While to some degree, this approach of high-level musical 
behaviours abandons the possibility of fine-grained control 
over every possible control parameter; it has the benefit that it 
greatly simplifies the user experience, while still allowing for 
complex behaviours to result. This design choice was informed 
by the two different complexities that exist in The Polus 
Ensemble: controlling multiple instruments at once that are 
spread out through space, while treating them as one 
mechatronic system; and the multiple parameters of control 
that each sculpture presents. 

Through using this framework, the complexities of the 
ensemble can be controlled in a nuanced way, which is both 
intuitive, and doesn’t require a full understanding of how each 
of the units need to behave in order control musical behaviour.  

C. mecha.space 
mecha.space developed out of ideas about spatialisation in 

live electronic music. One of the focuses of research in 
acousmatic music is the dynamic spatialisation of sound across 
loudspeaker arrays. mecha.space seeks to explore these 
concepts of the spatialisation of musical ideas through an array 
of sound generators in the mechatronic realm.  

The mecha.space application was designed for user 
interaction with a spatialised mechatronic percussion ensemble 
in both performance and installation settings. The graphical 
user interface allows the user to drag visual depictions of the 
physical instruments, represented as red squares into the space 
to coincide with where those instruments have been placed in 
the concert hall. Once satisfied that the instrument objects are 
placed correctly in the virtual space the user can ‘lock’ their 
positions so they aren’t accidentally moved in further 
interactions. The user may then tap on the instrument object to 
send a single hit note to that particular instrument, or interact 

with a separate set of objects, represented by green circles to 
start a rhythmic sequence and dictate how this sequence is 
spread throughout the physical instruments. The user can 
dynamically change the size of the circle, ranging from very 
small, to taking up the full screen and the system is able to 
recognise which instruments fall within the scope of the object. 
Any instrument falling within the scope of the object will play 
the rhythmic sequence. The velocity, or loudness of each 
particular instrument is determined by its position within the 
object relative to the centre. Instruments on the edge of the 
objects parameter will receive only a low velocity and therefore 
play much quieter, instruments positioned right in the centre of 
the object will play at full loudness capabilities. 

 
Fig. 6. The mecha.space iPad Application 

In following with the proposed framework the mecha.space 
application has a start-up screen where the user can enter the 
details of the desired network and port to connect to. The data 
about the instruments is then sent out via OSC messages over 
the network. For a tap received on an instrument object a single 
message is sent with an ID corresponding to the instruments 
tapped. For the sequencing objects a message is sent for each 
instrument that falls within its scope, the message contains two 
ID tags, one for the instrument and one for the object. The 
message also contains a percentage value that will correspond 
to the velocity value, the percentage of how close to the centre 
of the object it is, therefore dictating the amplitude with which 
that instrument is played.  

The sequencing takes place in Max/MSP where the MIDI 
data is produced. The user can easily create rhythms to 
sequence within Max that can be played by the mechatronic 
percussion ensemble. While mecha.space was designed to 
work with specific mechatronic percussion instruments, a 
major advantage of the framework is that it could very quickly 
and easily be adjusted for use with any mechatronic 
instruments that are controlled with MIDI. 

VI. CONCLUSIONS AND FUTURE WORK 
The strength of developing this framework lies in the 

ability to control multiple mechatronic instruments in a 
customisable, intuitive, and convenient way for a range of 
users from expert to novice. This expands the possibilities of 
these exciting new mechatronic systems to users beyond the 
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very small group of expert builders and makers. It also gives 
these users a convenient, flexible, and powerful way of 
interacting with their own mechatronic systems. 

Future developments for this framework will be directed 
towards expanding the existing applications to other 
mechatronic systems. This will lead to development of how 
these touch interfaces can be interacted with in different modes 
to suit different systems. Also, the authors will be researching 
streamlining and providing a standard package of software 
which will allow for the quick customization of parameters and 
features so that many different mechatronic systems will be 
quickly compatible. 
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Abstract—A model for the oscillation of an AT-cut quartz
crystal submerged in a weakly viscous fluid is developed and
used to characterize the expected shifts in resonant frequency.
These shifts are complex and predict a change in magnitude of
around 0.034% in water. A trend for the quality factor deviation
is proposed. An extension to include the oscillation amplitude
is in progress. These characterizations are essential to predict
the feasible limits of QCM operation in liquid and influence the
selection of a frequency counter such that the shifts in frequency
can be measured.

I. INTRODUCTION

The detection of subtle physical changes at the surface of a
piezoelectric crystal is emerging as a field of great potential,
with established applications in sensing of fluid properties,
mass accumulation and biomolecular adhesion [1]. Piezoelec-
tric materials provide a very direct transduction mechanism
through coupled mechanical and electrical behavior, i.e an
applied alternating electric field induces mechanical oscilla-
tions and vise versa. The mechanical response greatly depends
on the nature of any load to the crystal surface, affecting its
resonance characteristics.

The versatility and stability of quartz makes it a popular
piezoelectric material of choice, as it has a very high Q-
factor and offers a vast collection of different cuts, some of
which even exhibit temperature stability [2]. Quartz gained
momentum (in the figurative sense) as an investigative device
after the discovery by Sauerbrey in 1959 [3] that the resonant
frequency of a quartz crystal varies linearly, to first order,
with mass accumulation at the crystal surface. The Quartz
Crystal Microbalance (QCM) is a device designed to exploit
this relationship, capable of monitoring mass changes of the
order of a nanogram [4].

It was initially thought that placing a QCM in contact
with a comparatively large volume of liquid would result
in significant loss in quality factor and cessation of the
crystal oscillation. However countless experiments have since
revealed this as physically realizable, an outcome which has
significantly broadened the applications of the QCM [5]–
[8]. The QCM is now widely recognized as an inexpensive
biomoleular sensor, enabling precise determination of the
analytes responsible for accumulation of foreign mass layers
on the surface of the crystal. This application has driven a wide
investigation into the operation of an electroded crystal unit
placed in contact with a liquid containing analytes which bind
themselves to a coating on the electrodes. This application
has also influenced a drive to remove the electrodes from

the surface of the crystal and excite it remotely, to maximize
adhesion surfaces and enable contactless interrogation.

When an oscillating crystal is placed in contact with a
liquid, it is not only the adhesion of molecules which produces
shifts in resonance characteristics but the presence of the liquid
itself imposes additional damping and dispersion which also
alters the resonance characteristics. In fact, numerous studies
have shown that a crystal oscillating in a shear mode drags
a portion of fluid with it, inducing shear waves in the fluid.
These shear waves couple to the shear waves in the crystal,
resulting in a shift in resonance frequency which depends on
the density-viscosity product of the liquid [7]–[9].

In many medical and food processing applications, a re-
motely queried viscosity sensor would greatly simply mea-
surements. A remotely driven quartz crystal would provide
an elegant solution, due to the dependence of resonance
on fluid properties and the incorporation of the transducer
and sensing element into one simple piece. Although the
prospect of wirelessly exciting an unelectroded crystal with
an antenna seems a bit far-fetched, numerous studies have
already demonstrated successful attempts. A number of these
studies have even reported wireless excitation of quartz crys-
tals which are submerged in a liquid [10]–[15]. Despite the
successful attempts, the separation distance between the crystal
and antenna remains quite small, with the largest separations
around 2cm [16]. Removal of the electrodes does however

Newtonian liquid

circuitry

(a)

Newtonian liquid

circuitry

antenna

(b)

Fig. 1: (a) Schematic of an electroded crystal submerged in a
Newtonian liquid. (b) Depiction of a wirelessly excited crystal.
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show to improve the sensitivity of the oscillator, making
the sensing area larger and more responsive [17]–[20]. In
order to perform viscosity sensing with wirelessly excited
quartz crystals we must first confirm that we can adequately
model electroded quartz crystals operating in viscous fluid. A
schematic representation of the two excitation mechanisms is
shown in Figure 1. The present work will focus on the behavior
of submerged electroded QCMs, the situation depicted by
Figure 1 (a).

This is an in-progress work which encompasses the devel-
opment of models that we intend to test experimentally on
an electroded QCM, as well as a few experimental aspects of
operating a QCM in a Newtonian liquid. Expected frequency
shifts, changes to the Q-factor and expected oscillation am-
plitudes are investigated. These characteristics are dependent
on the fluid properties, thus providing a sensing mechanism.
Knowledge of these properties also is essential to making
an informed decision about feasible limits of operation and
frequency detection device requirements.

II. MODEL

Due to the anisotropic nature of quartz, the behavior of
an individual unit strongly depends on its geometry and how
it was cut from the bulk crystal. The most common crystal
cut used in QCMs is the AT-cut, which is a crystal unit cut
with its faces at an angle of 35.25◦ to the optical axes. This
particular cut has negligible temperature coefficient between
0◦C and 50◦C, exhibiting temperature stability around room
temperature [21]–[23].

Our model will be based around a Cartesian coordinate
system, where the faces of an AT-cut crystal lie in the X1X3

plane. The thickness of the crystal unit lies in the X2 direction,
with x2 = 0 passing through the center of the crystal and
the faces in the planes x2 = a and x2 = -a. A schematic
representation of the crystal’s orientation with respect to our
Cartesian coordinate system is given on Figure 2. A translation
of axes is performed on all material property tensors to account
for the discrepancy between the crystal’s internal axes and our
Cartesian coordinate system.

For a crystal submerged in a fluid we will examine a multi
layer system consisting of an AT-cut quartz crystal sandwiched

crystal

x1

x2

a

a

Fig. 2: Schematic representation of an AT-cut quartz crystal
and our Cartesian coordinate system. The faces of the crystal
lie in the X1X3 plane, with the thickness in the X2 direction.
The coordinate system originates in the center of the crystal.

between two fluid layers. The thickness of the electrodes
will be neglected. We will examine the motion in the crystal
and fluid individually, and then combine them with stress
conditions at the boundary.

A. Motion in crystal

In piezoelectric materials, deviations in electric field have
accompanying mechanical perturbations. The piezoelectric
constitutive relations connect the appropriate physical quan-
tities:

Tij = cijklSkl − ekijEk (1a)

Di = eiklSkl + εikEk, (1b)

where T is the stress tensor, c is the isothermal elastic stiffness
coefficient tensor, S is the strain tensor, e is the piezoelectric
coefficient tensor, E is the electric field vector, D is the electric
displacement vector and ε is the dielectric coefficient tensor.
The strain is related to the displacement within the crystal by

Skl = 1
2 (uk,l + ul,k) , (2)

where ui is the displacement in the ith direction.
Assuming no external body forces, the equation of motion is
derived from the principle that the resultant force on a body
is equal to the rate of change of momentum

ρüi = Tij,j , (3)

and in the absence of free charges

Di,i = 0. (4)

The linear theory of anisotropic elasticity permits the presence
of shear-horizontal waves, with the only non-zero displace-
ment in the X1 direction. Furthermore when the faces of the
crystal are large compared to the thickness, variation in the
magnitude of displacement in the plane of the crystals surface
is negligible compared to variation across its thickness [24].
This reduces the equation of motion to one dimension, with
u1 = u1(x2, t), u2 = u3 = 0. This translationally invariant
motion generates an electric scalar potential, φ, which also
only depends on x2 and t, and the only non-zero component
of the electric field vector can be written as E2 = -φ,2.
Specifying (3) and (4) to the present case results in

c1212u1,22 + e212φ,22 = ρü1 (5a)

and
e212u1,22 − ε22φ,22 = 0. (5b)

Assuming a simple sinusoidal time dependence and plane
wave solutions the displacement takes the form

u1 = Aei(kx2+ωt). (6)

Substituting this into (3) reveals the dispersion relation

k = ω

√
ρ

c1212 +
e2212
ε22

. (7)
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Fig. 3: Schematic representation of a quartz crystal submerged
in a fluid of viscosity η. The graphs on the left show the
qualitative behavior of the ideal displacement in the crystal,
u1 and the fluids, vT1 and vb1.

The piezoelectrically stiffened elastic stiffness coefficient,
c1212 +

e2212
ε22

, is often referred to as α for simplicity. The
frequency, ω, and wave number k, are continuous parameters
and appropriate boundary conditions provide conditions of
resonance.

Omitting time dependence, equation (5b) can be integrated
to find an expression for φ

φ = e212
ε22

u1 +Bx2 + C, (8)

where B and C are integration constants that are determined
by the electric boundary conditions. C is immaterial and will
be omitted. Assuming electrodes either side of the crystal
subject it to a sinusoidally varying potential difference with
amplitude V imposes the condition φ(a)− φ(-a) = V , which
gives an expression for B

B = 1
2a

[
V −A e212

ε22

(
eika − e−ika

)]
. (9)

The expression for stress relative to the boundary conditions,
T21, is then given by:

T21 =

(
c1212 +

e2
212

ε22

)
iku1(x2)+ e212

2a V+
e2212
ε222a (u1(-a)− u1(a)) .

(10)

B. Motion in fluid

When the crystal is submerged in a fluid, it drags a small
portion of the fluid with it as it oscillates. This induces shear
waves in the fluid. We will assume that the volume of fluid
is such that the penetration depth of the shear wave is signifi-
cantly less than the fluid depth. A schematic representation of
a quartz crystal submerged in a Newtonian liquid is show in
figure 3.

Due to the symmetry of the crystal we assume the displace-
ment field in the fluid is parallel to the faces of the crystal.
One can simplify the Navier-Stokes equation to arrive at

ρf v̇1 − ηv1,22 = 0, (11)

where ρf is the density of the fluid, v1 is the component of the
velocity parallel to the crystal surface and η is the viscosity
of the fluid. The associated stress is

T21 = ηv1,2. (12)

The fluid in contact with the upper surface requires a periodic
solution diminishing with distance to the upper surface of the
crystal. vT1 takes the form

vT1 = Dei(−κx2+ωt), (13)

where the superscript T indicates the fluid attached to the top
surface. The fluid in contact with the lower surface requires
a periodic solution diminishing with distance to the lower
surface of the crystal. vb1 takes the form

vb1 = Eei(κx2+ωt), (14)

where the superscript b indicates the fluid attached to the
bottom surface.

When combined with (11), both of these expressions result
in the dispersion relation

κ2 =
iρfω

η
. (15)

This dispersion relation contains the imaginary unit, i, indi-
cating that κ and ω cannot simultaneously be real, and the
presence of damping.

III. OPERATION OF CRYSTAL IN FLUID

It is assumed that when the crystal oscillates while sub-
merged in the fluid, the fluid layer in contact with the crystal
is dragged perfectly in sync with the crystal. This assumption
imposes the conditions at the boundaries

u̇1(a-) = vt1(a+), (16a)

u̇1(-a+) = vb1(a-). (16b)

The stress must be continuous at the boundaries, imposing the
conditions

T21(a-) = T21(a+), (17a)

and
T21(-a+) = T21(-a-). (17b)

A. Frequency

The conditions at the boundary combine together to form
the expression

2iω ηκαk

1 + ω2
(
ηκ
αk

)2 = tan 2ka, (18)

which when combined with dispersion relations 7 and 15
reveal a frequency equation. In the absence of fluid, η = 0
and the result is the natural oscillation frequency for a crystal
in free space

ω0 =
nπ

2a

√
α

ρ
n = 0, 1, 2, 3, ... (19)
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Fig. 4: Relative frequency shift due to viscous damping. The
location of water on the curve is indicated.

where n = 0, 2, 4, ... correspond to the symmetric modes and
n = 1, 2, 3, ... correspond to the antisymmetric modes. This
expression agrees with the well known results of Koga [25].
It happens that only the antisymmetric modes are physically
realizable.

As we only intend to examine weakly viscous fluids, any
shift in resonant frequency induced by the presence of a fluid,
∆ω, is much smaller than the resonant frequency itself, ie
∆ω
ω � 1. Linearizing both sides of (18) around ∆ω

ω = 0 and
keeping only first order terms leads to an expression for the
frequency shift induced by submerging the crystal in a weakly
viscous fluid

∆ω = (i− 1)
2

π

√
ρfη

2ρqα
ω

3/2
0

(
1− ρfη

ρqα
ω0

)
. (20)

As expected the shift is complex, meaning the wave is
dispersive. Since ρfη

ρqα
ω0 � 1, the second term in the brackets

can be neglected for most practical purposes. The shift in fre-
quency is proportional to

√
ρfη, which indicates that frequency

measurement alone is not enough to infer the viscosity of the
fluid, and more sophisticated techniques are required to pry
apart the density-viscosity product.

This expression differs from those commonly stated in
the literature for two main reasons. Firstly, it is a complex
expression, retaining information about energy losses in the
system. This helps us enormously in characterizing the quality
of resonance. And secondly, it is an expression for the shift
in frequency when the crystal is completely submerged in a
fluid. This is reasonably unexplored, in contrast to the case
where only one surface is in contact with a liquid which has
been extensively studied with established results [9], [26]. Our
results show that the frequency shift induced by completely
submerging a crystal in a liquid is approximately twice the
shift induced when the crystal is only in contact with a liquid
on one surface, as our intuition might expect.

10−7 10−6 10−5 10−4 10−3 10−2 10−1 100 101 102 103

ρfη (kgm−2s−1)

102
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105

Q
fa

ct
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WaterAir

Fig. 5: Quality factor response to viscous damping. The
locations on the curve corresponding to air and water are
indicated.

The relative frequency shift is plotted on Figure 4 against
density viscosity product. The shifts are typically quite small-
around 0.034% for water. This amounts to a 3.4kHz shift for
a 10MHz crystal.

B. Quality factor

For a general resonant system, the quality factor is related
to the complex frequency by [27]

2Q = Re(ω)
Im(ω) . (21)

The quality factor against density viscosity product is shown
on Figure 5. The trend reflects our intuition in that as the
density viscosity product gets smaller the Q-factor begins
to resemble the Q-factor of the crystal in free space. In
the absence of all losses this value would be infinite, and
although internal losses within the crystal are extremely small
the electrodes attached to the crystal surface are a source of
loss. The exact effect of the electrodes on the Q-factor is
strongly dependent on the mounting technique and conditions.
However, the free space Q-factor of an electroded quartz
crystal is typically of the order of 105 [28].
As the density viscosity product of the fluid increases, more
of the driving energy put into the crystal goes into moving
the fluid rather than being stored in the crystal to sustain
oscillations. This supports the sharp drop in Q-factor observed
on Figure 5.

C. Oscillation amplitude

The displacement amplitude can be found by the stress
boundary conditions at the upper surface, and solving for the
amplitude A in terms of V , with ω given by 19 and 20. This
results in the expression

A = −e212

2a

[
(ikα− κωη) eika +

e2212
2aε22

(
e−ika − eika

)
+
]−1

V.

(22)
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In air, where the density-viscosity product is small (about
10−5kgm−2s−1), this oscillation amplitude amounts to about
5 × 10−2pm. This value is approximately 106 times smaller
than values stated elsewhere [1], [29], [30]. However,
Kanazawa [30] produces an expression agreeing with equa-
tion 22. Further work is needed in this area to obtain confi-
dence in equation 22.

IV. OSCILLATOR CIRCUIT

Decisions regarding the circuitry responsible for driving
the crystal and receiving its response depend largely on the
resonant properties of interest. For applications in viscosity
sensing, many regard dissipation to be the most useful property
[6], [31]. Dissipation characterizes the losses in the system,
and is equal to the inverse of the Q-factor, making it propor-
tional to

√
ρfη to a good approximation. The dissipation of

an oscillatory system is found by scanning across a range of
frequencies, and extracting the Q-factor.
It is theoretically possible to infer fluid properties from the
oscillation frequency, through use of equation 20. Frequency
measurements are much easier conduct than dissipation mea-
surements, as crystal drivers such as the SN74LVC1GX04
from Texas Instruments act to drive the crystal at its resonant
frequency. The circuitry involved is incredibly simple, and
inexpensive. However, there are a number of practicalities
to keep in mind. Firstly, the ability of the driver to drive
oscillations accurately at the resonant frequency diminishes
alongside the Q-factor [32]. And secondly, an accurate time
base is essential in order to confidently resolve the desired
shifts in frequency.

V. CONCLUSIONS AND FUTURE WORK

In order to use wirelessly excited quartz crystals as a sensing
element for fluid viscosity, a detailed understanding of the
operation of a QCM completely submerged in a fluid must first
be achieved. We have developed reasonable expressions for the
shift in frequency due to viscous effects of a QCM submerged
in a liquid. These shifts are typically quite small, around 0.03%
to 0.04%. The frequency shift was used to characterize the
quality of resonance, which suffers as viscous load increases.

Our model for the oscillation amplitude is still in progress,
and our immediate attention will be devoted towards its devel-
opment. Once this has been achieved, these characterizations
need to be further extended to predict the feasible limits of
QCM operation in liquid.

To infer the density-viscosity product of a fluid from fre-
quency data, the time base of the frequency counter must have
a greater stability than the the crystal itself. An appropriate
counter must therefore be selected such that the desired shifts
in frequency can be measured.

Once it is established that the shifts can be measured, our
focus will shift to the inference of model parameters from
frequency data.
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Abstract—This paper presents a wide area medium frequency 

loosely coupled magnetic energy harvesting system with power 

delivery and network synchronisation for remote sensors, 

intended for agricultural and industrial environments.  Intended 

for situations with poor service access, power is supplied from a 

source via a large area loop.  Receiver nodes may use ferrite 

cored coils for good efficiency with modest volume.  Transmission 

of low bandwidth network synchronisation data permits very low 

operational duty cycle with the need for real time clocks or wake 

up receivers and their associated power drain.  As a key enabler 

for the system, a full custom energy harvester and QPSK data 

demodulator IC has been designed and fabricated in a 

commercial 180nm CMOS technology.  The IC occupies 

0.54mm2 and can deliver 10.3μW at 3V to an external battery or 

capacitor.  With standard MOS device thresholds the rectifier 

can start from cold with only 250mV peak from the antenna loop, 

and the battery charge output is delivered with 330mV peak 

input.  Results are presented from laboratory evaluation and 

from preliminary measurements in the field with a 10m x 10m 

loop driven at 800kHz. 

I. INTRODUCTION 

Remote sensor networks are becoming well established with 

the availability of very low power IC technology.  For many 

applications, a simple battery remains the most sensible choice 

of power and service lifetimes of several years are common.  

Where access for maintenance is restricted, energy harvesting 

or scavenging systems have become popular allowing 

indefinite operation.  Photovoltaic cells are a common and 

very successful source provided that adequate illumination is 

available [1].  In some industrial environments, periodic 

vibration from machinery can be used successfully [2]. 

For agricultural and industrial applications power can be 

obtained by a variety of methods depending on the specific 

circumstances.  Where photovoltaic generation is not practical, 

wireless power becomes attractive.  Rather than attempt to 

recover adequate power from an ill-defined ambient 

electromagnetic environment at some high frequency, we 

investigate supplying power in the near field via very weak 

magnetic coupling from a medium frequency source using a 

large-area loop.   In this frequency range a ferrite-cored loop 

receiver antenna may be used to increase effective area and 

ensure acceptably small volume.  The use of a lower-

frequency source also reduces problems associated with 

localised signal attenuation due to walls etc., making 

deployment in less well-defined environments easier.  The 

current in the transmitting loop is not considered a significant 

issue for the applications envisaged provided that current 

levels are not impractical and that the power required for the 

source does not exceed the limits of a single-phase AC mains 

outlet.  A further benefit of supplying the power from a known 

source is that management and control data may be 

transmitted without a significant bandwidth penalty.  

Supplying timing information to a number of deployed sensor 

nodes provides the opportunity to operate at very low duty 

cycle ratios without the need for a real-time clock or a wake-

up receiver, eliminating the disproportionate power of such 

functions.  To achieve workable operating range in a 

physically small unit, the receiver power recovery circuits 

must be able to cold start with the lowest possible voltage and 

hence the weakest magnetic field in a given operation area.  

Rather than focus on power transfer efficiency, we instead 

direct our effort to ensuring that the receiver can start from an 

unpowered (“cold start”) condition with the minimum voltage 

at the antenna coil.  The main effort of this work is hence 

directed at demonstrating the feasibility of an IC that performs 

the functions of rectifier, data demodulator and power 

management. 

We first describe the overall architecture for the proposed 

system, and then the requirements for the receiver IC.  We 

then present some aspects of the circuit design and show 

measured results from laboratory and field experiments. 

II. SYSTEM ARCHITECTURE 

A. Wide-Area MF Loosely-Coupled Magnetic Power Transfer 

Much research has been directed into harvesting or scavenging 

power from electromagnetic sources.  In the main, these works 

have looked at extracting energy from the ambient conditions 

in the UHF and low microwave regions from cellular and 

wireless LAN transmissions [3].  At these frequencies, a 

physically small antenna can easily be of the order of a 

wavelength and thus achieve good efficiency.  Whilst 
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potentially attractive from the user’s perspective, there are 

some drawbacks.  If the source is an RF service intended for 

another purpose, the field strength at the intended location 

may vary considerably.  Propagation is also restricted to 

essentially line of sight or with only insubstantial obstructions 

for the sensor antenna locations. 

In this work, we seek to address the needs of applications 

where sensors may need to be deployed within a defined area 

but may be sited where direct illumination is not available, or 

behind or below some barrier substantially opaque at UHF and 

microwave frequencies.  Industrial and agricultural sites may 

pose such challenges, but the site may well be suited to 

providing a dedicated RF source.  Fig. 1 shows an example of 

a wide area MF magnetic, loosely-coupled, energy-harvesting 

system. A dedicated magnetic field is created by a large loop 

antenna that may be fixed at or near the boundary of the 

operational site.  The power for the MF current source can be 

from AC mains or other large fixed supply, and is consistent 

with typical small industrial equipment. 

The sensors, represented by several secondary coils, harvest 

the available energy within the transmitter loop.  Air cored 

receive coils may be used, but the use of ferrite cores can 

reduce the physical size of a practical receiver to a few cm
3
.  

The requirement for the magnetic system is to provide enough 

voltage at the receiver coil terminals to activate the harvesting 

electronics.  For this system, 250mV was set as the target 

antenna voltage for a cold start. 

Figure 2 shows a plot of the field created by an example 

configuration of a 10m x 10m loop (as used in practical 

measurements).  It can be seen that the magnetic field is 

relatively constant within the loop, and decays rapidly outside 

its perimeter [4], making interference with other spectrum 

users unlikely. 

Note that while the regulatory framework in many territories 

does not currently permit such proposed systems, some 

territories are permitting experimental work, and it is likely 

that the declining use of MF broadcasting will make narrow 

band non-radiating systems more likely elsewhere. 

B. Synchronisation Protocol 

Almost all remote sensors are configured to operate with a low 

active duty cycle, as this enables very significant average 

power savings when data collection is only needed at a very 

slow sample rate.  The calculation of the average power 

consumption of the smart sensor can be done by using 

equation (1).  P is the average power consumption; Pn is the 

power consumption of the module; tn is the active time of the 

module per period and tT is the total time period. 

 

Tt

tPtPtP
P

....332211 +++
=   (1) 

For example; a smart sensor collects data once every hour. 

The sensor module requires a receiver, a sensing transducer 

and an uplink transmitter (typically UHF) where the power 

consumption and the active time of the modules are shown in 

table 1.  By using equation (1), the average power 

consumption of the smart sensor is 0.24µW. 

Problems arise when the duty cycle is made very low in terms 

of guaranteeing that a data burst sent from a node is received 

reliably by the controller.  If the timing is not accurate, the 

controller itself may be in a sleep mode, or there may be a 

collision between data bursts from two or more remote nodes.  

Conventional means to control synchronization employ high 

accuracy real-time clock circuits, or wake-up receivers that 

monitor a similar frequency to the uplink.  In both cases, some 

significant power drain is associated with the circuits that are 

always on, making further demands on the energy harvesting 

and limiting the available energy for the data acquisition.  

In the proposed system, we use the MF power transfer system 

to carry a low-speed data channel, conveying basic system 

management and timing information.  In this way any receiver 

 
Figure 1. Wide area MF magnetic loosely coupled energy harvesting. 

 
Figure 2.  Calculated magnetic field pattern for a 10mx10m square 

transmit antenna loop. 

Table 1. Representative relative power consumption of typical 

components in a remote sensor. 
Module Current 

supply 

Voltage 

supply 

Power 

consumption 

Active 

time 

(per 

hour) 

Energy 

consumption 

(per hour) 

Sensor node 350µA 3V 1.05mW 130.2ms 136.71µJ 

Transmitter 10.5mA 3V 31.5mW 4ms 126µJ 

Microcontroller 365µA 

(Active) 

11nA 

(Idle) 

3V 1.095mW 

(Active) 

99nW 

(Idle) 

200ms 219µJ 

(Active) 

356.4µJ 

(Idle) 
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nodes within the loop can maintain precise synchronisation 

and avoid data collisions with the small power overhead 

needed for a low-rate demodulator function. 

Figure 3 illustrates the flow chart of a possible synchronisation 

protocol for the system. Initially, the sensors harvest the 

magnetic energy from the primary source. When the receiver 

is ready to operate, an acknowledge command is transmitted 

to the source and the initialisation of the system is complete. 

In normal operating mode, the sensors are only active when 

they receive the wake-up command from the transmitter. The 

receiver can consume less power as it operates with a very low 

duty cycle without timing problems. 

III. RECEIVER ARCHITECTURE 

Figure 4 shows the block diagram of the complete 

harvester/receiver IC, as implemented in CMOS technology.  

Critical to the operation of the whole IC is the active AC-DC 

rectifier block, as its performance sets the lower operating 

voltage limit, and hence the range or size of transmit loop.   

As the receiver loop coil is relatively small compared with the 

size of the transmitter loop, hence a ferrite material is used to 

increase the permeability of the loop coil [5].  The induced 

voltage received from the ferrite rod can be magnified by 

employing a parallel capacitor to form a high Q factor 

resonant circuit. 

A rectifier circuit is used to convert the incoming AC voltage 

to DC supply.  The received voltage in the intended 

application might be very small since the coupling coefficient 

is very poor.  Thus, a very low start-up voltage of the rectifier 

is more important than the power conversion efficiency (PCE), 

and hence impedance matching the antenna to the rectifier in 

its cold state is not desirable.  Implementing a rectifier in 

standard CMOS presents problems since the transistors will 

not turn on significantly until the threshold voltage is reached, 

typically around 0.4V – 0.5V for common processes.  This 

threshold may be avoided by using a costly non-standard IC 

process with devices such as Schottky diodes [6] or near zero 

threshold voltage transistors [7].  To avoid the associated cost 

and difficulty obtaining such a special process, we use internal 

circuitry to cancel most of the MOS threshold apparent in the 

rectifier, as shown in figure 5.  Using such techniques, 

simulations show, the circuit can start from cold with an input 

much less than the MOS threshold, in this case at about 

250mV peak.  

Once the rectifier starts, its inherent doubling function gives 

an output VRECT at nearly twice the input.  When this reaches 

around 600mV the power management functions are also able 

to operate, and a DC-DC charge pump raises the recovered 

power to a level suitable for slowly charging an external 

lithium-ion battery or other load.  In a complete sensor-node 

application, this would typically include a low power 

microcontroller and a VHF/UHF transmitter as well as the 

sensor transducer itself.   

Start

TX transmits power 

for energy harvesting

T = t1

0

1

TX wakes RXs

RXs collect data and 

transmit back to TX

RXs sleep

TX received 

data
0

1

RXs ON
0

1

 
 

Figure 3.  Example of synchronization protocol for network. 

 

PSK 

DEMOD

POWER 

MANAGE

DC-DC 

CHARGE 

PUMP

AC-DC 

ACTIVE 

RECTIFIER
SYSTEM 

LOAD
ANTENNA 

COIL

CMOS IC 

DATA

VRECT

VCPVANT

 
Figure 4. Block diagram of the MF harvester/receiver IC. 

 
 

Figure 5. Active rectifier concept to reduce impact of MOS threshold 

voltage. 
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IV. MEASUREMENT RESULTS 

In addition to conventional lab measurements the IC was 

tested with a large area loop in an electrically quiet external 

environment.  A square loop antenna with 10x10m
2
 was 

constructed to provide a dedicated magnetic field for the 

energy harvesting system operating at ~800kHz as can be seen 

in figure 6.  The loopwas implemented using copper wire with 

a resistance of 0.57Ω/m is attached to the top of non-magnetic 

poles 2m above ground level (as might be constructed using 

fencing structures). The calculated inductance of the 

transmitting antenna is 90µH while the resonance capacitance 

is 413pF.  Figure 7 illustrates the transmitter driver circuit 

implemented using the bipolar junction transistor SS8050 for 

the switching active device.  The block diagram of the testing 

setup is shown in figure 8.  The driver circuit is supplied from 

a bench power supply while the input switching signal is 

generated from a function generator.The receiver antenna is 

implemented using a 4cm x 1cm diameter ferrite rod antenna 

with the resonant capacitor.  The loss resistance of the coil is 

0.83Ω while the loop coil inductance and resonant capacitance 

are 53µH and 700pF respectively.  The measured in circuit Q-

factor of the receiving antenna was 33.  The receiver was 

tested at different positions within the square loop antenna 

where the vertical distance between the coils is approximately 

0m. 

Table 2 shows the measured harvested power of the receiver  

IC in a grid where the origin (x=0m, y=0m) is at the centre of 

the square loop.The measured transmitting current generated 

from the driver circuit is at 220 mARMS.  The receiver IC 

achieves 1.024µW maximum output power at 3.2V when the 

receiving coil is located close to the corner of the square loop 

antenna.   Table 3 shows the measured harvested energy of the 

receiver IC at the center of the transmitting coil (x= 0m, y= 

0m) when the transmitter current is varied.  The results 

indicate that the received energy can be increased to usable 

levels and all the subsystems made functional by increasing 

the output current of the driver circuit to around 700mARMS. 

V. CONCLUSION 

A wide area magnetic loosely coupled energy harvesting 
system has been presented, incorporating a dedicated localised 
wireless power source.  An embedded data channel for 
management and synchronization open the way for operation 
at very low active duty cycles with attendant average power 
savings.   The key component for the system, the low-power 
harvester/receiver, has been implemented in a full custom 
CMOS integrated circuit.  The IC has been shown to start 
from cold with as little as 250mV at the antenna coil terminals 
and with slightly larger inputs all of the internal functions are 

 
Figure. 6. Measurement setup of the wide area MF magnetic loosely 

coupled energy harvesting. 
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Figure. 7. Transmitter loop driver circuit. 

 

 
Figure. 8. Testing setup for the magnetic loosely coupled energy 

harvesting measurement. 

 

TABLE 2  MEASURED HARVESTED SIGNALS IN THE RECEIVER IC 

Position (m) Received 

voltage 

(mVpeak) 

VRECT 

(mV) 

VCP 

(V) 

DC output 

power (uW) x Y 

4 -4 278 914 2.64 0.697 

0 -4 246 860 - - 

0 0 209 805 - - 

2.5 2.5 227 900 - - 

-2.5 4 241 754 - - 

-2.5 -2.5 231 910 - - 

-4 -4 264 915 0.915 0.084 

-4.5 -4.5 337 915 3.2 1.024 

TABLE 3  MEASURED HARVESTED ENERGY OF THE RECEIVER IC AT 

CENTRE OF THE TRANSMITTING COIL WITH DIFFERENT TRANSMITTER 

COIL CURRENTS 

Transmitter 

current 

(mARMS) 

Received 

voltage 

(mVpeak) 

VRECT 

(mV) 

VCP 

(V) 

DC output 

power (uW) 

220 209 805 - - 

230 239 0.77 0.343 0.012 

570 280 928 2.709 0.734 

 

ENZCon 2016

73



active.  The measurement of the harvesting energy using the 
wireless energy harvesting IC shows the maximum output 

power of 1.024µW at 3.2V.  Measurements in an exterior 
setting confirm that the system can operate with practical 
transmit and receive power levels. 
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Abstract—In order to provide expressive performances, musi-
cal robots must be capable of varying their playing parameters
in fine-grained and consistent ways. Unfortunately, due to their
often high actuator count and signal processing requirements,
conventional purely microcontroller-based methods of control-
ling their actuators have proven insufficient at providing the
accuracy required for precise and reproducible control. This
paper provides an outline of the shortcomings of traditional
methods of musical robot control with an example robot which
outputs pulse widths with up to 100 microseconds of error,
and describes a newly created control system which makes
use of a hybrid microcontroller-FPGA design to achieve error
rates in the order of single-digit nanoseconds. The system’s
components and performance is then described, and comparisons
are drawn between the new system and traditional methods. This
novel system leverages both the sequential logic capabilities of
a microcontroller with the massively parallel capabilities of an
FPGA to provide a fine-grained, reliable, low latency and high
resolution control for musical robots.

Keywords—Musical Robotics, Solenoid, Servo, Stepper, Music,
FPGA, Microcontroller

I. INTRODUCTION

The field of musical robotics is concerned with the activa-
tion of real-world acoustic sound objects by way of computer
control and electronic actuators. This often takes the form of
robotic musical instruments such as mechatronic guitars[1],
self-playing drum kits[2], and automatic wind instruments[3],
but also encompasses areas such as kinetic sculpture and sound
installations[4], and anthropomorphic robots playing musical
instruments[5].

There are many reasons that composers and other artists
make use of musical robots. Some prefer the acoustic
and spacial characteristics of real-world sound objects over
loudspeakers[6], while others may enjoy the visual cause
and effect relationship that robots can create in a musical
performance[7]. Musical robots offer the ability to instantly
audition musical material in an acoustic environment during
the process of composition and are especially capable of
playing very fast, complex music and performances of long
duration. They also offer the ability to realise algorithmic,
generative or interactive music with real instruments.

However, there remain aspects in which human performers
excel over musical robots, and much research is being done

to make improvements in these areas. Experienced musicians
are very flexible, being equipped with a range of standard
and extended playing techniques with which to play their
instrument. While it is straight forward to simply instruct a
performer to play an instrument in a different or novel way, for
musical robots, any extra technique will require extra design,
construction and programming to add. These techniques allow
human musicians to deliver varied, expressive performances
with a very large dynamic range and fine grained and precise
control over timing.

Creating expressive performances with musical robots gen-
erally involves dynamically varying the amount of power
applied to actuators, when the power is applied, and the length
of time the power is applied for. The more accurately these
variations can be programmed, the more precisely composers
can write convincing and expressive performances for these in-
struments. When these parameters are less accurate, the result
may be perceived as a variation in the robot’s performance that
makes the machine sound ‘more natural’ or ‘more human’, or
conversely, when the parameters are unfavourably inaccurate,
it can create negative issues with timing and dynamics. It is
for this reason that it is necessary to improve the accuracy of
these signals, so that composers have the choice of whether or
not to inject expressive characteristics into the performance of
their pieces, and in which way.

This paper begins by providing some background of the
area in section 2, introducing the various methods of actuating
musical robots and the electronic methods that have been
used to drive them. A newly created robotic instrument that
is an attempt to improve the accuracy of musical robots is
then introduced in section 2A, and the shortcomings of the
traditional methods of actuator control that this instrument
revealed are outlined. The reasons for these shortcomings and
potential solutions are discussed, before the newly developed
hybrid microcontroller-FPGA musical robot control hardware
is presented in section 3. The various sections of the hardware
and its features are described, and its performance is evaluated
and compared with traditional musical robot control methods
in section 4.

II. BACKGROUND

While the breakthrough of musical robotics into the realm
of mainstream popular music could be considered a 21st
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century phenomenon, the field dates back to the 1970s, with
Trimpin, Godfried Willem Raes, and Ken Caulkins’ early
work. However, much of this work was itself based on the
rich history of musical automata which dates back to the 9th
century. [8] and [9] provide more information on both the
recent history of musical robots and the earlier history of
musical automata.

While there are many different varieties of musical robot,
this paper focuses on the control of the most common group,
percussion. There are also a number of methods of actuating
percussion robots, from pneumatic devices, to servos and
electromagnets, each with their own strengths and weaknesses,
outlined in [10]. That study showed that while pneumatics offer
great power and servo-based methods offer a lot of flexibility,
solenoid based methods are a capable all-round solution, which
explains why many of the most prolific musical roboticists
such as Trimpin and Godfried Willem Raes utilise them in
their projects.

Regarding solenoids, there are also several methods used
to control them electronically. Earlier methods often utilised
Darlington transistors to switch current to and from the
electromagnets[12], but this has since been superseded by
the more efficient MOSFET-based circuit illustrated in [11].
The most common method of generating the required pulses
that trigger those MOSFETs is utilising the GPIO pins of
microcontrollers, however dedicated 16-bit timer ICs such
as the Intel 8254[13], or other methods such as analogue
control[14] may also be used.

A. The Problem

In late 2015 to early 2016, a project was started to improve
the accuracy, reliability and usability of musical robots by em-
bedding hardware DSP inside the robots, providing them with
musical information retrieval functionality. The first example
of a musical robot with this functionality is the Closed Loop
Robotic Glockenspiel, described in [15] and shown in Figure 1.
The instrument consists of a 21-key glockenspiel with an array
of linear tubular solenoids and coil pickups mounted beneath
the keys. It utilises two Arm Cortex-M3-based microcontroller
boards which process input from external MIDI devices, and
control the solenoids. In addition, the conditioned analogue
audio signals from the coil pickups are received by the
microcontrollers, and they conduct onset and latency detection,
continuously and automatically calibrate the instrument in real-
time, and perform latency compensation.

Fig. 1. The Closed-Loop Robotic Glockenspiel.

While evaluating the performance of the auto-calibration
algorithms, it was observed that instead of settling on the
correct values, the calibrated velocity values were slowly

oscillating up and down, decreasing the effectiveness of the
calibration. Closer inspection revealed that the cause of the
issue could be traced back to variations in the widths of the
control pulses output by the microcontrollers. This was caused
by the fact that the microcontrollers were undertaking multiple
tasks related to input processing, audio-rate analysis, output
checking and other tasks, resulting in pulses that were intended
to be of identical width varying in actual width by up to 100
microseconds.

The dynamic range of robotic percussion mechanisms is
restricted on the low end by the softest hit that will reliably
strike the key, and at the high end by the longest pulse
that finishes before the solenoid strikes the key, so as to let
the solenoid bounce off the key naturally. The Closed-Loop
Robotic Glockenspiel achieves a low mechanical latency by
mounting the striker solenoids very close to the glockenspiel
keys, in turn limiting the dynamic range at the high end. To
improve upon this, the voltage applied to the solenoids is
increased to approximately 60 V, and the length of control
pulses decreased correspondingly. As a result, the Closed-Loop
Robotic Glockenspiel’s entire dynamic range is controlled by a
narrow range of pulses between approximately 1500 and 3000
microseconds in width.

In addition, the velocity response of solenoid actuators is
highly non linear, as discussed in detail in [12] and [16].
As a result, there are certain regions of the dynamic range
which have increased significance, being particularly sensitive
to minute variations in the width of control pulses. Unreliable
pulse widths at the low end of the dynamic range are also
particularly problematic as they can result in a potentially
very musically important programmed note not sounding at
all. For these reasons, the accuracy, resolution, consistency and
reliability of control pulses is vital to creating musical robots
with precisely controllable expressive ability.

There are several potential approaches that could yield
improved accuracy in this area. Utilising the timer peripherals
of microcontrollers, configuring them to act as one-shot timers
and routing their outputs directly to the GPIO pins is one
approach that provides greatly increased accuracy. However,
many musical robots, especially those with a large number
of actuators or musical keys like the Closed-Loop Robotic
Glockenspiel, would require individual one-shot timers for
every single actuator under control. A survey of available
microcontrollers on the market did not produce an offering that
provides the high number of high resolution timer peripherals
that a controller of such an instrument would require.

Alternatively, multiple microcontrollers could be included,
each which would control a few actuators. While possible,
this would increase cost, physical space required, and require
individually programming each microcontroller separately for
each change in firmware - a time consuming and error-prone
work flow. Rather than individual microcontrollers, another
possibility is utilising multiple programmable interval timer
ICs such as the Intel 8254 mentioned by Raes[13]. However
these chips also consume a lot of physical space, are costly
and inflexible in functionality.

Upon investigation into these possibilities it was decided
that the optimal solution to achieve sub-microsecond accuracy
of pulse-length for large numbers of channels simultaneously,
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Fig. 2. The new musical robot controller board. Fully populated rendering with main sections labeled (left), and photograph with two banks populated (right).

independently of the work load of the rest of the system,
would be to utilize a field-programmable gate array. This
FPGA would then be configured to house as many high
resolution hardware timers and other circuitry as required. The
result would be a single small board that can control large
numbers of a variety of actuators with a high level of precision.
The following section describes the hybrid microcontroller-
FPGA musical robot control board developed to achieve these
objectives.

III. THE HYBRID MICROCONTROLLER-FPGA BOARD

This section outlines the design concepts of the robot con-
trol circuit board shown in Figure 2, complete with descriptions
of the board’s internal and external communication protocols
and capabilities, how the board is programmed and powered,
and how it can be used in a large variety of different musical
robots.

A. Design Concepts

There were several design goals for the robot controller
board. First and foremost, it should provide at least 32 channels
of sub-microsecond accurate one-shot control pulses to an
equal number of MOSFETs and provide outputs to that many
actuators. Secondly, the board should be flexible as to which
actuators, MOSFETs and external hardware can be connected
to it, and thirdly it should be straightforward to program,
compatible with streamlined development environments such
as Arduino and Mojo. The following subsections illustrate how
these design goals were met, and explain the architecture and
capabilities of the circuit board.

The 130 x 100 mm board attempts to support as many use-
cases as possible by making use of a modular design. This
means that several different communication interfaces such as
standard MIDI, USB MIDI, serial communication, SPI, I2C
and GPIO are included, and a channel count of 48 is offered,
but any functionality that is not required may not be populated
on the board. An example population is shown on the right
side of Figure 2 where 2 banks of 8 actuators are required,

and both USB and standard MIDI communication is utilised.
This leaves the remaining 4 banks of buffers, MOSFETs and
flyback diodes unpopulated.

B. Communication with the Outside World

As shown on the left side of Figure 2, traditional MIDI
In, Out and Thru connectivity is provided for, adhering to
the 2014 update to the MIDI 1.0 specification. MIDI In
is primarily utilised for receiving musical control messages
from a sequencer or live performance interface, MIDI Out
can relay information about the robot and performance back
to the sequencer, and the buffered MIDI Thru functionality
can relay incoming commands to additional boards should
more than 48 channels be required. USB MIDI functionality
is also provided on the top right side of the board by an
Atmel Atmega8u2 microcontroller equipped with built in USB
connectivity, loaded with a modified version of the Hiduino
firmware[17].

16 general purpose analogue inputs line the top center of
the board, which may be used for reading sensors utilised in
closed-loop control systems or other purposes. Additional bi-
directional UART, SPI and I2C ports are broken out for external
communication to and from the main microcontroller. An 8-pin
GPIO port is also made accessible to accommodate potential
future requirements.

C. Internal Communication

In response to external information received via the MIDI,
GPIO, analogue inputs and other sources, the main micro-
controller processes all of the control logic of the musical
robot, including arranging the control of the actuators, pro-
cessing any closed-loop input signals and conducting any auto-
calibration, latency compensation and other functions. The
Atmel Atmega1280 microcontroller was chosen due to its 4
UARTS, high number of GPIO ports, low cost and direct
compatibility with Atmel Studio, AVR-GCC and the multi-
platform and uncomplicated Arduino IDE.
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Fig. 3. Diagram of the robot controller circuit board’s signal flow.

It is widely documented that latency is an important
characteristic in the design and performance of digital mu-
sical instruments, and minimizing latency is the subject of
much research and development in the area[18]. In order to
minimize the latency of the system, the main microcontroller
communicates with the FPGA in a parallel configuration. The
communication system, as shown in Figure 3, makes use of
three 8-bit GPIO ports and an extra single pin to clock the data
into the FPGA. This allows the microcontroller to transmit high
resolution pulsewidth information along with corresponding
actuator numbers in as little as 8 clock cycles, or 1000 ns at 8
MHz. Additionally, a bidirectional UART connection between
the microcontroller and the FPGA may also be utilized for less
time-critical information transfers.

D. The FPGA

In order to create high resolution, precisely timed signals
for a large number of actuators simultaneously, a Xilinx
Spartan 6 FPGA is used. The 6SLX9 device was selected due
to its appropriate number of I/O ports, number of logic cells
that exceeds the requirements of this project, and compatibility
with both the Xilinx ISE tools and the streamlined Mojo IDE,
with its simplified Lucid hardware description language.

The FPGA is highly flexible in that it can be reconfigured to
provide control signals to drive a number of different musical
robot actuators from high resolution PWM signals to drive
servomotors, to DC and stepper motors control signals. It
is also possible to create complex signals such as dynam-
ically changing PWM curves and pulse-wave audio tones
for electromagnetic actuation techniques[20]. However, since
solenoids are the most frequently used musical robot actuator, a
configuration for solenoid control will be described henceforth.

While PWM is occasionally use in conjunction with
solenoids, they will more commonly be controlled by either
one-shot or toggle style pulses. The castanet and egg-shaker
robots shown in [19] are examples of one-shot triggered and
toggle controlled instruments respectively. A custom config-
uration was designed in Verilog which contains an address
decoder and an array of 48 one-shot timers, clocked by the
FPGA’s undivided 50MHz master clock, allowing the device
to deliver pulses with a granularity of 20ns. Upon receiving
a positive edge on the Latch line, the output line is brought
high, the 8 bit address bus is decoded, and the 16 bit pulse-
width bus is loaded into the corresponding counter comparison
register. In this case the pulse-width values are specified in
microseconds, so the counter value is multiplied by a factor
of 50 to match the 50MHz master clock. The master clock
then decrements the counter each cycle until it reaches zero,
at which time the output line is brought down to ground.

As shown in Figure 3, the output banks of the FPGA are
sent to up to 6 octal buffer chips which adhere to HCMOS
logic standards, allowing 3.3 V logic to reliably register as
‘high’ in a 5 V powered buffer. These buffers serve the dual
purposes of protecting the internal circuitry from potentially
damaging voltage spikes from the outside, and lifting the
voltage level from 3.3 V to 5 V in order to activate a larger
variety of MOSFETs, analogue servomotors and other devices
that require the higher voltage levels.

E. The Programmer

The musical robot control board is equipped with JTAG
pins in order to uploaded configurations to and debug the on-
board FPGA, but in order to maintain compatibility with the
Mojo IDE and with it the Lucid hardware description language,
and to provide a low-cost and shallow learning curve option, a
separate programmer was also created. The small 35 x 50 mm
board shown in Figure 4 is built around an Atmel Atmega32u4
microcontroller with included USB connectivity and is based
on part of the Mojo V3 circuit board schematics.

Fig. 4. The detachable USB programmer for the FPGA.

By connecting a PC via a standard micro-USB cable,
the board is enumerated and it is possible to select it as
a programmer in the Mojo IDE or standalone Mojo Loader
software. By connecting the dual-row header shown on the left
side of Figure 4 to the main solenoid control board via a ribbon
cable, a bit stream can be established which loads a custom
configuration to the FPGA. Alternatively, the programmer was
designed in such a way so as to allow a user to solder the
programmer board directly to the main control board in case
of permanent installation. The programmer then sits above the
FPGA on the board, and does not increase the footprint of the
main board or interfere with other componentry.

F. Power

In order to ease the integration of the control board into
conventional electronics environments, a power conditioning
section is included to derive all of the necessary supply

ENZCon 2016

78



voltages from a standard 5 V line. Since the FPGA requires
both a primary power source of 3.3 V and an internal power
level of 1.2 V, 3.3 V and 1.2 V regulators are included on
board. In order to adhere to those voltage levels, all other logic
on board is also powered by 3.3 V, with the included buffer
ICs offering the ability to be powered by 5 V for compatibility
with 5 V components.

In addition to the power that the electronics of the system
requires, musical robots often require additional higher voltage
supplies to their actuators. This can be just 5 or 6 V for
servomotors, 12 or 24 V for stepper motors or solenoids, and
solenoids will often be powered at 48 or 60 V for increased
performance. In order to maintain flexibility and compatibility
with a large number of musical robot systems, each MOSFET
bank has independent higher voltage lines. This allows each
bank to accommodate actuators with different supply voltage
requirements, up to a maximum of 6. However, if fewer or
only a single higher voltage level is required, temporary or
permanent jumpers can be placed between the supply lines of
the banks, connecting them.

IV. EVALUATION

In order to evaluate whether or not the created system
achieved the desired performance, a trial was conducted to de-
termine the accuracy and consistency of the generated pulses.
The output pulses were measured with an Agilent DSO-X
2024A digital oscilloscope at a sample rate of 1 Gigasample
per second, and 100 measurements were taken to provide a
margin of error for the trial.

Figure 5 shows that of the 100 measurements of the pulses
taken, 39 of them were measured to be of the correct width
to the nanosecond, with the rest of the measurements showing
predominantly 1 and no more than 3 nanoseconds of deviation.
This accuracy is two orders of magnitude higher than the
required specification, and an improvement of 5 orders of
magnitude over the Closed-Loop Robotic Glockenspiel.

Fig. 5. Graph showing the accuracy of measured output pulses.

V. CONCLUSION

This paper has described significant hurdles that are en-
countered when attempting to achieve high levels of accuracy,
consistency and reliability with musical robot actuation, and
presented a novel method of overcoming these difficulties by
utilizing the massively parallel capabilities of FPGAs. The

design and capabilities of a new set of hardware created around
this principle were then presented in order to demonstrate an
implementation of the described concept. This implementation
is capable of consistently generating control signals for musical
robot actuators with a timing granularity of as low as 20
nanoseconds, a significant improvement over microcontroller
only designs, which in the author’s experience with the Closed-
Loop Robotic Glockenspiel could generate timing errors as
high as 100 microseconds.

The secondary requirement that the hardware implementa-
tion should be flexible with regards to actuator and MOSFET
number and choice was fulfilled by utilising a modular design,
organising the actuators into independent banks, each with in-
dividual voltage supplies, and buffer circuitry. Additionally, the
requirement that it must be possible to program and configure
the board with both very high level tools such as the Arduino
and Mojo IDEs and low level tools such as the Xilinx ISE
and AVR-GCC, was fulfilled by selecting compatible FPGA
and microcontroller parts and complying with the publicly
available hardware schematics of these systems.

It is hoped that the description of this concept and the
accompanying system will aid other musical roboticists in
creating new automatic musical instruments that can conduct
actuations accurately and consistently. This ability will make
musical robots capable of performances that more precisely
reflect the composer’s original intentions while also facilitating
the improvement of auto-calibration systems that increase the
robustness and usability of the instruments.
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Abstract—We propose a new version of the Transient Array
Radio Telescope (TART) based on the currently functional
TART2. The TART3 will utilise a more powerful central single
board computer (BeagleBone Green) that will replace two sepa-
rate computational components (Xilinx Spartan 6 LX9 FPGA and
Raspberry Pi 3). Due to the increase in power and replacement
of certain components, we hope to produce a more efficient and
cost effective aperture synthesis radio telescope with a smaller
physical footprint.

I. INTRODUCTION

A. Basic functionality and processes of a radio telescope

High energy solar particles collide with and pass through
the atmosphere every day causing hadronic interactions. These
events are referred to as solar scattering and often the larger
particles cascade; deteriorating further into more fundamental
particles in a process that is known as an extensive air shower
[3]. Each of these charged particles emit radio waves as they
spiral by basic electrodynamic law, a fact that has been exper-
imentally ratified as early as 1965 [7]. These radio pulses are
mainly produced due to geomagnetic emission. Geomagnetic
emission is caused when charged particles are accelerated
within a magnetic field [13]. In the case of atmospheric scatter-
ing, the magnetic field is that of the earth and the acceleration
is caused by the change in velocity (both magnitude and
direction) due to the collisions with atmospheric air particles.
These interactions occur continuously, like a chain reaction
until the kinetic energy of the solar particles is sufficiently
reduced. During this event, a net drift of charged particles
occurs, with electrons and positrons moving in the opposite
directions. This is due to the influence of the Lorentz force,
denoted by

~F = q~v × ~B

Where q is the particle charge, ~v is the vector for velocity, and
~B is the vector for magnetic field. This means that there exists
a transverse current due to the movement of charged particles
with respect to the direction of the shower axis. These currents
themselves will obviously vary with time, and it is the time
variation of these currents that produces the electromagnetic
signature which we can observe as radio waves. These radio
waves, if received by an antenna, will induce a voltage
across said antenna, thus producing an electronic signal. By
monitoring the change in these signals, the particles can be

tracked as they further cascade, giving data on what particular
hadronic particles deteriorate into in such a circumstance.
Furthermore, the secondary particles themselves can further
split depending on the energies involved. This can lead to a
greater understanding of subatomic structure, the process of
creation and the nature of elementary particles [13].

Arrays of antennas are used to give a more accurate reading
of the radio waves, and to give a more accurate measurement
of distance. By having multiple antennas receive the same
signal, the time delay between each antenna pulse will give a
path difference. This path difference, along with the incident
angles of the radio signal taken from the azimuth can be
used to formulate a trajectory from each antenna as to the
source of the electromagnetic pulse. The intersect of these
trajectories will then give an accurate reading as to the location
of this source [13] in a full spherical coordinate system. It
must also be noted that due to the rotation of the earth, each
antenna will have a unique velocity in three dimensional space
relative to the source, so each antenna will undergo a disparate
Dopler shift. This needs to be accounted for (along with other
confounding factors) in the analysis of the data. For obvious
reasons, it is then important to have more antennas in an
array, as well as an efficient mapping for the placement of
the antennas within an array. As such, the development of
the TART3 aims to accommodate a minimum of 24 antennas.
Utilising this many antennas within a transient array has
many applications, especially when the array is economical
to produce. For more details on placement of antennas within
an array, Huege [3] section five is recommended.

B. The TART2 radio telescope

The Transient Array Radio Telescope version 2 (TART2) is
a small scale antenna based radio telescope array designed and
created by the Electronics group at the University of Otago.
The TART2 is a 24-element aperture synthesis array radio
telescope [9]. Aperture synthesis telescopes simultaneously
sample a radio signal over an array of separate antennas. Each
signal recorded by the individual antennas are then digitised
at a 1-bit resolution and correlated [2]. As the antennae are
running synchronously, these digital results can then generate
an image of the celestial sphere. The TART2 in particular has
an angular resolution of approximately 3 arc-minutes [9]. As

ENZCon 2016

81



Fig. 1. A basic system diagram of the proposed TART3.

a comparison, the angular size of our sun is roughly 32 arc-
minutes.

The TART family operates within the L1 GPS band. This is
centered at 1.575GHz. This is a useful band to use as satellite
navigation signals generate insufficient noise to interfere with
the received data, due to the fact that they transmit below
the noise floor [1]. Therefore, they do not alter the processed
signal in any meaningful way. GPS satellites are also useful
for imaging [13] and antenna calibration [9] as they are known
locations in the celestial sphere, and can therefore be used as
a reference point.

The 24 antenna elements of the TART2 consist of four
separate hubs that run six antennae each. Each antenna hub
connects to the baseboard, which consists of a Raspberry Pi 3,
Spartan 6 LX9 FPGA and oscillator. The FPGA is a modified
Papilio Pro version, which includes 64Mb SDRAM and 48
I/O lines, along with a JTAG programmer [4]. The oscillator
sets the clock for the Spartan 6, which connects directly to the
antenna hubs. Each antenna supplies a single bit-stream of data
back to the Spartan 6 at a rate of approximately 16.368MHz
[9]. These data streams are then passed back through the
FPGA and storred within the Spartan 6’s SDRAM. Due to
the limited size of the the Spartan 6’s SDRAM (64Mb), the
TART2 can only record for intervals of approximately one
second before the SDRAM is full. Once the SDRAM fulls
up, data collection halts and the information stored within
the SDRAM is released to the Raspberry Pi for processing.

Therefore, data is recorded in small snap-shots approximately
once per minute.

The TART system currently utilises Taoglas model
A.01.C.301111 GPS antennas. The effective coverage for each
of these is close to hemispherical, which results in the TART
having the ability to retrieve signals from the entire sky [12].

The TART2 utilises a clock conditioning system in order
to nullify any clock jitter present at the radio receivers based
within the antenna hubs [9] [8]. This allows the distributed
clock signal to be scrubbed, buffered and redistributed to these
receivers via a low bandwidth phase locked loop [10].

All TART designs are open-source. This includes both
hardware and software, released under the GNU GPLv3 li-
cense. These designs are currently available through the TART
website (https://github.com/tmolteno/TART).

II. DESIGN OF THE TART3

A. Capabilities

We wish to develop a more powerful and efficient radio
telescope. While the TART2 is sufficiently capable for our
needs, there is always room for improvement. The main
areas of interest are decreasing the form factor, increasing
the data processing speed, increasing the number of antennae,
and reducing the cost of the TART system. Most of this
is achievable by a re-design of the control baseboard, then
adapting the antenna hubs and connections as needed in order
to make the system as efficient as possible.

ENZCon 2016

82



Fig. 2. System diagram of the PRU-ICSS. Taken from processors.wiki.ti.com/index.php/PRU-ICSS

Parameter Value
Processor AM335x 1GHz ARM Cortex-A8
RAM 512MB DDR3
On-board Flash Storage 4GB eMMC
CPU Supports NEON floating-point & 3D GA
Micro USB Supports powering & communications
USB Host 1
Grove Connectors 2 (One I2C and One UART)
GPIO 2 x 46 pin headers
Ethernet 1
Operating Temperature 0 ˜ 75◦C

TABLE I
SPECIFICATION TABLE FOR THE BEAGLEBONE GREEN

B. Hardware

The core of the TART3 is the BeagleBone Green single
board computer, which will be running a Debian Linux
operating system. The BeagleBone Green (BBG) features
an AM335x 1GHz ARM Cortex-A8 processor, with 512MB
of DDR3 RAM. The AM335x is a 32-bit processor. The
BeagleBone Green will replace both the Spartan 6 and the
Raspberry Pi 3. A basic system diagram of the TART3 can
be seen in Figure 1, while the full specifications of the
BeagleBone Green can be found in Table I.

It is unknown at this point if the external clock supplied by
the oscillator will still be required, although it is very likely.
As a minimum, the implementation of the BeagelBone Green
will help to reduce the cost and form factor of the TART.

The antenna hubs will most likely be compromised of the
same hardware components, although this is open to change as
there may be more powerful of efficient models now available.
In saying this, the layout of the hubs will need to be altered
to best accommodate the new central base station.

C. Software

The main strength of the BeagleBone Green lies with its
AM335x Sitara series processor. In particular its two Pro-
grammable Real-Time Unit Subsystem (PRUs) [6]. The PRU
used within the AM335x is the PRU-ICSS, which contains the
two 32-bit RISC PRU cores. ICSS stands for Industrial Com-
munication Sub-System [5]. The architecture of the AM335x
can be seen in Figure 3 while the PRU-ICSS system can be
seen in Figure 2. These PRUs are what allows the BeagleBone
to replace the Spartan 6. They are fast (200MHz) with a
single cycle I/O access, along with full access to the internal
memory. The PRU cores also contain their own DRAM with
single-error detection. In addition, an enhanced GPIO module
generates shift I/O support and parallel latch on external signal.
This allows implementation of real-time responses [5]. Being
freely programmable, this is where the core of the work on
this iteration of the TART will take place.

D. Goals and Time-Line

The TART3 is due to begin development in earnest in early
October 2016. The initial stages will consist of the writing of
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Fig. 3. Architecture of the AM335x Processor. Taken from www.ti.com/lsds/
ti/processors/sitara/arm cortex-a8/am335x/overview.page

fundamental code in order to allow the BeagleBone Green to
replace both the FPGA and Raspberry Pi. This means that
it will have to be functionally equivalent to the combined
system of the Spartan 6 and Raspberry Pi. Development will
initially focus primarily on the PRU-ICSS cores. In order
to accommodate this, the rest of the TART3 system will
clearly be subject to change and alteration to best make use
of the BeagleBone. As such the system diagram previously
mentioned is an outline only. The BBG will be coded in
C++. In order to test functionality, the BeagleBone will be
passed manufactured (or pre-analysed) data with a known
noise factor. The effectiveness of the system will be measured
by comparison of the true (known) distribution and that
determined by the new algorithms.

Due to the 32 bit processor within the BeagleBone Green,
there is the possibility that the TART3 will be able to process
one bit streams from up to 32 antennae synchronously. This
will give a huge boost to the resolution and accuracy of the
TART system if the system can be improved in this way.
After the initial coding this will be one of the main points
of investigation.

Once the BeagleBone is operational, modifying the rest of
the base-station will be the next major task. This will be done
in conjunction with any changes that need to be made to the
antenna hubs. This is due to that fact that these pieces of
hardware directly interact, and so developing them in isolation
could cause problems.

Past this, the TART3 will enter a full system testing phase
and the design and components should be finalised.

III. CONCLUSION

The TART project is completely open-source. As they are
developed, all design assets will be made available under the
GPLv3 [11] open-source license.

In summation, we plan to create a new version of the
Transient Array Ratio Telescope that has a smaller form
factor, is cheaper to produce, is more efficient and has the
capability to run more antennas. The TART3 is a logical
progression from the currently functional TART2, and as such
the finished product will have many similarities. The main area
of innovation from the TART2 to the TART3 is the inclusion
of the BeagleBone Green with its AM335x processor and in-
built PRU-ICSS cores.
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Abstract—This paper formulates a framework for real-time
control using a Bayesian control-system. A Bayesian controller
uses a Bayesian Sensor, which can characterise its own un-
certainty. The sensor outputs a posterior distribution, P, and
the controller, given this distribution, can calculate the cost of
different actions, a. It chooses the action, aP that minimizes the
expected cost; this is known as the Bayes act. This framework
is demonstrated by an example of detecting mains frequency
fluctuation, and shutting down equipment to mitigate the re-
sulting damage. The Bayesian controller is contrasted with a
conventional control system, which uses Fourier methods. The
Bayes act is calculated for a range of equipment and shutdown
cost ratios and the algorithm performance is verified. The
Bayesian controller detects frequency changes much faster than
the conventional controller, and shuts the equipment down at the
optimum time to minimize loss.

I. Introduction

Bayesian decision theory is a probabilistic approach to
decision making [1]. It is the optimal way of making deci-
sions given uncertainty, and becomes particularly important
when making decisions in a noisy environment. Its utility is
illustrated by the human nervous system during sensorimotor
control, which has evolved to act consistently with Bayesian
decision theory [2]. The primary use of Bayesian decision
theory has been in the field of economics [3]. In engineering, it
has been mainly limited to decisions on equipment and plant
design, see, e.g., Ref. [4] although, the robotics community
has recently begun to apply its techniques, e.g., in machine
learning [5]. However, Bayesian estimation is widely used
in engineering [6], [7], [8], [9], [10], [11], and the linear-
quadratic-Gaussian controller [12] can be cast in the form of
Bayesian decision theory.

In response to increased computational power and the pro-
liferation of embedded sensors, we propose a framework for
control system design which uses Bayesian decision-making
on sensor data in real-time. This method will allow control sys-
tems to operate optimally in noisy environments, or when the
system is otherwise uncertain. Figure 1 shows the difference
between a conventional control system, and what we name
a Bayesian control system. The conventional control system
compares sensor measurements, or some derived quantity, ym

with a setpoint s, which represents the ideal signal. The differ-
ence, dy is used by the controller to send the control signal,
u to the system. In contrast, the Bayesian controller uses a

Bayesian Sensor, which can characterise its own uncertainty
[11]. Specifically, the sensor outputs a posterior distribution,
P, and the controller, given this distribution, can calculate the
cost of different actions, a. It chooses the action, aP that mini-
mizes the expected cost. The Bayesian sensor presents several
advanages: its rigorous uncertainty quantification allows the
controller to be better informed. Furthermore, the controller
will make more sophisticated decisions based on a wide range
of business factors.

In this paper, we demonstrate a practical example of a
Bayesian control system to protect equipment from frequency
fluctuations in a noisy mains signal. To illustrate, we simulate
a noisy voltage signal, and use a fast Bayesian inference
algorithm to estimate the frequency at each sample point, along
with a corresponding uncertainty estimate. We show that the
Bayesian method detects the frequency change much more
quickly than conventional Fourier methods. The Bayesian
controller takes the cost of the equipment and the cost of
equipment shut-down as inputs, and uses Bayesian decision
theory to shut the equipment down at the optimal time to
minimise loss. We present results for different noise models,
sampling rates and cost ratios.

II. Example System

To demonstrate the principles of Bayesian decision theory
as straightforwardly as possible, we simulated an idealized
system. Of course, a real system will be more complicated,
and will require modified methods; these methods should,
nevertheless, follow the same principles that we demonstrate
here. In our ideal system, we assume equipment that is rated
to operate at a voltage frequency of 50 Hz, with a tolerance
δ. We assume that outside this tolerance, the equipment will
break practically instantaneously. We tested our algorithms for
frequency-change detection on simulated a mains voltage time-
series, when the frequency was allowed to vary. We simulated
a mains voltage time-series with an initial constant frequency
of 50 Hz. After a time, we ramped the simulated frequency at a
constant rate to a new value. The signal remained at this new
frequency for the remainder of the simulation. We sampled
the simulated signal at different sampling frequencies (5000
Hz and 500 Hz), to test our methods when the signal was
more or less well resolved by the sample points.
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P

Fig. 1. (a) Conventional control system which compares sensor measurements
ym with a setpoint, s, to inform a controller to send signal control signal u to
the system. Here, dy = s − ym. (b) Bayesian control system, which requires
a Bayesian sensor characterises its measurement uncertainty. In general, the
Bayesian sensor issues a series of posterior distributions, P to the controller.
The controller uses this distribution along with the costs encoded in a loss
function to apply the Bayes act, aP, to the system.

The mains voltage can be corrupted by distortion, which
can be categorised as non-harmonic distortion, flat-top har-
monic distortion and notching harmonic distortion [13]. Non-
harmonic distortion is essentially random noise. To test the
robustness of our methods to noise, we simulated additive
Gaussian observation noise at each sample point. Harmonic
distortion is a distortion with the same period as the waveform,
usually caused by distorting loads. This can cause a flattening
of the peaks of the sinusoid, or notching effects [13]. These
effects are easy to model by a finite superposition of sinusoids.
However, we will leave consideration of harmonic distortion
to future studies.

Figure 2(a) shows an example simulation where the initial
frequency of 50 Hz was held constant for 0.05 s, followed
by a constant frequency ramp, reaching to 48 Hz at time t =

0.09 s after the start of the simulation. The observation noise
at each timestep was drawn from a Gaussian distribution with
variance 3000 Hz2. This is much more noisy than we anticipate
for a real mains voltage series, but is useful to demonstrate
the value of our methods in noisy systems. The system was
sampled at 5000 Hz. Figure 3 shows similar simulated time-
series, but sampled at 500 Hz. At this sampling rate, there are
only ∼6 samples per period, which presents a bigger challenge
for frequency inference, especially for the noisier time-series.

III. Sensor Design

Here we compare sensor design for a conventional and
Bayesian sensor for our example system. The conventional
sensor uses a Fourier method to return frequency measure-
ments, while the Bayesian sensor uses sequential Bayesian
inference to return posterior distributions of freqeuncy.

(a) (b)

(c) (d)

Fig. 2. (a) Simulated mains voltage time-series, with frequency ramped from
50 Hz to 48 Hz starting after 0.05 s. The noise at each timestep is Gaussian
with covariance 3000 Hz2. (b) Section of the fast Fourier transform of the
first 0.04 s of the mains voltage timeseries shown in figure (a), i.e., before
the ramp. (c) Section of the The Fourier transform of the first 0.5 s of a
longer simulated mains voltage timeseries than in figure (a), taken before the
frequency ramp. (d) The Fourier transform of a later 0.5 s of the timeseries
than treated in figure (c), taken after the frequency ramp.

A. Fourier Analysis

The Fourier resolution of a time-series of length T is 1/T .
Therefore to detect a frequency change δ by Fourier methods
we need to sample for a time T = 1/δ. This could be a problem
if one needs to detect the change more speedily. Figure 2(a)
represents a time-series for which the frequency change δ = 2
Hz. To resolve this change, one requires a sample of 0.5 s. This
timescale, corresponding to around 24 periods of the mains
signal, might be too long to prevent equipment damage. We
exemplify this fact by computing the fast Fourier transform
(FFT) of noisy simulation data. We show in Figure 2(b) the
FFT of the first ∼ 0.04 s of the time-series in figure 2(a) (i.e.,
most of the time before the ramp). Clearly, the resolution of
∼ 25 Hz is insufficient to resolve any frequency change of
the order of 2 Hz. Figures 2(c)-(d) show the FFTs of 0.5 s
regions of a similar but longer time-series, before and after
the ramp. Here, the FFT obtains sufficient resolution to resolve
the frequency change.

B. Sequential Bayesian Inference

Model-based Bayesian sequential inference is a method for
updating knowledge a system’s state from sequential measure-
ments on the system. If we can assume an observation model
for the shape of the signal, model-based inference will resolve
frequency changes much faster than Fourier methods. For
mains frequency inference, we can safely model the signal as a
sinusoid, and we should be able to infer the signal well within
one period. Our task is made easier still by Bayesian inference
as we can make use of a prior estimate of the frequency and
a model for how the frequency changes.

Sequential Bayesian inference represents the state as a
probability distribution or probability density function. The
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(a) (b)

(c) (d)

Fig. 3. Voltage time series sampled at 500 Hz, with observation noise from
a Gaussian distribution of variance (a) 3000 Hz2, (a) 300 Hz2, (a) 30 Hz2,
(d) ∼0 Hz2.

state distribution evolves according to a ‘forward map’, which
encodes the model system dynamics. The algorithm predicts
measurements by applying an observation model to the up-
dated distribution. It compares these predictions to the actual
measurements, and updates the distribution sequentially using
Bayes’ rule.

We assume that the frequency and phase of the signal are
initially well known. This knowledge is encoded in a narrow
prior distribution; we assume a Gaussian prior distribution of
frequency with mean µ = 50 Hz and variance σ2 = 0.0025
Hz2. For the inference, we use a state model in which the
frequency changes due to a random (Brownian) process. This
is different from the simulated process that we used to generate
the data, in which the frequency is ramped gradually from
a constant value. Our use of a Brownian model instead of
a ramp reflects the fact that in a real situation we will be
ignorant of the prospective frequency behaviour. It allows us
freedom to detect a range of frequency processes, provided
the frequency change between samples is not larger than the
characteristic frequency scale of the Brownian model. Our
inference assumes a process noise at each time-step from a
Gaussian distribution of zero mean and variance 0.0025 Hz2

per time-step. This corresponds to a characteristic rate of
250 Hz/s; for comparison, in the simulated data, the frequency
is either stationary or ramped at at rates between 50 and
250 Hz/s.

Our sensor’s inference algorithm must be able to handle
the sinusoidal (i.e., nonlinear) observation model. We use the
Unscented Kalman Filter (UKF) [6], [7], [8], [9], [10], [11],
which is suitable for nonlinear systems. The UKF approxi-
mates the state distributions by a number of points, a much
faster inference than more for general Bayesian inference
algorithms, e.g., particle filters and Markov Chain Monte Carlo
algorithms. This enables real-time inference at high sample
rates.

(a) (b)

(c) (d)

Fig. 4. (a) True frequency from the timeseries 2(a) (red dashed line), with
95% credible region from the UKF output (grey region). The black solid line
represent the Bayes act when the ratio, k, between the cost of the equipment
and the cost of shut-down is 1000, and the equipment’s frequency tolerance
δ = 2 Hz. (b) as (a) but with the ratio, k = 10. (c) represents a clean timeseries
with negligible observation noise. The frequency dynamics are the same as in
figure 2(a). (d) as (a), but for the clean timeseries shown in (c). In all cases,
the frequency is ramped down at 50 Hz/s.

(a) (b)

(c) (d)

Fig. 5. (a), (b) as Fig. 1 (a) and (b), but with the frequency ramped up, not
down. (c), (d) as Fig. 1 (a) and (b), but with the frequency ramped down at
rate 250 Hz/s.

The UKF output is a time-series of means {µi}i and variances{
σ2

i

}
i
. We interpret each pair

{
µi, σ

2
i

}
to represent a Gaussian

posterior distribution and calculate 95% credible regions for
the frequency. Figures 4(a)-(b) show the 95% credible region
for the posteriors generated from the time-series shown in fig-
ure 2(a). These credible regions show the width and locations
of the posterior distributions as a function of time. The credible
regions follow changes in the frequency very quickly. When
the observation noise is negligible (figure 4(c)), the width of
the posterior narrows around the true frequency (figure 4(d)).
We show in figures 5(a) and (b), that the frequency inference is
similarly effective for up-ramps as for down-ramps. We also
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Fig. 6. Inferences from the voltage time-series from Fig. 3 (sampled at 500
Hz). The left column has Bayes act for k = 1000, the right for k = 10.

tested fast ramps, at a rate 250 Hz/s (see figures 5(c) and
(d)). At this faster rate, the true value falls outside the 95%
credible region during the ramp, although it falls inside the
region afterwards. The loss of accuracy reflects the limit of
our Brownian model, in which many consecutive frequency
increments of 250 Hz/s are unlikely. Despite a slight loss of
accuracy during the ramp, the Bayesian inference detects the
rapid frequency change much faster than the Fourier method.
Figure 6 shows frequency inference on the simulated time-
series of figure 3, where the sample rate is only 500 Hz. It is
clear from comparing, e.g., figure 2(a) with figure 3(a) that the
small sample rates introduce more ambiguity into the signal,
especially when the signal is corrupted by observation noise.
This ambiguity is reflected in the larger width of the 95%
credible regions for low sample rates (compare the top row of
figure 4 with that of figure 6). Reducing the observation noise
noise to something more realistic (figures 3(b)-(d)) leads to
narrower 95% credible regions, which allows better decision-
making as we will see in section IV.

IV. Bayesian control system framework

Figure 1(a) contrasts different control system frameworks.
A conventional control system might use the Fourier method,
described in section III-A. In this case, the measurements, ym,

in 1(a) are the largest Fourier components over some buffered
data. These are compared with a setpoint, s, of 50 Hz, and
the controller issues the shutoff signal when the difference dy
crosses the threshold, δ, for equipment damage.

In contrast, the Bayesian controller uses a Bayesian Sensor,
which can characterise its own uncertainty [11]. Specifically,
the sensor outputs a posterior distribution, P of the measured
quantity. In our example, frequency posteriors are generated
from the UKF. The controller knows the costs of all possible
actions available to it, and uses P to make a decision, a, which
minimises the expected loss. In our highly simplified example,
we assume the cost of shut-down is a constant, s, which is
related to the cost of equipment repair, e = ks, by some factor
k. If the equipment fails, the process will require repair, in
addition to shut down, thus incurring total cost e + s. The loss
function therefore takes the form:

L( f , a = On) =

0 if f ∈
[
f0 − δ, f0 + δ

]
e + s otherwise

L( f , a = Off) = s,

(1)

where f0 = 50 Hz. For a probability density function P, the
Bayes act against P, aP, is the act that minimizes the expected
loss [1]. In our demonstration, P is the (Gaussian) posterior for
frequency generated by the UKF, with mean µ and variance
σ2. Then the Bayes act takes the form

aP =

On, if (k + 1) FP < 1
Off, otherwise,

(2)

where

FP = 1 −
1
2

[
Erf

(
δ + f0 − µ
√

2σ

)
+ Erf

(
δ − f0 + µ
√

2σ

)]
(3)

is the probability that f <
[
f0 − δ, f0 + δ

]
and Erf is the error

function.
As well as the 95% critical regions, Figures 4(a) and (b)

also show the Bayes act for different values of the cost ratio
k, where the tolerance δ = 2 Hz, for the time-series with the
negative frequency ramp shown in figure 2(a). When k = 1000,
the “off” act is triggered around 0.01 s before the frequency
reaches the critical value of 48 Hz; at this time the 95% critical
region does not yet overlap the 48 Hz. For a smaller cost
ratio k = 10, the decision is less cautious, and the “off” act is
triggered later, around 0.005s before the frequency reaches
48 Hz, although in this case the 95% critical region now
overlaps this value. When there is no observation noise on the
signal, and the UKF produces a very narrow posterior, then the
“off” act is triggered almost instantaneously as the frequency
reaches 48 Hz. The Bayes act displays similar behaviour for
the positive frequency ramps in figures 5(a)-(b). When the
frequency is ramped faster, near the limit of that the inference
algorithm can handle, the Bayes act switches to “off” almost
instantaneously as the frequency reaches 48 Hz, and is slightly
late when the cost ratio as small (k = 10). However, this lag
is tiny, and is a factor of 200 smaller than the lag for the
conventional control system.
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For low sampling rates, as the posteriors are much broader
than for high sampling rates (all else being equal), the
Bayesian controller is more cautious (see figure 6). For the
noisiest data, when the cost ratio k = 1000, the Bayes “off”
act is triggered soon after the start of the simulation. This
caution is necessary, due to the ambiguity in the signal. As the
noise amplitude is reduced, or as k is reduced, the controller
is less cautious, making the Bayes “off” act closer to time the
frequency reaches 48 Hz. These results show that for noisier
systems, a larger sampling rate will improve decision-making,
particularly when the stakes are high, and controller needs to
resolve small frequency changes.

V. Conclusions and further work

In conclusion, we have introduced the concept of a Bayesian
control system, which provides a superior method of auto-
mated control and decision-making. We have demonstrated the
effectiveness of Bayesian sensors that use sequential Bayesian
inference, using an industrial example of detection fluctuations
in mains frequency. The Bayesian sensor far out-performs
conventional Fourier methods. Moreover, it allows decision-
making based on a full set of operating considerations and
prior information. This allows the control system automatically
to take decisions that minimise business costs, in this case
detecting a damaging fluctuation in the power supply and shut-
ting down the system. We note that a conventional controller
could make use of a loss function using a heuristic estimate
of the system’s state (e.g., the frequency in our example) as
its argument, and calculating the act that would minimize that
loss. However, the calculated loss would not be a rigorous
quantification of the expected loss. In our example, for all
values of k, this would lead to a trivial result where the control
system switches off the equipment exactly when the estimate
of f reaches the critical value.

In future work, we propose a more realistic model, which
will allow for phase uncertainty, and harmonic distortion. In
order to verify the performance in a real system, we intend
to test our algorithms on real mains data, which we expect to
be less noisy than for the highest amplitude noise considered
in this paper. Moreover, in a real setting, the loss function
will need be much more sophisticated than in equation (1).
Additionally, the work can straightforwardly be extended to
many other systems, e.g., thermostats and strain gauges. We
propose that there is huge scope for Bayesian control systems
to proliferate as businesses strive to maximise performance
and minimize losses.
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Abstract—Magnetic Resonance Imaging (MRI) machines can
generate hazardous RF heating of patients with implanted
neurostimulation leads. Consequently, most patients with these
implants are contraindicated from having MRI scans. The level
of RF heating has a strong dependence on lead length and is
most severe when the length is close to a specific resonant length.
Recent studies have shown that simple modifications to the lead
construction and insulating material can alter the resonant length
and significantly ameliorate this heating hazard, achieving MRI
safety. We propose a technique using time domain reflectometry
(TDR) to find the resonant length of an arbitrary lead such
to minimise the amount of MRI machine time needed to find
the length of highest heating. The results are compared with
temperature measurements made in a 3-Tesla MRI machine and
with a CW dipole radiator in the lab.

Keywords—Pulse measurements, reflectometry, biomedical elec-
trodes, medical diagnostic imaging, electrical stimulation, electro-
magnetic modeling, specific absorption rate, heating, safety.

I. INTRODUCTION

Implant leads such as those found in pacemakers, Spinal
Cord Stimulators (SCS), and Deep Brain Stimulators (DBS),
can be hazardous to a patient undergoing a Magnetic Reso-
nance Imaging (MRI) scan. Fig. 1 shows a typical implant lead
for SCS. The RF field generated by a 3 T MRI machine can
deliver peak pulses exceeding 30 kW in power at 128 MHz. [1]
This can induce significant heating of patient tissue at the distal
electrodes [2], [3], well beyond the 1–2 ◦C safety limits rec-
ommended by the International Commission on Non-Ionizing
Radiation Protection (ICNIRP) in [4]. This has lead engineers
to develop implant leads that are insusceptible to RF heating
from MRI. [5]–[8]

An implant lead is most hazardous at a specific resonant
length, lres, a parameter which can be exceedingly difficult
to calculate and resource intensive to simulate. Typically it
is found through measurement in an MRI machine or in the
lab with dipole radiators, where heating tests are made on
several implant leads varying by length [9]. We present an
alternative approach that employs Time Domain Reflectometry
(TDR) to allow simple and rapid extraction of lres from a
single measurement.

Fig. 1. Distal end of a 62 cm SCS “Octrode lead”. Eight platinum electrodes,
each 3 mm long and 1.3 mm in diameter, are separated by 4 mm insulating
spacers. Electrode numbering starts from ‘1’ (left-most electrode) to ‘8’ (right-
most electrode).

II. DISTAL HEATING

An implanted lead can behave as a resonant dipole to
the incoming RF field from an MRI machine. [10] Stored
energy is transferred along the length of the dipole and can
permeate out into the surrounding tissue, especially around
the bare electrodes. This gives rise to joule heating and in
some circumstances, can reach hazardous levels. Works by [3]
and [11] have shown that peak heating occurs when the lead
length is about 0.41λPn, where λPn is the wavelength along
the lead, largely determined by the tissue composition and
lead design. Calculation of λPn is possible but is limited
to simple coaxial-like lead structures. [10] Simulation can
provide predictions when the complexity is higher but demands
considerable resources and impractical computation run times.

Fig. 2 shows the simulated heating induced by an implanted
wire within an MRI birdcage. The birdcage was calibrated
to deliver a whole-body Specific Absorption Rate (SAR) of
1 W/kg. The three-dimensional simulation took 5 hours in
COMSOL Multiphysics 4.4 running on a 3.5 GHz quad-core
Intel CPU and consumed more than 60 GB of memory. Ad-
ditional simulations were also needed in order to confirm the
worst-case length for highest heating. For further simulation
details refer to [11].

Experimental measurements are usually performed within a
torso-shaped phantom inside of an MRI machine. Fig. 3 shows
our phantom on the bed of a 3T MRI machine. The phantom is
comprised of saline gel with electrical and thermal properties
similar to that of human tissue. [12], [13] An implant lead
under test is positioned within the gel and a fiber-optic based
thermometer is aligned to the distal electrode where the heating
is expected to occur.

As λPn varies significantly with insulation thickness, per-
mittivity, and geometry, its value is often unknown and is
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Fig. 2. Simulated heating generated at the 6 mm bared end of an insulated
wire after 5 minutes of excitation from an MRI birdcage antenna. The 800 µm
diameter wire was 0.41λPn = 25 cm in length, coated with plastic insulation
350 µm thick. Blood perfusion was included in the phantom model.

Fig. 3. Operators preparing a wire sample for testing within a gelled saline
phantom in a 3T MRI machine.

usually found by individually measuring the distal heating of
several wires differing only in length (≥ 10 cm), and looking
for the length at which maximal heating occurs. A typical test
set as shown in Fig. 4 contains 10 or more samples for a given
lead type. The set-up and scan time to measure a single wire
sample can easily exceed 30 minutes.

III. TDR TECHNIQUE

In addition to antenna effects, an implanted lead behaves
as an unbalanced transmission line to RF currents. [10] The
conductive tissue along the surface of the lead jacket forms
the return path for currents, like a shield to a coaxial cable,
with the tissue surrounding the distal electrode forming the
dissipative load.

TDR is a well established technique for measuring the
propagation of signals along transmission lines [14]. Similarly,
TDR can be applied to implanted electrode leads. The phase

Fig. 4. Briefcase containing a range of wire samples to be tested.

velocity vp for an implant lead of arbitrary length can be
determined by measuring the time taken tD for a voltage pulse
to propagate to the end electrode and reflect back again:

vp =
2li
tD

(1)

where li is the length of the insulated portion of the implant
lead conductor. As the phase velocity is independent of length,
the resonant length, lres, of an implant lead at the MRI RF
frequency fMRI is therefore:

lres = 0.41λPn = 0.41
vp

fMRI
(2)

The RF frequency of MRI is proportional to the strength of
the static magnetic field. In a 3 T machine, the RF frequency
is 128 MHz. When immersed in a gelled saline phantom
from [12], a typical implant lead will have a λPn in the order
of tens of centimeters [9].

A phantom comprising 28 L of gelled saline in the shape
of a torso-and-head was built from clear acrylic after [12]. The
ratio of NaCl and polyacrylic acid (PAA) to distilled water was
1.32 g/L and 10 g/L, respectively, with an overall conductivity
of 0.47 S/m.

To facilitate TDR measurements of implant leads, the test
fixture in Fig. 5 was constructed. A thin aluminium disc rests
on the surface of the gelled phantom, providing an electrical
path from the shield of the coax cable to the gel. A screw
terminal secures the implant lead under test and provides
electrical connection to the inner conductor of the coax cable.
The implant lead is immersed within the gel, uncoiled, and
with the distal electrode unobstructed. Close up views of the
fixture are shown in Fig. 6.

Measurements of various wire samples representative of
implant leads, were captured with an Agilent 54754A TDR
with 40 ps system rise time. The reflection produced by a 29 cm
wire sample with 6 mm distal electrode is shown in Fig. 7.
The initial sharp change corresponds to the impedance mis-
match between the 50 Ω SMA connector and the characteristic
impedance of the wire sample. The reflection from the end of
the wire sample can be identified by the second discontinuity,
where the electrode comes into contact with the dissipative
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Fig. 5. An aluminium disc with a 20 cm diameter provides electrical
connection from the coax cable shield to the gelled saline. Immersed within
the gel, a wire sample is connected to the coax cable inner conductor via. a
small hole in the center of the disc and secured in place with a screw terminal.

Fig. 6. Close up view of the disc (a) topside (b) underside.

Fig. 7. Reflected TDR signal from a wire sample 29 cm in length, with
insulation 350 µm thick. The time delay for a TDR pulse to propagate to and
from the distal electrode is 7.18 ns.

gel. Inserting a time delay of 7.18 ns into (2) yields a resonant
length of 25.9 cm. Verification of this result is provided in
section V.

IV. VERIFICATION TECHNIQUE

Recent work in [9] demonstrated a lab technique for
predicting the level of RF heating induced by an implant lead
from MRI, without requiring high energy RF pulses from an
MRI machine. A dipole antenna driven by a low-power CW
is used to provide excitation of the implant under test, with a
fiber optic probe to monitor the distal temperature.

The same experimental set-up from [9] was used and is
shown in Fig. 8. A dipole antenna was made from rigid 2.1 mm
diameter copper wire with 350 µm of insulation covering the
entire 32 cm length. A close up view is shown in Fig. 9. A wire
sample under test is spaced 6 cm from the dipole antenna and is
centered about its midpoint. Temperature of the distal electrode
is monitored with a GaAs-based fiber-optic temperature probe
with 0.1 ◦C resolution.

Calibration of the experiment is achieved by scaling the
result 1.5 times, such that the reference wire sample generates
equivalent heating when exposed to the RF field from the 3 T
MRI machine in Fig. 3. The reference measurement along with
simulated predictions is shown in Fig. 10.

V. MEASURED RESULTS

A range of wire samples varying in insulation thickness
from 21–700 µm were tested. Each sample consisted of an
800 µm diameter copper core, with plastic insulation covering
all but 6 mm from one end. Epoxy resin insulated the opposing
end. The reflected TDR waveforms were captured for each
wire sample using the test fixture in Fig. 5. The time delay
tD as measured from each waveform are listed in Table I
along with the associated resonant length lres, calculated using
equations 1 and 2.

Heating tests using the dipole radiator for excitation were
performed on each wire sample including several additional
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Fig. 8. Set-up for testing the RF heating of implant leads in the lab. A dipole
antenna is immersed in the phantom alongside the wire sample with a function
generator and 30 W RF power amplifier supplying excitation. A fiber optic
thermometer monitors the temperature of the distal electrode.

Fig. 9. Close-up view of the temperature probe aligned to the bared end
of the wire sample (yellow) before immersion within the gelled saline. The
dipole antenna (red) is spaced 6 cm away from the wire sample.

lengths. The change in temperature ∆T was recorded for
each sample after 5-minutes of applied RF stimulus. The
results shown in Fig. 11 are consistent with [3] and [11]. The
lengths for peak heating as extracted from the same figure are
summarised in Table I. The TDR-measured values are within
3% of expected values.

TDR measurements were also performed on the electrodes
of the SCS lead shown in Fig. 1. The predicted resonant length
for electrodes 1 and 8 are twice that of the 700 µm and 350 µm
wire samples, respectively. This is owing to the much smaller
100 µm diameter filars that comprise the lead. Heating tests on
the SCS lead were not performed.

VI. CONCLUSION

We explain a measurement technique that predicts the
length an implanted lead will experience peak heating during
MRI, without an MRI machine. We show this is possible
through a TDR measurement of a single lead of arbitrary
length.
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Fig. 10. Distal heating generated near the distal electrode of a reference wire
sample coated with 350 µm of insulation, after 5 minutes of CW excitation
from a dipole antenna. Measurements of the same wire sample in a 3T MRI
machine are also shown along with simulated predictions.

Fig. 11. Distal heating generated for wire samples varying by insulation
thickness. Extraction of 0.41λPn and ∆Tpk for a given lead type is achieved
by measuring several lead lengths.
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Abstract—X-ray crystallography is a technique for imaging
molecules at atomic resolution that is based on the diffraction of
x-rays by a crystalline specimen. X-ray free-electron lasers are
a new x-ray source that can replace conventional synchrotron
sources used for x-ray crystallography experiments. They pro-
duce extremely bright and brief x-ray pulses, and are revolu-
tionising high resolution imaging of biological macromolecules
as they circumvent difficulties with specimen preparation and
radiation damage. In these experiments, diffraction data are
collected before the specimen is destroyed by the intense x-ray
pulse. This requires new experimental protocols and new data
processing techniques. Key aspects of biomolecular imaging using
x-ray free-electron lasers are reviewed and future opportunities
discussed.

Keywords— X-ray free-electron laser; x-ray crystallography;
protein crystallography; diffractive imaging; molecular imaging;
phase problem; structural biology

I. INTRODUCTION

X-ray crystallography is a technique for imaging molecules
at atomic resolution. It involves irradiating a crystalline spec-
imen of a molecule with a beam of x-rays, and deducing
from the measured pattern of diffracted x-rays the spatial
arrangement of the atoms in the molecule (Fig. 1) [1]. The
penetrating power of x-rays and their short wavelength (which
is comparable to the minimum distance between atoms) allow
the three-dimensional structure (i.e. the coordinates of the
atoms) of the molecule to be determined. The crystalline state
of the specimen serves to amplify the signal in order for useful
diffraction measurements to be made. X-ray crystallography
is an example of “diffraction imaging,” in which an “image”
of a scatterer is obtained by measuring its diffraction. There
are many other examples of diffraction imaging, including
microwave, acoustic, ultrasonic, electron, and neutron imag-
ing, such as in radio astronomy, electron microscopy, sonar,
synthetic aperture radar, and medical ultrasonic imaging. X-
ray crystallography is over one hundred years old and has
been an extraordinarily successful method for elucidating the
structures, properties and functionalities of both inorganic and
organic (biological) molecules. This has had wide-ranging im-
plications in materials science, chemistry, biology, medicine,
and drug design.

The physics of diffraction imaging, as long as the diffraction
by the specimen is “weak,” is rather easily formulated using
Fourier theory. Using an appropriate coordinate system in the
measurement space, the measured complex diffracted field is
the 3D spatial Fourier transform of the scattering density of
the object. Therefore, as long as a sufficiently complete set
of measurements is made, the object can be reconstructed
by calculating the inverse Fourier transform of the data. In
the case of x-ray crystallography, it is necessary to use a
crystalline specimen because the diffraction from a single
molecule would be far too weak to measure. A crystalline
specimen consists of trillions of molecules arranged in a
regular manner, such that the diffraction from the individual
molecules adds coherently, dramatically amplifying the signal
to a measurable level. However, in the case of x-ray crys-
tallography, there are two factors that complicate this simple
procedure. First, only the amplitude, but not the phase, of the
diffracted x-rays can be measured. Recovery of an object from
a measurement of only the amplitude of its Fourier transform
is called a “phase problem” [2]. Surprisingly, loss of phase
measurements does not preclude reconstruction of the object,
so that this, by itself, is not a serious difficulty, as long as
the Fourier transform is measured effectively continuously in
Fourier (or “reciprocal”) space [2]. Secondly, as a result of
having a crystalline scatterer, the diffraction occurs only in
specific scattering directions, the so-called Bragg reflections,
and the result is that the Fourier transform is measured only
at specific points in Fourier space. This means that the Fourier
amplitude is not measured continuously in Fourier space, or
is undersampled, and the above uniqueness properties of the
phase problem do not apply [2]. Therefore, measurement of the
diffracted amplitude from a crystalline specimen is insufficient
to uniquely reconstruct the object. In other words, loss of the
phase and a crystalline specimen together conspire to produce
an indeterminate solution, whereas one alone would allow a
unique solution.

Various imaginative methods for solving the phase problem
in x-ray crystallography have been developed over the last 70
years. For small molecules (i.e. containing a small number of
atoms) and with high resolution x-ray data, special conditions
exist that, despite the nonuniqueness mentioned above, allow
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Fig. 1: The atomic structure of the protein ubiquitin [5]. Atoms
are shown as balls and bonds as sticks. The oxygen atoms
depicted in red are protein-bound water molecules.

the phase problem to be solved from the diffracted amplitudes
alone. These are aptly called “direct methods,” but they are
effective only for small molecules [3]. For many molecules of
current interest, particularly biological macromolecules, direct
methods are ineffective. In macromolecular crystallography,
experimental methods that rely on collecting additional diffrac-
tion data from either modified crystals or using different x-
ray wavelengths have traditionally been used to solve the
phase problem [1]. As the number of molecular structures
determined has increased, it has also been possible to use these
solved structures in a boot-strap procedure, called “molec-
ular replacement,” to solve the phase problem for unknown
molecules that are structurally similar to a solved structure. In
fact, molecular replacement is now the method of choice for
solving the phase problem in macromolecular crystallography
and represents over 60% of the structure solutions in recent
years [4]. However, since this method depends on knowledge
of the structure of a similar molecule, it is not suitable for
determining the structures of molecules that adopt significantly
“new” structures. The phase problem therefore still presents a
significant roadblock in macromolecular crystallography.

Despite its enormous success, particularly in structural biology
where over 100,000 protein structures have been solved and
recorded in the protein databank [6], x-ray crystallography
still presents some difficulties. Aside from the phase problem,
there are also experimental difficulties, chief among these
being crystal growth and radiation damage. With modern
synchrotron x-ray sources and x-ray detectors, and robotic
sample handing, successful structure determination still re-
quires the preparation of high quality crystals of at least 10
microns in size in order to collect suitable diffraction data.
Preparation of such crystals is not necessarily possible for
many protein molecules or complexes of interest. Furthermore,
small crystals require an intense incident x-ray beam in order
to produce measurable diffraction at large scattering angles
(i.e. at high resolution). There is a delicate balancing act

however, since the ionizing effect of the x-rays means that
increasing the x-ray intensity increases the chances of alter-
ations in the atomic structure, thus distorting the very quantity
that one is trying to image. The result is that the resolution
of the image of the molecule can be limited by radiation
damage to a degree that makes the image uninformative. These
restrictions can be severe in some cases and have limited the
application of x-ray crystallography. For example, membrane-
bound proteins, despite their importance as drug targets, are
difficult to crystallize and are radiation-sensitive.

II. X-RAY FREE-ELECTRON LASERS

For the last 30 years, the primary source of x-rays for
macromolecular crystallography has been synchrotrons. Syn-
chrotrons move electrons in a circular storage ring, typically
hundreds of meters in diameter, and the accelerating charged
particles emit x-ray radiation (Fig. 2a). Third generation
storage rings are dedicated accelerators for generating x-rays
that use insertion devices to increase the brilliance of the x-
rays produced. Recently, a new generation of x-ray source
has been developed that promises to overcome many of the
difficulties of x-ray crystallography. These sources are called
x-ray free-electron lasers (XFELs) and are revolutionising the
field of x-ray crystallography, and x-ray diffractive imaging in
general. The main characteristics of XFELs are extraordinary
high brightness – 6 to 8 orders of magnitude brighter than
third generation x-ray synchrotron sources and extremely
brief pulses – about 3 orders of magnitude briefer than
those of synchrotron sources. These characteristics help to
overcome many of the limitations of conventional protein x-
ray crystallography, as is explained below.

In an XFEL, electrons are accelerated to close to the speed
of light in a linear accelerator (linac) and passed through an
undulator – a series of permanent magnets that alternate in
polarity. As a result of the Lorentz force, the electrons pass
though the undulator in a sinusoidal path. The relativistic
electrons see a contracted undulator spacing and with an
electron energy of the order of 10GeV, the accelerating
electrons emit x-rays with a wavelength of the order of 1 Å.
Coherence and amplification of the emitted x-ray radiation are
achieved through a process known as microbunching. This
is a result of an interaction between the electrons and the
field of the emitted x-rays. This interaction produces a second
longitudinal Lorentz force that results in the electrons evolving
into a series of narrow, planar sheets, or microbunches, with
spacing equal to the emitted x-ray wavelength. The emissions
from the microbunches are in phase and add coherently to give
an intense radiation output of very high spatial coherence.

XFELs are large and expensive facilities. “Soft x-ray,” or
low energy, or long wavelength (∼100 Å) XFELs have been
constructed in Hamburg in Germany, Trieste in Italy, and
Daresbury in the UK. XFELs suitable for high-resolution
molecular imaging are “hard x-ray” sources with wavelengths
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(a)

(b)

Fig. 2: (a) A synchrotron based on a circular storage ring. (b)
The LCLS in Stanford, California.

of ∼1 Å. The first hard x-ray XFEL was the Linac Coher-
ent Light Source (LCLS) at the SLAC National Accelerator
Laboratory in Stanford, California in the USA, which began
operation in 2009 (Fig. 2b). The second operational hard x-
ray XFEL is the Spring-8 Angstrom Compact Free Electron
Laser (SACLA) at the Spring-8 facility in Harama in Japan,
which came online in 2012. Other hard x-ray XFELs are under
construction or in the planning stages. The European XFEL
at DESY in Hamburg, Germany, is due to begin operation in
2017. Other notable hard XFELs nearing completion are the
PAL-XFEL in South Korea and the SwissFEL in Switzerland.
Hard x-ray XFELs are between 1 and 3 km in length with price
tags of the order of US$0.5−1.5B.

The unique properties of XFELs have required development
of a dedicated class of x-ray detectors to suitably capture the
results of diffraction experiments. Detectors in current use are
based on a p-n junction CCD (pnCCD) and are made up of
ASIC modules. The commonly used CSPAD detector is made
up of 64 ASICs with a total of 2.3Mpixels [7]. The ASIC
modules are arranged in 4 quadrants with a central gap to allow

Fig. 3: The diffraction-before-destruction paradigm.

the intense, unscattered x-ray photons to pass through. The
detector readout time must exceed the x-ray pulse repetition
rate with allowance for component reset. New detectors are
being developed with improved linearity, gain homogeneity,
dynamic range, and readout times to accommodate the higher
pulse repetition rates of upcoming XFELs [8].

III. CRYSTALLOGRAPHY WITH XFELS

The high brightness and short pulse-length of XFEL sources
offer the potential to overcome two of the primary limitations
of protein x-ray crystallography using synchrotron sources.
First, the high incident x-ray brightness means that a stronger
diffracted signal is produced for a given crystal size, and
thus measurable diffraction can be obtained from crystals
of smaller size. The result is that diffraction signals can be
measured from so-called nanocrystals, with dimensions of the
order of 100 nm, or two orders of magnitude smaller in linear
dimensions than the smallest crystals required for synchrotron
sources. The advantage here is that molecules for which it
is difficult, or impossible, to prepare micron size crystals,
can often be easily induced to form nanocrystals. Hence, this
feature in many cases can overcome difficulties associated with
crystal preparation, opening up x-ray imaging to molecules
that have otherwise been inaccessible.

Second, the short pulse duration of XFELs can, somewhat
paradoxically, address problems associated with radiation
damage. For every elastically scattered x-ray photon that
contributes to the desired, measured diffraction, there may
be ten or more inelastically scattered or absorbed photons
that deposit energy in the specimen. The high brightness of
the XFEL pulse means that a large amount of energy is
deposited. The inelastically scattered or absorbed photons eject
photoelectrons from the atoms, which is followed by a cascade
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Fig. 4: The serial femtosecond nano-crystallography setup
[10].

of lower energy electrons due to secondary impacts. An
important effect is that removal of the electrons from the atoms
leaves behind positively charged ions that repel each other,
leading to destruction of the sample in a “Coulomb explosion.”
However, the duration of a typical XFEL pulse is of the order
of 100 fs, which is shorter than the time taken for initiation
of the Coulomb explosion. Thus, although the intense x-ray
pulse of an XFEL destroys the specimen, the diffracted pulse
encodes information on the pristine specimen, or molecule,
on a length scale that is smaller than the resolution required.
Therefore, by recording the diffracted signal, an image can
be obtained of the intact molecule (Fig. 3). This strategy is
known as “diffraction-before-destruction,” and was a key early
recognition of the potential for imaging with XFELs [9].

In summary then, XFELs potentially address the difficulties
of crystal preparation and radiation damage that plague con-
ventional protein x-ray crystallography. They also have the
potential to allow for exotic solutions to the phase problem,
which is described further below.

In a typical XFEL experiment, x-ray pulses are focused and
delivered to the specimen in an evacuated chamber. Typical
focal spot sizes are of the order of one micron across. In
the case of the LCLS, the x-ray pulses are delivered with a
maximum pulse repetition rate of 120Hz. It is then necessary
to deliver the specimen, often in the form of nanocrystals, into
the focal spot so that they interact with the x-ray pulses. Great
ingenuity has been required in developing suitable specimen,
or particle, delivery techniques. Since most biological samples
require an aqueous environment, the most common delivery
technique has been a fine water jet that carries hydrated
nanocrystals. The most common injector for proteins is a
liquid microjet [11]. The sample is pumped through a narrow
glass capillary which is surrounded by another capillary of
larger radius. A high pressure gas, typically helium, is pumped
through the sheath between the two capillaries, and at the
exit of the injector the gas flow focuses and stabilises the
sample stream. The diameter of the focused liquid stream is

typically a few microns and typical flow rates are of the order
of 10m s−1. This is known as a gas dynamic virtual nozzle
(GDVN). The coaxial gas flow surrounding the liquid jet also
prevents sample freezing in the vacuum chamber. Other sample
injection techniques include aerosol injectors that are suitable
when sample hydration is not critical, and lipid cubic phase
(LCP) injectors that use a viscous gel-like medium suitable
for membrane proteins. So-called fixed-targets are also being
developed, in which protein nanocrystals are deposited on an
ultra-thin, silicon nitride membrane [12]. An array of such
membranes is positioned and scanned through the x-ray beam.
Advantages of fixed targets are that background scattering
from the water jet is eliminated and scanning of the membrane
can be synchronised with the x-ray pulses.

The nanocrystals in an XFEL experiment are delivered to the
x-ray interaction region in a serial fashion and intercept the
x-ray pulses at random, and in random, unknown orientations
(Fig. 4). Structure determination using this approach is called
serial femtosecond nanocrystallography (SFX) [13], and is
in contrast to conventional crystallography in which crystals
are mounted on a goniometer which is used to control their
orientation [1]. SFX requires new processing methods to deal
with this kind of data. The key steps to reduce the diffraction
data to estimates of the intensities of the Bragg reflections are
hit-finding, indexing, and merging/integration.

A typical diffraction experiment, which may run for up to 5
days, can generate up to 107 diffraction patterns, occupying
tens to hundreds of TB of storage. Many of the XFEL pulses
will not intercept a crystal, while others may intercept two or
more crystals. Some diffraction patterns may have excessive
background diffraction due to the water jet or other spurious
diffraction. Given the volume of data, fast methods are needed
to extract the potentially useful diffraction patterns, referred
to as “hits.” The initial step of identifying hits is referred to
as “hit-finding.” Typical hit-finding involves defining masks
on the detector to avoid regions where spurious diffraction
is likely to occur, estimation and subtraction of background
diffraction, and using thresholds on diffraction intensity and
feature sizes to identify likely Bragg peaks. This information
is then used to identify and extract diffraction patterns that
are likely to be useful. A popular program for conducting
this processing is Cheetah [14]. The x-ray focal spot size,
jet diameter, particle concentration and pulse repetition rate
together determine the likelihood that an x-ray pulse intersects
a particle(s) and the rate at which diffraction patterns are
produced. The fraction of x-ray pulses that result in a hit is
referred to as the “hit rate.” Typical hit rates with optimised
conditions may be of the order of 5−10%. A high hit rate is
desirable since this optimises throughput, and minimises the
time and cost of use of the facility.

The next step is to extract from the hits, those patterns that con-
tain useable information. In the case of nanocrystal specimens,
the diffraction patterns contain sharp Bragg reflections and
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these are used to identify suitable patterns that originate from
a single nanocrystal. An example of such a diffraction pattern
is shown in Fig. 5a. This process is referred to as “indexing,”
and it jointly determines good quality diffraction patterns that
are due to one nanocrystal, as well as the orientation of the
crystal in the incident x-ray beam. The fraction of hits that
can be indexed is referred to as the “indexing rate.” Typically,
indexing rates are in the range 20−50%. Therefore, typically
1−5% of the original diffraction patterns provide useful data.

For a particular orientation of a nanocrystal, the measured
diffraction pattern represents a particular two-dimensional
section through the three-dimensional Fourier transform of
the particle. The orientation of the nanocrystal determined
by the indexing allows the position of this 2D section to be
determined. The objective is to use these sections from many
crystals in different orientations to “fill up” Fourier space.
Since the diffracting particles (nanocrystals) are small, the
diffraction patterns are weak and the signal-to-noise is low.
Therefore, patterns from many crystals in similar orientations
are also needed to average out the effects of noise. The process
of assembling all the 2D diffraction patterns to produce a 3D
dataset is referred to as “merging” of the data. For typical
protein nanocrystals, of the order of 20,000 indexed diffraction
patterns are needed to merge the data, which requires the
measurement of 200,000 to 500,000 patterns in the experiment.
A representation of a 3D merged dataset is shown in Fig. 5b.
A popular program used to conduct indexing and merging is
CrystFEL [15].

A difficulty in an XFEL experiment is that there are various
parameters, aside from the crystal orientation, that are un-
known. The dimensions, and therefore the scattering strength,
of an individual nanocrystal are unknown. The intensity of the
incident x-ray pulse in the self-amplifying process described
above for generation of the x-ray pulse (referred to as self-
amplified stimulated emission, or SASE) is a random process
and varies from pulse to pulse (or from “shot-to-shot”) in
an unknown manner. The relative scale of each recorded
diffraction pattern is therefore unknown. Also, the degree to
which the intensity of each Bragg reflection is recorded on the
detector depends critically on parameters such as the precise
orientation of the crystal, the temporal bandwidth of the x-ray
pulse, and the overall dimensions of the nanocrystal, all of
which are also unknown from shot to shot. This is referred
to as the “partiality” of each Bragg reflection and results
in a variable scale between Bragg reflections within each
diffraction pattern. Fortunately, these parameters sample their
distributions during an experiment, and because a large number
of patterns are available, these random effects can be averaged
out in a process called “Monte Carlo averaging” developed
by [16]. The procedure involves, for each diffraction pattern,
integrating the intensity in a small region around each Bragg
reflection and then averaging over the patterns. The result is
an unbiased estimate of the intensity of each Bragg reflection.

(a)

(b)

Fig. 5: (a) An example single XFEL diffraction pattern from
a lysozyme nanocrystal (Image: Anton Barty/DESY). (b) A
representation of the Bragg intensities in 3D Fourier space. A
projection of 3D Fourier space is shown. Each point shown
represents a Bragg sample in Fourier space. The size and
colour of the blob at each point represents the amplitude of
the measured Bragg reflection at that point.

The intensities of the Bragg reflections thus obtained mimic
the data that are obtained in a conventional crystallography
experiment using a synchrotron. From this point on, conven-
tional crystallographic processing and analysis is conducted
[1], often using the molecular replacement method for phasing,
to determine the molecular structure. SFX as described has
proved successful with now over 30 structures determined and
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deposited in the Protein Data Bank (e.g. [17], [18]).

IV. FUTURE PROSPECTS

XFELs and their applications are in their infancy. They have
many applications in science and technology that go beyond
the focus in this article, which has been on imaging biolog-
ical macromolecules using serial nanocrystallography. In the
context of bioimaging, four prospects worth mentioning are
upcoming XFELs, new phasing methods, imaging molecular
dynamics, and single particle imaging. New XFEL sources
such as the European XFEL in Hamburg will have much
higher pulse repetition rates, up to 27 kHz, which offer new
opportunities in the study of dynamic processes, and in
throughput, but also challenges in detector design and data
processing. XFELs offer opportunities for new approaches to
phasing in crystallography, which could dramatically change
the field by avoiding the restrictions of, in particular, the
molecular replacement method. New phasing methods being
explored are based on using information resulting from radi-
ation damage [19], [20], using diffraction between the Bragg
reflections that is observed using very small nanocrystals [21],
[22], and using diffuse diffraction that results from small
amounts of lattice disorder that is often present in protein
crystals [23]. XFEL imaging is ideally suited to studying
dynamic processes by controlled manipulation of specimens
and reactions, synchronised with the XFEL pulses. Dynamic
imaging has already started to bear fruit [24], [25]. Finally,
the ultimate goal of molecular imaging is imaging without
crystals: so-called single particle imaging (SPI). Even more
intense XFEL sources, coupled with the diffract-before-destroy
paradigm, offer prospects for SPI, although problems with par-
ticle location, background scattering and very low signal levels
make this very challenging. Without the sharp diffraction
features from crystals, for example, detection and orientation
of diffraction patterns as described above is very difficult.
Progress, however, is being made with SPI [26].
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SkyPi: All-sky camera network for meteorite
tracking
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Abstract—We describe the hardware and software for SkyPi
– an all-sky camera network for transient event detection in
the night sky. The hardware design is presented as well as the
operating software and some preliminary results.

I. OVERVIEW

This paper describes the hardware and software for a
network of all-sky cameras for meteorite tracking. These
cameras will be deployed at rural schools across central otago,
and the images will be used to provide science activities for
school pupils. When bright meteorites are located in multiple
cameras, triangulation will be used to determine where such
meteorites could have landed, and meteorite hunts will be
arranged!

Meteorites have been successfully recovered [3] from simi-
lar camera networks, include the Desert Fireball Network [1]
over the Nullabor Plain in central Australia. This network
consists of 32 cameras. A sample image from the DFN is
shown in Figure 1.

In addition to measurements on meteorites, the data from
these camers will be mined to provide data on sky darkness,
as well as statistics about cloud coverage. This information
will be used to inform local-government about opportunites
for dark-sky tourism, as well as light-pollution.

The following sections describe the hardware, software and
we conclude with some preliminary results.

II. HARDWARE

The primary focus of the camera hardware is that it be low-
cost and low-power so that deployment can be widespread.
The main features are that it have sufficient computational
power to perform some of the image analysis necessary to
reduce the bandwidth required for transmission of images from
the camera network to processing center at the University of
Otago. A full schematic of the hardware is shown in Figure 2.

A 24V DC power supply was chosen so that the cameras
could be situated outdoors, some distance from a power point,
and any voltage drop wouldn’t be significant. The 24V supply
is converted to 5V using a DC-DC switching converter that
can operated from a DC supply between 9V and 36V.

A. Host processor

The host processor is a Raspberry Pi [5] 3. It features a
quad-core 64-bit ARM-7 CPU with 1GB of RAM, wireless
networking and a camera interface. The camera interface is

Fig. 1. An image from the Desert Fireball Network, showing the Mason
Gully Meteorite.

particularly important, as it provides high-bandwidth image
data directly to the CPU. The system operates the Raspbian
(Debian-derived Linux) operating system.

In normal operation, the processor will be connected to the
internet, either by wired ethernet, or using the WiFi built-in
to the Raspberry Pi 3. The operating software for the host
processor is described in Section III.

B. Camera

The host processor camera interface is a Camera Serial
Interface Type 2 (CSI-2), which connects directly to the
Broadcom BCM2835 SOC. It provides a bandwidth of up to
4 Gbps between the camera sensor and the host memory.

The camera is CMOS (Omnivision OV5647 []) sensor board
camera capable of 2592 x 1944 pixel static images. The lens
chosen is an Jiangxi Hongxin Optical Co., Ltd, M12 mount,
180 FOV lens. An API is avilable to control the acquisition of
image data from the sensor, including contol of the analog
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Fig. 2. Schematic Design for the SkyPi hardware

gains in the CMOS sensor readout. Experimentation with
different settings yielded an optimal exposure time of two-
seconds. Longer than this, and the noise in the sensor can
become large (and warm areas of the chip show up in averaged
images). Unfortunately cooling of the sensor to reduce noise
is not feasible, as dew-heating (described in Section II-C) is
required.

C. Dew heater

Early prototype cameras experienced significant problems
with condensation on the inside of the camera dome. Several
heating options were explored to mitigate this, including PTC
resistive heaters.

For simplicity, an array of 40 1206 SMD resistors (each
capable of dissapating 0.6 W) is driven directly from the 24V
DC supply, these resistors are placed on the top layer of the
skypi pcb. The heater supply (VHEAT) is controlled by the
host using a digital transistor driving a FET. This control
allows the heater to be switched off when not needed. At
this stage, there isn’t a temperature sensor on the board, and
it is expected that the heater will operated while imaging is
happening (during hours of darkness).

Fig. 3. Wide-angle (fisheye) lens used for SkyPi. This lens has a field of
view exceeding 180 degrees, and is mounted using an M12x0.5 thread.

Fig. 4. First prototype skypi showing resistive heater, and insulated enclosure.

Adding temperature and humidity would help minimize
power consumption, and also reduce excessive camera tem-
perature when operating in hot environments.

III. SOFTWARE

The software is written in the Python programming lan-
guage, using the opencv image processing toolkit. It consists
of image stacking routines to continuously accumulate star-
trail images of the night sky. Once images as stacked into
ten minute star-trail images, these are saved to disk, and
automatically analysed to locate potential meteorite trails.
Finally images are uploaded to a central server where they
are archived, for meteorite triangulation and post-processing.

To minimize power and data transfer, the position of the sun
is simulated, and the camera only begins operation when the
sun is more than ten degrees below the horizon. This ensures
that the skies are reasonably dark.

ENZCon 2016

102



Fig. 5. Current prototype, without resistors installed, but showing all other
components mounted on the main printed circuit board.

A. Image Stacking

The process is multi-threaded. The image stacking thread
is responsible for accumulating images without any breaks –
this ensures that no meteors are missed.

The image stacking algorithm accumulates the sum of N
two-second exposures, where N is calculated to achieve the
desired length of star trail (in minutes). A ten-minute star trail
image consists of the arithmentic mean of 300 exposures.
Figure 6 shows an example image accumulated with this
technique.

B. Meteorite Detection

A separate thread in the operating code processes the
stacked images, and attempts to locate meteorites. This thread
uses the OpenCV image processing library [2] via it’s Python
API. The initial algorithm relies on the fact that meteors are
closely approximated by straight lines (over angles less than
20 degrees).

The star-trail image is converted from a 32-bit floating point
representation, to a greyscale 8-bit image. Then a probablistic
Hough line transform [4] is used to locate any line segments
in the image longer than the known length of the star trails
(about 40 pixels for a ten-minute image). If a line segment is
located, then the parameters of the longest line in the image
are appended to a file.

C. Data storage

Data (detection data, and star-trail images) are stored locally
in the host processors filesystem. At regular intervals (every
five minutes) a script is triggered that uploads star trail
images to a central repository using the rsync protocol. After
successful upload, the local copies of the images are deleted.

Every morning, a script examines the detection data, and
locates images where meteors have occurred. This data will
be manually processed to examine candidate meteors that

Fig. 6. Meteorite observed with a SkyPi prototype from Dunedin NZ.

have been observed from multiple sites, and to locate possible
ground falls. Automation in this area is being explored.

IV. CONCLUSIONS

Some improvements are planned for future versions of the
SkyPi. For remote operation, solar power would be an option,
but minimizing power consumption would require some design
changes. These would include a supervisor processor with
real-time clock and battery voltage sensing so allow a very
low-power shutdown mode during daylight hours. In addition,
a temperature and humidity would help minimize power
consumption by calculating how much heater power would
be necessary to avoid condensation.

Improvements in operating software to help deal with light-
polluted urban environments are planned.

The initial network is planned to include seven rural schools
from Central Otago. It is envisaged that the network will
operate for four months, and during this pilot phase, the design
will be refined as necessary. Future expansion of the network
beyond central otago is under consideration. This will require
a more distributed data storage architecture. And we expect to
transition to the use of an Amazon S3 storage container for
temporary storage in the cloud, and this data automatically
downloaded for processing, or processed using EC2 compute
instances. This has the advantage of finer-gained control of
access security, as well as scalability to potentially thousands
of cameras.

Finally, the motion of meteorites through the atmosphere is
complex. Modelling the paths from the observed data is an
exciting avenue for further research.
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Abstract—The use of scalar Green’s functions is commonplace
in electrodynamics, but many useful systems require computation
of one or more vector quantities. Vector Green’s functions
have been used in electrodynamics for many decades, but are
inconsistent and poorly understood. We recast vector Green’s
functions in the language of distribution theory to match their
scalar counterparts. We use vector Green’s functions to calculate
the electrodynamic vector potential under physical boundary
conditions.

I. INTRODUCTION

Green’s functions have simplified the solving of inhomoge-
neous, linear, scalar boundary value problems (BVPs) which
are common in many fields of study, e.g. quantum physics
[1], many body simulations [2], and electrodynamics [3]. If
one can find the Green’s function for a BVP, then one can
construct the solution to an arbitrary region through use of
the boundary element method [4].

While Green’s functions are very old, it was only the
development of distribution theory and the notion of a gener-
alised function that allowed a full understanding of the uses
and behaviour of Green’s functions [5]. Modern distribution
theory deals with scalar functions and functionals. Despite
the development of the theory of vector distributions shortly
thereafter [6], it passed largely unnoticed.

Vector Green’s functions have been used for the better part
of a century, but their use has not generally been rigorously
justified. However the selections of the functions are inconsis-
tent [7] [8]. This can be put on a secure footing by a connection
to distribution theory and generalised functions such as that
which allowed scalar Green’s functions to become so ubiqui-
tous. Moreover, vector Green’s functions are often constructed
such that they satisfy radiation conditions in order to guarantee
uniqueness of the solutions to the BVPs. While this does
yield useful solutions, radiation conditions are just a small
fraction of possible physically relevant boundary conditions.
Thus, only developing theory for radiation conditions at the
boundary limits possible applications.

In this paper we connect the existing vector distribution
theory to create a general theory for vector Green’s functions.
We then develop vector Green’s functions for specific cases
for the electrodynamic vector potential with simple examples,
finding analogies to common scalar boundary conditions in
order to guarantee the uniqueness of the electric and magnetic
fields.

II. VECTOR GREEN’S FUNCTIONS

A. Background

The following are some useful definitions from Ref [6].

Definition II.1. A test function is an infinitely differentiable
function with compact support. This is also often referred to
as a bump function.

Definition II.2. A functional, < f, · >, is defined such that
for each function φ(x), it assigns a real number. We will use
functionals of the form:

< f, φ >
Ω

def
=

∫
Ω

f(x)φ∗(x)dV, (1)

for a given function f(x) in the region Ω with the star denoting
the complex conjugate.

Definition II.3. A distribution is a continuous linear func-
tional on the space of test functions. The distribution generated
by the function f(x) is denoted f .

Now let f(x) be differentiable and f (i)(x) locally inte-
grable, using the superscript (i) to denote a single differentia-
tion in the xi variable. The distribution generated by f (i)(x),
found through integration by parts is:

< f (i), φ >
Ω

= − < f, φ(i) >
Ω

(2)

Definition II.4. A test vector is defined with test functions
t1(x), ..., tn(x) as

T(x) = ê1t1(x) + ...+ êntn(x), (3)

where êi is the ith basis unit vector.

Definition II.5. A vector S whose components are distribu-
tions s1, ..., sn is called a vector distribution, i.e.,

S = ê1s1 + ...+ ênsn. (4)

We can now extend our functionals to deal with vectors by:

< S,T >= < s1, t1 > + < s2, t2 > + < s3, t3 >

=

∫
S · T∗dV (5)
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The identities for the gradient, divergence, and curl follow
from equation (2):

< ∇s,T > = − < s,∇ · T >, (6)
< ∇ · S, t > = − < S,∇t >, (7)

< ∇× S,T > = − < S,∇× T > . (8)

B. Scalar Green’s functions

The following is a brief summary of scalar Green’s func-
tions [5].

Any linear BVP in a region Ω can be expressed as

Lu(x) = f(x), B(i)(u) = ci (9)

where L is a linear partial differential operator, f(x) a function
describing the inhomogeneity, and B(i) = cj is the j’th
boundary condition (BC) over the boundary ∂Ω.

Definition II.6. The Green’s function, g(x|ξ), is the solution
with compact support to the related homogeneous partial
differential equation (PDE),

Lg(x|ξ) = δ(x− ξ), B(i)(u) = 0, (10)

where ξ = (x′1, ..., x
′
n).

If the boundary is at infinity, then the solution to the BVP
is simply

u(x) =

∫
Ω

g∗(x|ξ)f(ξ)dnξ (11)

due to the compact support condition, where n is the number
of dimensions. Otherwise we must look at the adjoint problem:

L∗w(x|ξ) = δ(x− ξ), B∗(i)(w) = 0, (12)

where w(x|ξ) is the adjoint Green’s function and B∗(i) are the
adjoint BCs.

Then, substituting (12) and (9) into (1) we integrate by parts
to find

< Lu,w >
Ω

=< u,L∗w >
Ω

+
[
J(u,w)

]
Ω
, (13)

where J is referred to as the bilinear concommitant. Since
L∗w(x|ξ) = δ(x− ξ) and Lu(x) = f(x), we find that

u(x) =

∫
Ω

f(ξ)w∗(x|ξ)dnξ +
[
J(u,w)

]
Ω

(14)

We can choose the adjoint boundary conditions however we
like, so it makes sense to choose them such that

[
J(u,w)

]
Ω

is as simple as possible. Ideally this can be made to vanish.

1) Electrodynamics Application: These techniques have
been very useful in solving Maxwell’s equations for the scalar
potential, Φ. Maxwell’s equations for a static charge density,
ρ(x), in free space with no magnetic fields can be rewritten
as Poisson’s equation

∇2Φ(x) = −ε−1
0 ρ(x). (15)

In free space the boundary conditions vanish and we can
find the solution to this through equation (11) as the system
is self adjoint. The Green’s function is defined by

∇2g(x|ξ) = δ(x− ξ), (16)

which can be solved in 3-D to yield:

g(x|ξ) = − 1

4π|x− ξ|
, (17)

where |x − ξ| = ((x1 − x′1)2 + (x2 − x′2)2 + (x3 − x′3)2)
1
2 .

This yields the well known electrostatic potential for a point
charge

Φ(x) =
1

4πε0

∫
ρ(ξ)

|x− ξ|
d3ξ. (18)

The free space Green’s function can be used for problems
where the boundaries do not extend to infinity by finding
uniqueness conditions based on the boundary of a region. This
allows some complex boundaries and charge distributions to
be solved for through the method of images and boundary
element calculations [4].

2) Vector Green’s function: A vector BVP over the region
Ω can be described in a similar way to the scalar problem. In
general they will take the form:

Lu(x) = f(x), b(i)(u) = ci (19)

for some vector linear differential operator L and boundary
conditions b(i) on the boundary ∂Ω. We start our development
of vector Green’s functions by defining its adjoint, W1(x|ξ),
as the solution to the homogeneous adjoint BVP:

L∗W1(x|ξ)(x) = δ(x− ξ)ê1, b∗(i)(W1) = 0. (20)

Using our vector distribution theory it can be shown that

< Lu,W1 >
Ω

=< u,L∗W1 >
Ω

+

∮
∂Ω

C1 · n̂ ds (21)

Where L∗ is the adjoint linear operator and C1 is the vector
bilinear concommitant. By using (19) and (20), this can be
rewritten as

u · ê1 = −
∫
Ω

W∗
1 · f dnξ −

∮
∂Ω

C1 · n̂ ds. (22)

Evidently, this Green’s function yields the ê1 component
of the solution. The same process can be done for all basis
vectors, and hence the full solution can be expressed as:

u =
n∑

j=1

(
u · ê1

)
(23)

=
n∑

j=1

(
−
∫
Ω

W∗
j · f dnξ −

∮
∂Ω

Cj · n̂ ds
)
,

where the subscript j refers to the fact that the Green’s
function and bilinear concommitant are generated by the
directional delta function δ(x − ξ)êj . This can be rewritten
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by collecting the Wj and Cj’s into matrices, where each j
denotes a row. Thus equation (23) can be written simply as:

u = −
∫
Ω

W∗J dnξ −
∮
∂Ω

Cn̂ ds, (24)

with the block letters denoting rank 2 tensors (a.k.a. matri-
ces/dyadics).

The BVPs that shall be covered in this paper are self adjoint.
This means that the BVP is the same as its adjoint and hence
the Green’s function is also self adjoint so we can write W =
G, where G is the vector Green’s function, constructed from
Gi’s and the adjoint of W.

III. SPECIFIC SOLUTIONS FOR ELECTRODYNAMICS

A. Free Space Magnetostatic Vector Potential

The 3-D static vector potential generated by a current
distribution J(x) is governed by the Vector Poisson’s equation
in the Lorentz gauge [3]:

∇2A(x) = −µ0 J(x), (25)

where the region is unbounded. We choose the solutions such
that A, and it’s derivatives go to zero as |x| → ∞, hence the
bilinear concomitant vanishes. Substituting this into equation
(22), we obtain:

A · x̂ = −
∫
µo G

∗
x(x|ξ) · J(ξ) d3ξ. (26)

We find Gx by solving the PDE ∇2Gx(x|ξ) = δ(x− ξ)x̂,
which can be done through separation of variables. However,
because the function must go to zero at infinity, the compo-
nents orthogonal to the current source have only the trivial
solution. Thus,

Gx(x|ξ) = − 1

4π|x− ξ|
x̂. (27)

By repeating this for ŷ and ẑ,

G(x|ξ) = g(x|ξ) I, (28)

where I is the identity matrix and g(x|ξ) is the free space
scalar potential Green’s function from (17).

The vector potential for free space is then given by:

A(x) = −µo

∫
G∗(x|ξ)J(ξ) d3ξ. (29)

This equation can be found in most sources on dyadic Greens
functions [9], but is often assumed with, at best, only a loose
justification. We have showed that the approach is justified in
this case.

Recalling that G∗ = G and that it is diagonal, we obtain
the well known equation for vector potential:

A(x) =
µo

4π

∫
J(ξ)

|x− ξ|
d3ξ. (30)

B. Half-Space Magnetostatic Vector Potential

A current source sits somewhere in region Ω1 above a
boundary ∂Ω defined by the plane z = 0. The regions
Ω1 = {z > 0} is vacuum and Ω2 = {z < 0} is linear with
respective permativities and permiabilities ε2 and µ2. There
are no charge distributions.

First we need find conditions for the uniqueness of the
magnetic field. Let us define two solutions to an equivalent
version of equation (25),

∇×∇×A(x) = −µ0 J(x), (31)

as A1 and A2, for some J(x). The difference A = A1 −A2

then satisfies the equation:

∇×∇×A = 0. (32)

Taking the dot product between this with A then integrating
over a region Ω gives:∫

Ω

(A · ∇ ×∇×A) dV = (33)

∫
Ω

(
∇×A) · (∇×A)−(∇ · A ×∇×A)

)
dV.

The LHS vanishes and we apply the divergence theorem to
obtain: ∫

Ω

(∇×A)2 dV =

∮
∂Ω

(A×∇×A) · n̂ ds. (34)

Since (∇ × A(x))2 > 0 ∀x then ∇ × A(x), and hence the
difference in magnetic fields between the two solutions will
be zero only if the surface integral is zero. Therefore any
magnetic field produced by an A that satisfies our BVP will
be unique. There are several obvious cases where this will be
true, which can be connected to scalar analogies as presented
in [4]:

1) Dirichlet-esque boundary condition: Where A, or n̂×A
is well defined along on ∂Ω.

2) Neumann-esque boundary condition: Where ∇×A, or
n̂×∇×A is well defined on ∂Ω.

3) Mixed or Robin-esque boundary condition: Where a
linear combination of the above four terms is well
defined on ∂Ω.

Our boundary condition is informed by the fact that no
current can cross ∂Ω. Using Lorentz’s force law [3] for some
arbitrary vector v,

êz ·
[
E + v ×B

]
z=0

= 0. (35)

But since v is arbitrary this only holds when [êz×B]z=0 = 0
and [Ez]z=0 = 0, with the latter trivially satisfied. Rewriting
in terms of the vector potential, the BC can be expressed

n̂×∇×A = 0, (36)

a BC of the second type listed above.
In addition to this we require that our fields and their

derivatives tend to zero as |x| → ∞.
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(a) Ax
(b) Ay

Fig. 1: Vector potential at y = 0.5 generated by a small loop of current with ρ0 = 0.1, centered at z = 1 in a half space z > 0.
The scale and constants are chosen arbitrarily.

No looking at the vector Green’s functions, Gi, we firstly
note that they are vector potentials themselves and therefore
also restricted by condition (36). We assume that the tensor G
is diagonal and substitute its components into (36) to obtain
simplified BC’s

∂

∂z
Gx

∣∣∣
z=0

= 0,
∂

∂z
Gy

∣∣∣
z=0

= 0, (37)

∂

∂x
Gz

∣∣∣
z=0

= 0,
∂

∂y
Gz

∣∣∣
z=0

= 0. (38)

The Green’s functions here are written as vectors, but since
two of their components are zero, we can treat them as scalar
functions with well known solutions.

We shall find the vector Green’s functions using the method
of images, whereby the boundary conditions can be met by
superimposing the free space solution of a delta source with
free space solutions of delta sources located outside the region
of interest [4]. Condition (38) is a homogeneous Dirchelet
condition, which for an infinite plane the solution is given by
superimposing an image delta source of opposite sign the same
distance from the boundary, but on the other side as the main
source. The conditions in (37) are homogeneous Neumann
conditions, satisfied in the same way as above, only with the
same sign as the original source [4]. Thus the Green’s tensor
takes the form:

G = − 1

4π|x− ξ|
I− 1

4π|x− ξr|

[
1 0 0
0 1 0
0 0 −1

]
(39)

where ξ = (x′, y′, z′) and ξr = (x′, y′,−z′) with the r
denoting reflection. The solution for A is provided by equation
(24) with the surface integral vanishing under our conditions,
assuming there is no time varying charge distribution.

An example use of this is an imperfect magnetic dipole,
defined by the current distribution

J(ξ) = Iδ(ρ′ − ρ0)δ(z′ − 1)φ̂
′
, (40)

Fig. 2: A cross section of A at z = 0.5.

using cylindrical coordinates. Figures 1 and 2 were found us-
ing Mathematica’s numerical integration package and plotting
with arbitrary values.

C. Half-Space Harmonic Vector Potential

Now consider the Helmholtz equation [3],

(∇×∇×+k2)A(x) = −µ0 J(x), (41)

with the same BC’s as in the previous section.
Once again we must find uniqueness conditions, which we

do by mirroring [10]. We start by defining A = A1 − A2,
where the Ai are solutions to (41) generated by the Green’s
function Gi

a, defined by

(∇×∇×+k2)Gi
a = δ(x− ξ)â, (42)

for an arbitrary unit vector â. The difference A satisfies the
equation

(∇×∇×+k2)A = 0. (43)
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(a) Ax
(b) Ay

Fig. 3: Vector potential at y = 0.5 generated by a small loop of harmonically oscillating current with ρ0 = 0.1, centered at
z = 1 in a half space z > 0. The scale and constants are chosen arbitrarily.

Green’s vector identity gives us∫
Ω

(
Gi

a · (∇×∇×+k2)A−A · (∇×∇×+k2)Gi
a

)
dV ′

=
∮
∂Ω

(A×∇×Gi
a −Gi

a ×∇×A) · n̂ ds′. (44)

We can straight away see that a vector Dirchlet condition
of n̂×A(x) = −f(x), yields

A · â =

∮
∂Ω

f · (∇×A) ds′, (45)

which is a constant, and therefore creates unique B and E
fields. Likewise, a vector Neumann condition of n̂ × ∇ ×
A(x) = −f(x), yeilds a constant value of A · â and creates
unique B and E fields.

The Robin condition is not as clear. One might try a
boundary condition of the form

w(x)A(x) +∇×A(x) = −f(x), or (46)

w(x)n̂×A(x) + n̂×∇×A(x) = −n̂× f(x). (47)

Following the above approach we obtain by using triple
cross product identities that

A · â =

∮
∂Ω

(
(2wGi

a + f)×A
)
· n̂ ds′, (48)

which is not a constant vector as Gi
a depends on both ξ and

x.
On deeper examination we find that there are in fact two

Robin-esque conditions. They are:

w(x)A(x) + n̂×∇×A(x) = −f(x) and (49)
w(x)n̂×A(x) +∇×A(x) = −f(x). (50)

Fig. 4: A cross section of A at z = 0.5. Scale and constants
are chosen arbitrarily.

Substituting equation (50) into (44) yields

A · â =

∮
∂Ω

n̂ · f ×A ds′, (51)

which is a constant and creates unique B and E fields. The
proof for boundary condition (49) is similar.

We have the BC’s

n̂×∇×A = 0, and (52)[
∂

∂t
Az

]
z=0

= 0. (53)

We now know (52) guarantees the uniqueness of the elec-
tric and magnetic fields. Condition (53) is a further restric-
tion for when we add the time dependence of A(x, t) =
A(x) exp(iωt). This can only happen when Az(x, t)

∣∣
z=0

= 0.
Because of our uniqueness theorems, we can once again use

the method of images. The Green’s functions are generated in
the same way as in the previous section, only with the free
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space scalar Green’s function of Helmholtz equation. That is,
our Green’s tensor is given by:

G = − e
−ik|x−ξ|

4π|x− ξ|
I− e−ik|x−ξr|

4π|x− ξr|

[
1 0 0
0 1 0
0 0 −1

]
. (54)

This already satisfies BC (53) as any Az generated by this
will be zero at the boundary. Once again, the A field is
generated by equation (24) and the surface integral vanishes
under our conditions, assuming there is no time varying charge
distribution.

Now we compute the field of an imperfect oscillating
magnetic dipole, defined by the current distribution

J(ξ, t) = Ieiωtδ(ρ′ − ρ0)δ(z′ − 1)φ̂
′
, (55)

using cylindrical coordinates (ρ, φ, z). The fields are shown in
figure 3 and 4 were found again using Mathematica’s numer-
ical integration package and plotting with arbitrary values.

IV. CONCLUSION

In this paper we have combined the extension of distribution
theory to vector distributions from reference [6] with the
formalism of scalar Green’s functions. We have applied this
theory to Electrodynamics and have re-derived more generally
several commonly used formulae, as well as discovering
several uniqueness conditions for vector potentials.

Future work involves deriving the fields in the lower half-
spaces for conducting, dielectric, and paramagnetic materials,
as well as extending the finite boundary method to vectors in
order to deal with inhomogeneities.
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Abstract—For decades authors have preferred to model bat-
teries with either Thevenin-style models using RLC, or Randles-
style by adding a Warburg element. These are claimed to model
accurately. We present convincing empirical evidence suggesting
that a fractional-derivative (constant-phase element) model is
required. Our data shows that existing state-of-the-art models
may be overly complicated, requiring numerical rather than
physical considerations to find parameters.

I. INTRODUCTION

When subjected to a step change in current, batteries exhibit
a step change in output voltage owing to their internal resis-
tance. Following the step voltage change there additionally
follows a gradual decay curve. This is usually attributed to
chemical diffusion processes within the cell. Similarly, when
the load current returns to zero, the terminal voltage does not
immediately return to the steady-state, open-circuit voltage of
the cell, but again exhibits a slow recovery.

Figure 1 shows such a recovery curve measured on a
900mAh nickel-metal hydride (NiMH) battery. The battery
was cycled carefully to start in the 50-70 percent state of
charge (SoC) range. The battery was connected to an E5270B
and a constant current of 90mA was drawn for a period of
1 minute. This represents a discharge of only one-sixth of
1 percent of Q, the total capacity of the battery, drawn at
the so-called 10C rate. In other words, only a small amount
of the battery’s capacity was drawn, and at a very modest
rate. In spite of this, a significant change in terminal voltage
is observed. As steady-state, open-circuit voltage is the most
reliable indicator of a cell’s state of charge, considerable effort
has been put into understanding and modelling this recovery
phenomenon.

The authors of [1], [2], [3], [4] modelled this characteristic
using RC networks. These works were inspired by Randles
original 1947 model [5], but disregard the fractional nature at
which his work hints. Figure 2 shows a typical 2nd order RC
model where UOC and Ut represent the open circuit and the
terminal voltage respectively, and of course Ro represents the
Ohmic series resistance. It is claimed that the first RC network
of Rc and Cc represents the effects due to mass transport and
the second RC network of Rd and Cd represents the double
layer effect, after [5]. In the next section we will demonstrate
that this entire class of model is inappropriate.

II. APPLICATION OF MODIFIED SWINGLER METHOD

In [6] Swingler proposed a modification of Gardener’s
method for resolving summed exponential functions. He

Fig. 1. The recovery curve of a 900mAh NiMH battery immediately after
being subjected to a load of 90mA for 60 seconds beginning at a little over
50% SoC.

Fig. 2. A typical second-order RC battery equivalent-circuit model, repro-
duced from [3].

observed that a function f(x) made up by summing a
number of exponential decay terms could be processed
to yield a series of delta functions whose amplitudes and
delays betrayed the amplitudes and decay time constants
of the constituent exponential functions. The execution of
Swingler’s process proved to be less simple than promised,
but a modified algorithm was put forward in [7] that gives
good results. This technique can be applied to the recovery
part of a battery voltage waveform, and ought to identify
the multiplicity of reactive elements required in a battery
equivalent-circuit model, as each will give rise to a single
decay time constant. We applied this algorithm to the recovery
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Fig. 3. Output of exponential-function analysis applied to the recovery curve of figure 1 and to a battery recovery curve generated using a two-RC battery
model for comparison.

curve shown in figure 1. The result is shown in figure 3. The
most important observation is that there is no evidence of any
small number of exponential functions. Output of a two-RC
model was analysed for comparison, and clearly shows 2
peaks 50dB above the noise floor. This observation suggests
that RC models are not appropriate. A Constant-Phase
Element (CPE) has a time-domain function that can only
be approximated with an infinite series of exponentials, and
is not expected to show any peaks on a Swingler-style analysis.

III. FRACTIONAL-ORDER MODELS

Fig. 4. Fractional equivalent circuit model reproduced from [12].

The idea of modelling batteries with fractional system was
first introduced by the authors of [8] in 2006. The authors

Fig. 5. Cycle test of 900mAh NiMH battery

claimed to be able to estimate the state of charge of lead-
acid batteries within 5% error using a mathematical model
based on limited frequency band of 2mHz-200Hz. One of the
main drawbacks of this model is that it does not have any
physical justification or any compact equivalent circuit. It is
purely mathematical model with no clear electronic equivalent.
A similar mathematical model involving complex algorithm
was later proposed in [9] in 2010. This algorithm is specific
to the cranking capability of a lead-acid battery. The best that
can be said about this work is that it tends to confirm that
batteries are fractional in their nature.

Other authors employed Randles battery model with varying
degrees of success [10], [11]. In both papers, the authors
measured impedance of a lead-acid battery over a certain
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Fig. 6. The bode plot of the magnitude and phase of impedance of two NiMH batteries of 900mAh and 2400mAh capacity.

band of frequencies and used the frequency response to fit
the parameters of a first-order Randles model.

As this manuscript was being prepared, Yan Ma et alia
in [12] proposed a fractional battery model with a constant
phase element (CPE) and a Warburg element as shown in fig-
ure 4. Voc represents the open circuit voltage, Vo is the battery
terminal voltage, R1 represents the ohmic series resistance and
W denotes the Warburg element. At first this work seems very
powerful. In figures 1 and 5 of [12], the authors plot EIS data
measured on a 26650 Lithium-ion battery on real/imaginary
axes, but nowhere do they state the range of frequencies used
in the measurement, nor do the plots show data points or
variations with noise. In extracting their model parameters they
eventually resort to a numerical fitting process. The model is
then tested by having it predict very similar time-voltage data
as that to which it was fitted. Finally, they note that the model
predicts with “most errors below 20mV” which is claimed to
represent only about 1% error in SoC, yet publically-available
plots show in the linear region that Li-ion batteries have more
like 3mV per percent of SoC.

We contend that any model of the complexity proposed
in [12] can be fitted to a set of data and subsequently used
to predict similar data. This does not suffice to verify the
appropriateness of the model, especially if that model is overly
complex, perhaps with too many degrees of freedom. We will
now show measurement that suggest a simpler fractional-order
model is appropriate.

IV. CYCLE TEST

A 900mAh NiMH battery was cycled in order to determine
the full capacity of the battery. This is important as we want to
be certain that the range of the SoC stays within 50% during
impedance measurement. The steps followed to obtain figure 5
are listed below:

• A current pulse of 0.18A (0.2 C) was generated to charge
or discharge the battery for a period of 1 minute using Ag-
ilent E5270. Agilent E5270B Precision IV Analyzer con-
tains SMUs (Source/Monitor Units) for voltage/current
sourcing and voltage/current measurement as low as 0.1
fA.

• The battery was then allowed to rest for 2 minutes for
the recovery voltage to settle down after every 0.3% SOC
charging and discharging.

• The battery was idled for 12 hours in between charge and
discharge.

• Open circuit and under-load terminal voltages of the
battery were measured..

V. IMPEDANCE MEASUREMENT

We measured the impedance of two NiMH batteries against
frequency from 10µHz to 10Hz using a Solartron 1260A
analyser with a fixed dc offset corresponding to 50% SoC. The
batteries were rated at 900mAh and 2400mAh. Stimulus levels
were chosen to ensure that cells did not deviate more than
10% from 50% SoC for even the lowest stimulus frequencies,
where current flowed in one direction for periods approaching
14 hours. Figure 6 depicts the results.
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For both cells, the magnitude of impedance is relatively flat
at higher frequency, but increases below 10mHz, while phase
shifts from about 0 degrees to settle at about -80 degrees. Such
a Bode plot is characteristic of a single CPE corresponding to
a derivative of order 0.89.

The phase traces in figure 6 show a deviation of 10–
15 degrees as frequency increases above 1Hz. We have not
conducted any analysis as to what might cause this so far,
chiefly as we are interested in modelling SoC, and the response
in this frequency range is not really of interest.

The frequency responses of NiMH obtained at higher fre-
quencies are noisy. In order to confirm that the noise were
not generated from the measurement system, a resistor of
value comparable to the magnitude of battery impedance was
measured using Solartron 1260. The results reproduced shown
in figure 7 concludes that the noise in the impedance mea-
surement data for batteries were not generated from Solartron
1260.

Fig. 7. The bode plot of the magnitude and phase of impedance of a pure
resistor in the Solarton measurement setup.

VI. DISCUSSION AND CONCLUSION

We have shown that the impedance characteristic of NiMH
batteries corresponds to that of a single CPE in series with
a fixed resistor. The authors of [13] and [14] have adopted
a similar approach to model the impedance characteristics
of electrode-electrolyte interface and implantable electrode
respectively with CPE. Since a CPE is defined by two param-
eters, its magnitude and the order of the derivative function
relating current and voltage, this should lead to a battery model
with greatly reduced parameter set.
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Abstract — The supremacy of bit-streams over dedicated VLSI 
technology in the implementation of parallel, real-time systems, 
regarding cost and system structure, has been reported in recent 
research activities. The aim of this paper is to demonstrate the 
development and the implementation of a library of bit- stream 
elements, in a GUI environment like the Simulink This gives the 
advantage of using the bit- stream elements in conjunction with a 
large number of existing continuous time Simulink elements. Thus, 
all sorts of new or existing system models, supported by Simulink can 
be tested under bit- stream environment. The focus of this study is on 
the bit-stream implementation of building blocks for Fuzzy Systems. 

Keywords — Fuzzy Systems, Neural Networks, Bit Streams, 
MATLAB ToolBox 

I.  INTRODUCTION  
It has not been so long since the distributed computing began 

to replace the conventional computing in numerous applications 
due to speed and performance [1]. The application areas of 
distributed techniques range from stochastic modeling of the 
clinical epidemiology to the cognitive model building of the 
human mind, from forecasting the climate in the current century 
to deducing the structure of the Milky Way galaxy.  In this study, 
distributed techniques will be discussed in the context of Fuzzy 
and Neural Systems.  

The goal is to implement fuzzy systems and neural networks 
on hardware because of its advantage of speed and size over 
microcontroller and PC. In analogue domain, excellent results 
are available in the implementation of fuzzy systems [2, 3, 4]. 
Some hybrid and digital technique based results are also reported 
for fuzzy systems implementation [5, 6]. Both analogue and 
digital techniques have been applied for neural network 
implementations as well. Mead [7] used VLSI (Very Large Scale 
Integrated Circuit) technique to build neural networks for 
character recognition. Usually, the digital implementation is 
done using the pulse code encoding of analogue values [8, 9, 10]. 

Patel used FPGAs to present a novel technique, the bit-
stream representation of the analogue signals, for the hardware 
implementation of the distributed systems such as Fuzzy and 
Artificial Neural Networks (ANNs). He designed and 
constructed various bit-stream functional elements using VHDL 

[11]. These elements are modular and can be connected to the 
construction of complex bit-stream structures. In the earlier 
research stages, Patel implemented cascade controllers [15] by 
using single bit stream instead of a multi-bit word for analogue 
signal representation. In [12], he used the same technique to 
present an alternative approach for the parallel execution of 
algorithms. In [14], he applied this bit-stream technique on a 
D.C. servo mechanism and proved it as a feasible alternative for 
controller construction for multi- dimensional systems. Later on, 
he came up with a fuzzy solution by implementing a fuzzy 
controller [13] for the same servo motor system and 
demonstrated the success of the uniformly weighted bit-streams 
technique. The implementation on Artificial Neural Networks 
has also been presented by Patel in [15] using the similar 
technique. 

The success and the potential of the uniformly weighted bit-
streams technique presented by Patel, for the parallel, real time 
systems, is the motivation for this study. It is already discussed 
earlier that bit-stream elements have been designed by Patel in 
VHDL. Although there is no issue with the performance of the 
bit-stream functional elements, the limitation was that the 
elements require complete systems modeled in VHDL to run at 
. Also, the existing systems are quite difficult to understand and 
modify. Therefore, an environment was required, where bit-
stream elements could be modeled and simulated with ease. That 
environment could rapidly build complex systems and modify 
conveniently when needed. Simulink is the MATLAB tool for 
model-based design which can be used to build new models or 
modify the existing ones accordingly. It supports both linear and 
nonlinear systems and can model them in sampled time, 
continuous time or a combination of both. More importantly, the 
complexity of the system is not an issue as it is in VHDL system 
design. Therefore, Simulink was chosen for the bit-stream 
modeling. It has the advantage of having numerous existing 
models which can be re-used with bit-stream elements. For the 
development, the powerful programming language of 
MATLAB was selected. Another attraction was the availability 
of the translation of the Simulink models into several hardware 
description languages by MATLAB. Thus, models can be 
designed, simulated as well as implemented on FPGAs with 
ease. Contribution of the current work can precisely describe as: 

ENZCon 2016

115



• A Simulink library of bit-stream functional elements is 
built including the basic arithmetic elements as well as the 
advanced elements for fuzzy and neural network systems. The 
elements must have their inputs and outputs of bit-stream type 

• The functionality of compatible is verified with the 
existing VHDL bit-stream elements. 

• The performance of the bit-stream elements is tested in 
parallel, real-time systems modeled in Simulink. 

This paper is organized into six sections. Section 2 presents 
the conversion of the analogue signal into bit streams. In Section 
3, construction of primitive and arithmetic elements is discussed. 
Section 4 talks about the design procedure for the building block 
of fuzzy systems. In Section 5, a bit-streams implemented 
example from Artificial Neural networks are discussed, and 
results are compared with already existing results. The paper is 
concluded in Section 6. 

II. SIGNAL REPRESENTATION AND BIT-STREAM   
GENERATION 

Bipolar analog signals can be converted into digital signals 
by using either multi-bit or single bit conversion. The multi-bit 
conversion uses a binary number system with each bit having 
weight 2m−1. In single bit conversion system, each bit is 
assigned a weight by its distance from preset reference point 
[16].  Later approach, called bit stream representation of analog 
signals, is adopted in this research. In this single bit 
representation approach, weights of positive ‘Q+’ and negative 
‘Q−’ logic levels or quanta are used to represent the magnitude 
of any analog signal: 

Vi(k) = A(k) – B(k) / N                             (2.1) 

where Vi(k) = analogue input value at kth instant, A(k) = 
summation of positive quanta, B(k) = summation of negative 
quanta, N = size of the frame under consideration. 

Here, it is worth mentioning that if some Q+ and Q− are 
same in a bit-stream, then this will have net result zero or Z. 
Similarly, some positive quanta Q+ result in an increase in 
magnitude and vice versa (see [17] and references therein for 
detail).  This fact is elaborated in Figure 1. 

Various arithmetic and fuzzy blocks are developed in this 
work. However, all the blocks accept input signals in the form 
of bitstream only. It requires a bit-stream generator which can 
convert any analog signal in the form of bit-streams.  It is 
implemented in Simulink and consist of: 

1. A circuit containing summer, amplifier, integrator, and 
a relay. 

2. 2. A D-Flip-Flop  

3. 3. A feedback path with a function to convert D-Flip-
Flop’s outputs 0 and 1 into −1 and 1, respectively 

 

 

 

 

 
Figure 1: The Z along with a Positive Signal 

 

This generator works for the analogue input range between 
−1 V to +1 V. For an input of +1 V; a bit-stream is generated 
containing a series of ’1’s. Similarly, a series comprised of all 
’0’s will be the result of −1 V as the input. For an input of 0 V, 
the zero valued bit-stream with an alternating sequence of ’1’s 
and ’0’s will be generated. In Figure 2, an analog sinusoid and 
its equivalent bit-stream pattern are shown. 

It can be seen that as the value of sinusoidal is increasing 
then, bits with 1ts are increasing, and when the value is 
maximum, 1, then 1ts bits are maximum. Similarly, as value is 
decreasing then 0ts bits are increasing up to the maximum. 

 
Figure 2: Analog Signal to Bit-Stream Conversion 

III. ARITHMETIC  ELEMENTS 
The backbone of bit-streams based MATLAB toolbox for 

complex fuzzy and neural networks are basic arithmetic 
function elements. In this section, firstly general technique is 
discussed then primitives are designed. In the end, an example 
from arithmetic elements is presented. 
 

3.1. General  Technique 

 
All the elements, despite different functionality, follow 

same construction technique. By Equation 2.1 any signal can be 
represented using bit-streams as 
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Where Az and Bz are positive and negative quanta of 
zero or Z bit-stream. Zero valued components can be decoupled 
from any bit-stream “BS" as: 
 

 
 

After this, we can present procedure to design arithmetic 
components: 
 

1. Separation of the non-zero components from the bit-
stream using equation   3.2 

 
2. Application of element specific operation using a truth   

table 
 

3. Either 
 

 Re-insertion of the operated components into 
a zero valued bit-stream, or 

 
 Generation of output bit-stream using binary 

to the bit-stream generator in case multi-bit 
words is produced after step 2. 

 
3.2. Primitive Elements 

 

i. Z-Generator 

 

A zero value bit-stream generator or 'Z' generator can be 
obtained from a clock FB. It is essential components of all the 
arithmetic elements as discussed earlier. It waveform and 
construction can be shown from Figure 3. 

 

 
                          (a) Wave Form                             (b) Z-generator's construction 

 
Figure 3: A Z-generator with waveform and Construction Diagram 

 
ii. Saturating Summer and Accumulator (SAC-SAT) 

 

The SAC-SAT block is used in functional arithmetic elements 
before the 3rd step discussed in general technique ([17] and 
references therein for detail). Saturating Summer and 
Accumulator (SAC-SAT) is a register used to buffer quanta for 
the functional elements. The function of SAC is to sum and 
accumulate the quanta while the SAT comes into action after 
reaching its maximum capacity to prevent an overflow 
condition. A positive quantum increases the value of SAC while 
a negative quantum decreases it while SAT overcomes the 
saturation states by bounded it to upper or lower limit 
respectively as shown in Figure 4. 

 

 
 

 
 

Figure 4: Conceptual behavior of 4-bit SAC-SAT 
 

iii. Saturating Summing and Accumulating Out-putter 

(SAC-SAT-out) 

 

One of the basic requirements of this study is that all the 
functional elements must take inputs of bit-stream type but, there 
are some instances where processing elements output multi-bit 
words. To transmit to other elements, these words must be 
converted to bit-streams and hence a binary to the bit-stream 
generator is required. Block diagram of a binary to the bit-
Stream generator is shown in Figure 5. 
 

 
Figure 5: Binary to Bit-Stream Generator 

 

3.3. Construction of Arithmetic Elements 

 
Various arithmetic elements are designed in this toolbox 

such as an adder, subtracter, integrator, differentiator, and 
multiplier, etc. Due to space limitation, the only adder is 
discussed here. 
 

i. Adder 

 
The summation is the most familiar arithmetic operation. In 
case of bit-streams, the summation of two bit- stream signals 
means the addition of the quanta present in both bit-streams i.e. 
if a bit-stream S1, having 2 positive quanta in a frame of 8 bit 
wide is added with another bitstream S2, having 1 positive 
quanta in a frame of identical width then the resulting bit-
streams S3 will contain 2 + 1 = 3 quanta within the dimensions 
of a similar frame. From Equation 3.1, the addition of bit-stream 
signals can be given as follows: 
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Where (Az + D1/2 + D2/2) are positive quanta and (Bz 
− D1/2 − D2/2) are negative quanta. D1/2 and D2/2 represent 
aggregate difference over an N sized frame. 
 

The summation can be easily performed using a 
logical OR operation as far as quanta from both the signals do 
not arrive at the same time. Otherwise, one of the two quanta 
will be lost. Since it is very much probable that two quanta 
arrive at the same instant, a logical OR-based adder could not 
be used. One solution is to store the additional quanta in some 
buffer and then place it in the next available slot. In this way, a 
lossless adder can be made. It is worth mentioning that adder 
can be constructed by using either SAC-SAT or binary to bit-
stream generator. We will only discuss the first type of adder 
here. 
 

ii. Adder using SAC-SAT 

 
As discussed before, a buffer is required to construct a lossless 

adder. Recall that our primitive element SAC-SAT can work as 
a buffer, so it could be used here to accumulate the quanta, but 
since the accumulated Quanta are also required to be ejected as 
output bit-stream, a SAC-SAT-out is a better choice and is 
adopted to construct the adder of Type 1. The structure of this 
bit-stream adder can be divided into two sections:  Input section 
and output section.  A SAC-SAT based adder is shown in Figure 
6. 
 

 
Figure 6:  SAC-SAT based adder 

 

iii. Input Section 

 
The task of the input section is to determine the number of 
quanta arrived at the input. This task is performed using the 
truth table shown in Figure 7.The Column labeled as Z contains 
the states of zero valued bit-stream, S1, and S2 labeled columns 
depict the states of the input bitstreams that are to be summed 
and the last column with the heading Incident Net Quanta 
shows the computed incident quanta processed using the first 
three columns. The operation can be summarized as 
 

 If both the inputs were similar in phase and shape with 
Z, then there are no quanta at the input. So a ‘0’  is fed 
to the output section. 

 
 If Z and S1 are at ‘0’ logic and S2 at logic ‘1’ then one 

positive quanta has arrived at the input, asserted by S2 
 

 Similarly, if S1 and S2 are at logic ‘0’ while Z is at 
logic ‘– 1’ then one negative quanta has been asserted 
by each of the bitstreams at the input and hence −2Q 
is sent to the output section. 

 
Table 3.1: Binary to Bit-Stream Generator 

 
 
iv. Output Section 

 
The output section is comprised of the primitive, SAC-SAT-
out. Its task is to accumulate the quanta provided by the input 
section and to insert the quanta at appropriate slots. Its working 
has been described earlier using a basic example of single bit-
stream. Now presenting another example that shows the 
behavior of the SAC-SAT-out i.e. the output section of the 
adder during the addition of two bit-streams. Figure 8 shows 
this addition with two bit-streams, S1 and S2 along with zero 
references, Z. The table down the waveforms consists of three 
rows. First shows quanta being fed at the input, second depicts 
the states of SAC before and after quanta insertion, and the last 
row shows the output bit-stream, S0. All the steps of the 
operation are based on the methodology described earlier with 
an example, therefore, are not analyzed in detail here, but a 
flowchart presenting an overview of the operation is shown in 
Figure 9 to describe how it has been coded.  This flowchart 
shows a single iteration of the output section. 
 

 
Figure 8: Bit-stream addition using Adder 
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Figure 10 presents the Simulink model of the summation of two 
sinusoids, S1 and S2. Some components along with the adder 
can be seen including 2 Analogue-to-Digital- Converters, 2 
signal generators,   1 pulse generator, 1 Z generator, 1 value 
element, 1 scope with a multiplexer and the Adder of Type 1. 
The specifications for this model are: 
 

 
 
Figure 11 shows the output waveforms of the above simulation 
along with the VHDL simulation results of [11] for comparison. 
It can be clearly seen that the waveform for both simulations is 
identical as well as the theoretical peak value of t=0.56. 
Although, the actual inputs, and the outputs are bit-streams, but 
the plot presents analogue values. This has been done by using 
the "value element" whose task is to add the quanta of the past 
N clocks first and then to normalize the count value by N = 2. 
So the bit-streams range from -128/128 to 127/128 for N= 256, 
R= 8.  
 

 
Figure 9: Output Flowchart for Adder 

IV. FUZZY LOGIC TOOLBOX 
Along with the functional elements discussed in the previous 
section, a few more components are required to design bit-
stream fuzzy systems. Particularly they are Min/Max operators, 
membership function generator, and a defuzzification element. 
The elements must satisfy the basic requirement of inputs and 
outputs of bit-stream type. Only membership function generator 
is discussed here due to space limitation. 
 

i. Bit-Stream Membership Function Generator 

 
For the bit-stream implementation, a membership generator 

has been presented in Figure 12 (for single membership value) 
and Figure 13 (for both positive and negative membership 
values). 

 
The process is an addition to two offsets. First one is 

the modified form of the primitive, Binary to Bit-Stream 
Generator and the second one is a constant with the value 1. 
Figure 14 shows the concept of this generator. The dotted line, 
labeled as 1, is the normal bit-stream trace with slope = 2. For a 
membership curve with slope = 2 and having a breakaway point 
at +32, the input needs to be kept at 0 until the breakaway point 
comes, which is correspondent to the point at +64 of line 1. So, 
adding an offset of −(64 + 128) = −192 results the dashed line, 
labeled as 3 and by further adding an offset of +128, the desired 
curve is obtained finally and presented as line 2. The second 
offset is a permanently set as 1, while the first offset is based on 
the input parameters: M1, M2, and P as shown in the model. The 
SAC is incremented or decremented at every bit-clock by P (a 
multi-bit word) using the Truth Table presented in Figure 15, 
while M1 and M2 have the same characteristics as used in other 
blocks. The first offset value can be calculated by choosing 
appropriate values of the input parameters in the following 
equations. 
 

 
Figure 10: Simulink model for bit-stream summation using adder 

 

 
 

To obtain a negative membership value, the same 
procedure is used except that the resulting membership value 
from Linear Membership Function Generator is multiplied by 
−1 and then the second offset i.e. 1 is added as shown in Figure 
13.  
 
Example 

 
Presenting a negative linear bit-stream membership function 
with a breakaway point at +48/128, slope = 2 and N = 256.  For 
the offset value, notice that +48 is correspondent to +96 on line 
1 of Figure   14. Hence, the offset = − (96 + 128) = − 224. The 
waveform has been plotted in Figure 16.  
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Figure 11: Comparison between Adder simulations for (a) VHDL (b) 
MATLAB 

 

 
 

V. ARTIFICIAL NEURAL NETWORKS EXAMPLE 
In this section, an academic example from neural 

networks, called XOR pattern matching, is presented. This 
example is implemented using bit-streams based MATLAB 
toolbox and results are compared with VHDL based results. It 
is assumed that reader has basic concepts of neural networks. 
 

 
Figure 12: Linear Membership Function Generator (a) Compact (b) Expanded 
 
 
5.1. XOR Pattern Matching 

The categorization of a pattern set having an exclusive-OR 
behavior is one of the typical and simple ex- examples that 
shows the potential of any network to categorize a non-linearly 
distinguishable set of patterns. The network has to be multi-
layered, and the XOR set of patterns can be presented in a Uni-
Polar or a Bi-Polar form. Patel [11] has successfully 
implemented both Bi-Polar and Uni-Polar XOR classifiers 
using bit-streams in VHDL. In this section, the bit-stream 
implementation of Bi-Polar classifiers will be presented only 
using the bit-stream components developed in MATLAB along 
with the comparison with the VHDL implementation. 
 
Bi-Polar Exclusive-OR 
 

Figure 17 shows the data for the Bi-Polar 
classification, where I1and I2 are the bipolar inputs while Y is 
the output. 

A symmetrical saturating linear transfer function is 
used as the neuronal squashing function, which makes the 
derivative of the transfer function as two-valued:  zero or a   
constant. 

If a pattern p is presented, then the output from the 
neurons of the hidden layer is given by: 

 

 
 
where i = 1, 2 · · · , wij  =connection weigh between input pj  
and neuron i, bi  = ith  neuron bias, fh( ) = squashing function of 
the hidden layer. 
 
Similarly, the output neuron's equation is: 
 

 
 

 
Figure 13: Bi-Valued Linear Membership Function Generator (a) Compact (b) 

Expanded 
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where ohj = activation of the hidden (j) neuron. The Neural 
Network Toolbox of MATLAB is used to train the network 
with the data of the Figure 17 which resulted in: 
 

 
 
wh  is the weight and bh  is the bias to the neurons in the hidden 
layer, while wo  and bo  play the identical roles for the output 
layer neurons.  The training values are fractional numbers, very 
close to +1 or −1 and the problem space symmetry suggests that 
there is no problem in rounding the training value. Hence they 
are rounded to the values shown in Equation 5.3.  Although the 
inputs in Figure 17 are 
presented as binary, they could have any value from −∞ < I1, I2 
< ∞ because the network is linear. Normalization makes the 
inputs to be constrained to −1 < I1, I2 < 1.  The nonlinear 
saturating squashing functions are aligned to these boundaries. 
 

 
Figure 14: Transformation of a bit-stream into membership bit-stream 

 

 
 

Figure 15: Truth Table for Addition in SAC 
 
A bit-stream system with N = 256, is limited to the inputs and 
outputs between a range from −127   to +128, conveniently 
written as ±128.  Anything beyond the limits is saturated.  This 
property of the bit-streams is used to implement the squashing 
function in an artificial neuron of the Bit-Stream Artificial 
Neural Network (BSANN). Therefore, the inputs for the 
BSANN are scaled to conform to: 

−1 < I1
BS, I2

BS < 1 
 

Figure 18 shows a Bi-Polar XOR architecture.  It can be 
observed that three inputs are being fed to all the artificial 
neuron models, each of which performs the operation (wp + b). 
Although, the output can never exceed ±128 or±1, due to the 
numerical representation of the floating points, the operation 
(wp + b) can reach up to very large magnitudes. For example, 
if three numbers 60,90 and −50 are added in the bit-stream 
environment, then there will be two possibilities. Either to add 
in two steps like (60 + 90) − 50 or to add concurrently like (60 
+ 90- 50). The first possibility will result in 60 + 90 = 127 − 50 
= 87, which is not desired, while the second possibility will 
result in 60 + 90 − 50 = 100, which is correct. One solution to 
avoid these saturation issues is to scale down the inputs by some 
factor in a way that their sum remains within the saturation 
limits, and then to scale up the summation result by the same 
factor at the time of addition. Since the inputs and the outputs 
have their maximum values as ±128, the scaling should be 
applied to the bias terms and the weights. The scaling factor 
depends on upon the maximum value, the operation (wp + b) 
can attain. The weights given in Equation 5.3 define the range 
for the BSANN XOR Network as −3 ≤ (wp + b) ≤ 1, which 
means the hidden layer of the BSANN would try to achieve −3 
× 128. Since it is not possible, so the weights and the bias need 
to be reduced by a factor. This scaling can be expressed as:  
 

 

 
Figure 16: Liner Membership Functions (a) Positive (b) Negative 

 

 
 

Figure 17: Bi-Polar XOR classification 
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The new neuronal squashing function f ’( ) with the effects of 
scaling can be equated with the un-scaled squashing function 
by: 

 
Now, a±128 saturating squashing function will be characterized 
with: 
 

 
 

Before discussing actual arithmetic elements, it is important to 
look at some primitive elements. Primitives elements are not 
actual bit-stream toolbox building blocks by themselves but 
extensively used in their construction. 
 
The architecture in Figure 18 portray this implementation, and 
it can be seen that all the weights and the bias terms are scaled 
down by a factor of 3 using the composite scalar. However, 
observations show that in the case of Bi-Polar XOR, this scaling 
is not mandatory and an efficient network, having less number 
of components can be made without scaling. Hence, this 
reduced network has been modeled using Simulink and 
presented in Figure 19. 
 
 

 
 

Figure 18: Conceptual Model for Bit-Stream Bi-Polar XOR 
 

Figure 20 shows the response of this implementation along 
with the outcomes of the VHDL implementation of [11].  The 
plot Y satisfies the requirements of Bi-Polar XOR truth table. 

 
Figure 19: Simulink Model for Bit-Stream Bi-Polar XOR 

 

 
Figure 20: Bi-Polar XOR Responses (a) MATLAB (b) VHDL 

VI. CONCLUSIONS 
This paper presents a methodology for the simplified 

modeling of real-time, parallel systems in the bit-stream 
environment. Bit-stream solutions have been getting popularity 
for the hardware implementation of parallel systems as an 
alternative of the dedicated VLSI, especially when the project’s 
cost or the complex structure of the systems are under 
consideration. A VHDL version of bit-stream components has 
already shown the effectiveness of the technology by 
implementing several systems, but the limitation of VHDL in 
building large and complex system models creates a hurdle to 
test the VHDL bit-stream components with complex systems. 
This limitation led to the foundation of this paper. Here, the 
bitstream elements have been developed in MATLAB, which 
provides an exceptional environment for complex system 
modeling. Hence, bit-stream behavior can be tested with new 
systems as well as with a large collection of existing system 
models regardless of the complexity. 
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Abstract—The Transient Array Radio Telescope (TART) is a
24-element aperture synthesis array radio telescope. It is designed
as a test bench for imaging algorithm development, as well as a
survey-instrument for transient events. We present an update
for the telescope hardware, describe software for traditional
radio-interferomic aperture-synthesis imaging and also explain
the process of calibration. While refining the calibration is under
ongoing development, the number of the imaged sources that are
consistent with known sources provides some confidence in the
telescopes conceptional design and operation.

I. OVERVIEW

Interferometric measurements in radio astronomy lead back
to early observations of the sun by Ryle and Vonberg in 1946
[1]. Since then several multi million dollar antenna array based
telescopes such as VLA, ALMA, LOFAR and MWA have been
built [2] [3] [4] [5].
These telescopes rely on an indirect synthesis process to
transform the calibrated observation data from the antenna
array into an image.
The calibration procedure of traditional radio telescope
projects such as ALMA or VLA typically involves various
calibration measurements and synthesis imaging of spatially
close-by calibrator sources before, after or even during each
observation of science interest.
The calibration process is essential for the imaging process and
becomes more difficult with increasing number of antennas,
bandwidth and larger field of view. Precursor projects to
the SKA such as MWA were designed to further develop
calibration techniques [6]. While the Transient Array Ra-
dio Telescope (TART) is a cost-effective downscaled radio
telescope, calibration remains non-trivial as an essential part
within the imaging process.
The TART is a 24-element aperture synthesis array radio
telescope. It is designed as a test bench for imaging algorithm
development, as well as a survey-instrument for transient
events. TART operates in the L1 GPS band at 1.575GHz.
Both hardware and software designs are open-source, released
under the GNU GPLv3 license and are available at the TART
website [7]. An initial design and a more detailed overview
over the TART is given in [8].
Advances in hardware and calibration have been made and re-
sult in ability to apply traditional synthesis imaging techniques.
In this paper we want to give an overview and a brief update
of the instrumental setup and the data acquisition process. We
than give an introduction in the synthesis imaging process in
section IV, that only with appropriate calibration, described in
section V can generate consistent results.

Fig. 1: Prototype of the TART deployed at the rural test site
on Signal Hill, Dunedin. Telescope tiles with antennas on the
right. The base station module as well as solar power system
is placed within the metal box 15 meters away from the tiles.

II. INSTRUMENTATION

This section shall give a brief description of the
components of the TART and their functionality. The TART
prototype as deployed on our rural test site and depicted
in figure 1 comprises of 24 active ceramic patch antennas,
located on four identical tiles. A simplified system diagram
can be found in figure 2. Each tile hosts six active antennas
as well as a radio hub module. A solar powered base station
module is located 15 meters away from the tiles.

Since the first prototype, of which further details can be found
in [8], advances have been made that simplified the build of
the telescope and reduced the number different printed circuit
boards down to three:

A. Base Station Module

The latest version of the base station module, as shown in
figure 3 is host of a power supply, a local oscillator, as
well as an FPGA and a miniature ARM-based computer.
At the current stage the Spartan-6 FPGA on a Papilio Pro
development board is solely acquiring and temporarily storing
snapshots of raw antenna data samples [9], however further
capabilities are in development allowing further functionality
such as the commonly used cross-correlation of the incoming
data samples.
Connected to the FPGA, via Serial Peripheral Interface (SPI),
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Fig. 2: System diagram of the telescope. The telescope consists
of one base station module, four radio hub modules each of
which is housing six radio modules and 24 antennas.

the base station module also hosts a Raspberry Pi Model 2
(RPi2). The SPI communication allows the configuration and
control of the FPGA from the RPi2 as well as the transfer of
the acquired raw data back to the RPi2 for further processing
and storage.
The base station power supply not only provides power to all
board components 3.3V and /5V but also distributes 24V to
each of the radio hub modules.

B. Radio Hub Module

As shown in the system diagram in figure 2, the TART consists
of four radio hub modules. The purpose of the radio hub
module is to provide power and a common clock signal to each
radio and transfer raw data streams back to the base station
module. The received clock signal from the base station is fed
into a jitter cleaner and the resulting clock signal, as well as
power, is distributed to six radio modules. The raw data stream
of each radio module is converted to a differential signal before
leading back to the base station.
Each radio hub module is connected to the base station module
via two Cat 6 Ethernet cables. With a total of eight twisted
pairs it is possible for the base station module to supply 24V
power and a common clock to the radio hub module, as well
as receive six streams of antenna samples as differential pairs.

C. Radio Module

The radio module hosts an off-the-shelf MAX2769B radio chip
which amplifies [10], mixes and filters the received electric
signal and produces a stream of binary samples with a sam-
pling frequency of fs = 16.368MHz, at a centre frequency of
fc = 4.092MHz and passband 3dB bandwidth B = 2.5MHz.

III. DATA ACQUISITION

At Each of the radios sampling frequency of 16.368MHz
leads to a total incoming raw data rate of 392.832MHz. To get
an initial handle on the data rate we only consider snapshots
of consecutive samples at reduced coverage (uptime).

Fig. 3: Top and bottom view of base station module. The top
side holds a total of eight RJ45 connectors to provide clock
and power as well as receive antenna data. The bottom side
(below) accommodates a Papilio Pro FPGA development board
(left, red) for synchronous data acquisition and a Raspberry Pi
Model 2 (right, green) for basic data processing and storage.

Once a minute the RPi2 issues the command to the FPGA
to acquire a one second snapshot of 224 subsequent raw
data samples for each antenna. The samples are buffered in
the SDRAM on the Papilio Pro. The acquired raw data is
subsequently transferred via SPI to the RPi 2, where it is stored
on disk and regularly uploaded to mass storage for further
offline processing.

IV. SYNTHESIS IMAGING

In this section the basic principles of synthesis imaging
are described. Conventional radio interferometric imaging is
based on the inverse Fourier transform of the visibility function
V (u, v) to recover the sky brightness I(l,m). This approach
is based on the Van Cittert-Zernike theorem, which relates the
complex visibility,

V (u, v, w) =
∫ A(l,m)I(l,m)

n exp(i2π(lu+mv + (n− 1)w))dldm, (1)

to the sky brightness I(l,m) and the primary beam response
of an interferometer A(l,m) [11]. Typically and mainly for
computational simplicity a small field assumption, i.e. n ≈ 1
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Fig. 4: Top side of the radio hub module. At the top of the
board is shielded jitter cleaner as well as a DC conversion
block (right). The down converted DC power and the cleaned
up clock signal is provided to six radio modules (left and
bottom). Generated raw data streams are converted in the
differential transceivers and lead back to the base station
module as differential pairs.

Fig. 5: Front and back side of a radio module. The ra-
dio module comprises of two main components: A shielded
MAX2769B radio chip and an SMA connector to attach a
powered antenna with integrated low noise amplifier.

is made. Ignoring the primary beam response this reduces 1
to a two dimensional Fourier transform

V (u, v) =

∫
I(l,m) exp(i2π(lu+mv)dldm. (2)

In practice the visibility is measured by correlating data
from pairs of antennas. The distance and orientation of pairs
antennas with respect to observation phase centre are defined
as baselines and are measured in wavelengths in the uv plane.
For N antennas there are N · (N − 1)/2 possible pairs for
correlation. For V (u, v) measured for a discrete set of N points
(ui, vi) the inverse transform can be approximated by

ID(l,m) =
∑
i

V (ui, vi) exp(i2π(uil + vim), (3)

where ID(l,m) is called dirty image. The dirty image

ID(l,m) = I(l,m) ∗B(l,m) (4)

is a convolution of the true sky brightness I(l,m) with the dirty
beam B(l,m). The dirty beam, also known as point spread
function, is the response of the telescope to a point source at
the phase centre [12]. Therefore the dirty beam is calculated
by setting V (ui, vi) = 1 and Fourier transforming the sparsely
covered uv plane. To perform the Fourier transform V is
gridded on a regular rectangular grid. The transform is then
carried out using FFTs. The full width at half maximum
(FWHM) of the resulting dirty beam is commonly used as
a standard measure for the resolution of the telescope.
As an example figure 8a depicts an image generated with
aperture synthesis. The image covers a large region of ±60 ◦

around the zenith (straight up). Without calibration the TART
is unable image the strong artificial point source that was
positioned, in the far field, straight above the telescope. A first
attempt for the TART that leads to a more promising image as
shown in 9 is presented in the next section.

V. CALIBRATION

This section describes the currently used basic calibration
process of the TART. While calibration in the future will
become increasingly more complex we start off with two major
parts. One essential component in order to be able to produce
meaningful results with synthesis imaging is the knowledge
of the baseline lengths i.e. determine the spacial frequency
components ui and vi of the measured visibility V (ui, vi) in
the uv plane. The baseline lengths and orientations can be
derived from the position of each antenna.

A. Baseline calibration

By design each tile of the TART is identical. Hence variations
in antenna positions and differences of antenna positions on a
tile are small (below 1 cm) and assumed to be negligible. An
additional assumption is that all tiles are in the same plane,
hence the tiles can only have offsets towards East or North
and can be rotated by an angle αi.
As a first step for baseline calibration distances between pairs
of antennas of different tiles are measured with a tape measure.
Secondly we create a tile based model of the array with a
fixed position and orientation of the first tile (0). We than vary
offsets and rotations of the remaining three tiles (1, 2, 3) with
a Nelder-Mead method [13]. Calculating antenna positions for
the model, we derive a sum of squares of baseline length
differences

score =
∑

(bmeasured
ij − bmodel

ij )2, (5)

for all measured baseline lengths bmeasured
ij and model baseline

length bmodel
ij and between antenna i and j.

Minimizing the sum of squares leads to a modified solution
for the antenna positions, which is shown in figure 6. While
tile 1 and 2 remain close to the initial array design solution,
there is an substantial offset and rotation apparent for tile 3.
This particular tile experienced a drift between the initial tile
placement and fixation to the ground.
The presented method yields a calibrated solution for the array
geometry, however a global orientation angle of the array left
to be determined until after the initial gain calibration.
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Fig. 6: Calibration of the antenna positions. Shown in red is
the initial design configuration. Also shown in blue are the
calibrated antenna positions. During the minimisation tile 0
(top) is fixed, hence the calibrated antenna positions remain
the same as the initial positions. There is only slight adjusted
in rotation and offset of tile 1 (right) and 2 (bottom). However
tile 3 (left) undergoes adjustment. This tile experienced the
most displacement before the installation of ground anchors.

B. Gain calibration

The observed complex visibility can be defined as

Ṽij = GijVij + εij + ηij , (6)

where Gij is the complex gain for this baseline, Vij is the
true visibility, εij is an additive error and ηij is noise. At this
stage we disregard additive offset errors to be part of the noise
and focus only on the multiplicative part as an antenna based
calibration, where

Gij = gi(t)g
∗
j (t) = Ai(t)Aj(t) exp(φi(t)− φj(t)). (7)

Due to an arbitrary instrumental phase we set φ0 = 0. Without
absolute flux density calibration we also set A0 = 1
A point source with flux density S at the phase centre (zenith)
has nice properties such that the visibilities simplify to
|Vij | = S and arg(Vij) = 0. We therefore utilise a calibration
source which acts as a strong point source, position it above
the centre of telescope and elevated into far-field of the TART
via quad copter. Figure 7 gives an overview of the rural test
site from the quad copter at 100m elevation.
A band pass filter limits the wide band noise of the BG7TBL
RF noise source to 1455−1925MHz and minimises potential
interference [14].

In order to obtain a set of complex antenna gains gi, a
calibration snapshot of raw data is acquired. The complex

Fig. 7: Rural TART telescope site as seen from the drone
during calibration flight. A battery powered noise source is
attached to the drone is and acts as a strong point source.
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Fig. 8: Synthesized image of the calibration source before and
after applying the antenna gain calibration. Applying the gain
solution to the measured visibilities causes the point source to
appear in the centre of the image and an enormous increase
in contrast.

cross correlator generates complex visibilities from the raw
data. A standard BFGS algorithm based minimiser varies the
solution for gain amplitudes and phases until the least squares
between model visibilities and gain corrected calibration
visibility data is minimal. In figure 8 is shown how the
determination of the relative gains of the antennas effects the
resulting image.
As an additional step the point source is relocated north of
the telescope. By obtaining another calibration snapshot we
than can solve for the global rotation of the telescope and
update antenna position data such that the imaged source
appears dear north.

As an example figure 9 and sequence 10 show images with the
applyed calibrated gain solution. The generated images show
consistent bright spots of emission that propagate across the
sky. When also plotting the known position of GPS satellites
we can find agreement, within a region around the zenith,
between imaged sky brightness and known position of a GPS
satellite. Distances are slightly above the order of resolution
which leaves room for further calibration improvement. For
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Fig. 9: TART synthesis image and known positions of GPS
satellites as white dots. The phase centre of the image is facing
straight up (zenith). We can observe qualitative agreement with
some GPS satellites, PRN09, PRN23 and PRN16, which are
within 30◦ of the phase centre.

large distances from the zenith the previous made assumption
of a flat sky does not hold, and the simplification of the Van
Cittert-Zernike theorem is no longer valid.

VI. CONCLUSION

Current data acquisition modality of the TART telescope al-
lows offline processing of data and development of calibration
procedures. While calibration is under ongoing development
first calibration results enable traditional synthesis imaging to
image sources that are qualitative consistent with known posi-
tions of GPS satellites. This provides a degree of confidence in
the correct setup, operation and initial data processing pipeline.
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Abstract—Feedback shift-registers (FSRs) are fundamental
building blocks in specialised digital electronics, e.g., cryp-
tographic or counter circuits. FSRs have exponentially large
number of possible states and their mathematical description
is well developed. Constructing maximal length sequences for
linear FSRs can be done algorithmically. However, the analysis
of nonlinear FSRs is in its infancy. In the last decade a novel
algebraic structure has emerged in the field of Boolean networks,
which may provide a useful tool to describe FSRs. Here we explain
the main ideas of this new formalism via examples and show its
capabilities on a particular NFSR.

I. INTRODUCTION AND MOTIVATION

Logic circuits can be classified into two types: combinational
and sequential. The output of the former type depends only
on the instantaneous inputs, while the behaviour of sequential
type uses the past inputs as well, i.e. it has “memory”. At
the heart of sequential digital circuits is a bi-stable component
whose state remains stable until an appropriate trigger appears
on the inputs. The term register designates a synchronous sys-
tem capable of storing and emitting a binary vector according
to external control signals. In sequel we restrict the meaning
of a register to storing a single binary value, 0 or 1.

Shift-registers are circuits for storing and shifting a num-
ber of binary values, possibly with the added complexity
of manipulating these values before shifting, however, the
meaning of “manipulation” can be numerous. Linear Feedback
Shift-Registers (LFSRs) are devices for generating sequences
of binary vectors controlled by a feedback function f . The
research on LFSRs started in the 1960s [1], [2] and continued
actively for many decades. By today it is mature and well-
understood subject: synthesis of maximum period LFSRs is
straightforward from a primitive minimal polynomial over
GF[2] [3], [4]. Statistical properties of sequences of LFSRs
have been characterised based on Golomb’s postulates [2], [5].

Recently nonlinear feedback shift-registers (NLFSR) have
received substantial attention. Their linear complexity exceeds
that of LFSRs of the same order [6]. While the cycle structure
of LFSRs is explored [1], [2], the analogous investigations
for NLFSRs are still searching for answers to fundamental
questions: is there a maximal possible length cycle for any
number of registers? If the answer is negative, how to decide
whether or not an n-register NLFSR has such cycle? If there
is, how to construct it and how many feedback functions can
generate the maximal cycle? What are the statistical properties
of the maximal cycles? What complexity do they have? Some
partial results are available; e.g., a special class of NLFSRs
with maximal period can be constructed [7], [8].

II. NOMENCLATURE AND DEFINITIONS

Figure 1 represents a typical shift-register. The output of the
shift-register is the sequence of states appearing at the output.
The circuit is controlled by a clock signal, which influences
only the speed of the FSRs but not the states of registers.

Definition 1 (n-stage feedback shift-register). Let D denote
a finite set of possible states of a register, and f : Dn → D
be a function. An n-stage feedback shift-register, induced by
the feedback function f , is defined by the transition function
Tf : Dn → Dn

Tf :
(
x1, x2, · · · , xn

)
7→
(
x2, x3, · · · , f(x1, x2, · · ·xn)

)
.

where xj ∈ D for j = 1, 2, . . . n.

This definition is general and assumes little about D, f or
Tf . In most cases, however, D is considered to be a finite
field with two operations +, and ·. In the Boolean case D =
{T,F}, while + and · stand for disjunction and conjunction,
respectively. In binary arithmetic + is the modulo-2 addition
and it is distinguished by using ⊕.

An alternative formulation of the shift-registers focuses
solely on the sequence, S = {sk}∞k=1, observed on the output
where sk ∈ D. The first n terms are fixed by initialisation;
the remaining terms are determined by the feedback function:

sn+i = f(si, s1+i, · · · , sn−1+i) (i = 1, 2 . . . ).

The output sequence is periodic if there are integers r > 0
and 0 ≤ n0 such that sn+r = sn for all n > n0. The smallest
such r is called the period of the FSR.

f(x1, x2, · · · , xn−1, xn)

xn xn−1 x1x2 sk

clock

Fig. 1. Schematics of a generic n-stage shift-register is depicted. Each circle
represents a register, identified by label k, whose state, xk ∈ D. All registers
are connected to a common clock signal which triggers the shift of register
state xk to xk−1 (k = n, . . . , 2), driving x1 to the output sk , and also the
calculation of the next state of xn from the feedback function, f .
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If Tf is a linear transformation, the feedback shift-register is
called linear, otherwise it is non-linear. The recurrence relation
for a linear feedback shift-register is particularly simple

sn+i =
n∑
j=1

cjsi+j−1 (i = 1, 2, . . . ), (1)

where cj are fixed constants. It is clear that the initial state
(s1, s2, . . . , sn) = (0, 0, . . . , 0) results in sn+1 = 0, thus S is
the constant zero sequence and it doesn’t generate a varying
sequence. Since the number of different n-tuples from D is
|D|n, the period of the longest possible non-recurrent sequence
is |D|n − 1. The sequence achieving this period is called
maximal sequence, or simply m-sequence.

Although the construct of f or F provide seemingly quite
limited freedom, it is surprising how prolific these functions
are. For example, f possesses |D|n different inputs each of
which can be mapped to |D| different symbols, thus there are
|D||D|

n

different functions. With a similar argument one may
conclude that the number of possible mappings is (|D|n)|D|n ,
while the number of one-to-one mappings is |D|n!. Here | |
is the cardinality of set D and ! stands for the factorial.

Example 1 (Binary linear feedback shift-register). The most
important class of shift-registers uses D = {1, 0}. Let us con-
sider a 2-stage feedback shift-register with feedback functions:
f1(x1, x2) = x2, and f2(x1, x2) = x1 ∨ x2, where ∨ denotes
disjunction.

TABLE I
TABULATED VALUES OF TWO, BINARY FEEDBACK FUNCTIONS.

s1 s2 s3 = f1(s1, s2) s3 = f2(s1, s2)
0 0 0 0
0 1 1 1
1 0 0 1
1 1 1 1

It is apparent that a FSR equipped with f1 won’t generate
maximal sequences, since irrespectively of the initialisation
its period will be unity. C

III. ALGEBRAIC MODELLING

In order to capture the essence of feedback shift-registers
we need mathematical tools, preferably tools which allow fast
calculation. Definition 1 has set the framework and points
directly to linear algebra [9]. However, before one can even
attempt to describe the time evolution of a FSR, it is necessary
to represent all logical functions somehow.

Representing linear logical functions is straightforward as
the mapping can naturally be represented by a matrix over
the basis formed by the individual primitive logical variables.
This structure, however, cannot directly be carried over to
nonlinear logical functions. Nevertheless, it is a possibility
that, by introducing new variables, the original logical function
can be linearised. This is the main idea behind the novel
mathematical formalism introduced by Daizhan Cheng and his
collaborators nearly decade ago [10], [11].

Let p1, p2, . . .pn be primitive variables and f be formally
a function of these variables. By introducing all possible

conjunctions of the primitive variables one can create an
extended set of variables, P , over which all f becomes linear!
The price we pay for linearising all functions is exponential
expansion in the dimensionality of the basis. Increasing the
dimensionality of a vector space isn’t new in mathematics or
physics, as different tensor products, e.g., Kronecker, Tracy-
Singh or Khatri-Rao, are prevalent in linear algebra, statistics,
data analysis, quantum mechanics and relativity. However, it
seems natural to increase the dimensionality of the space only
if it is necessary [10].

Definition 2 (Left semi-tensor product). Let A be an m× n,
and B be a p× q matrix, while α = lcm(n, p). The left semi-
tensor product of A and B is defined as

AnB =
(
A⊗ Iα

n

)(
B ⊗ Iα

p

)
where ⊗ is the Kronecker-product of matrices, Id is the d-
dimensional identity matrix, and the operation between the
objects in parentheses is the standard matrix product.

If n = p, this semi-tensor product coincides with the standard
matrix product of A and B. The semi-tensor product inherits
most of its properties from the Kronecker-product:

distributivity

(αA+ βB)n (γG) = αγAnG+ βγB nG

αAn (γG+ δD) = αγAnG+ αδAnD

associativity

(AnB)n C = An (B n C)

where α, β, γ, δ are scalars, while A, B, G and D are matrices.
Listing properties of the semi-tensor product would stretch the
extension of this article. We rather introduce the necessary
results via examples.

Example 2 (Permutation matrix for a vector). Organising
the basis we need an operation which can rearrange the
elements of vectors or matrices. Let the elements of a vector
be labelled by a multi-index π = (π1, π2, . . . , πn). We wish
to rearrange the elements according to a different multi-index,
π̃ = (π̃1, π̃2, . . . , π̃n). The corresponding permutation matrix,
W[π,π̃], is defined as an n× n square matrix with elements

wi,j =

{
1 πi = π̃j

0 otherwise
for i, j = 1, . . . , n.

Let v = (v1, v2, v3) whose elements we wish to rearrange
to ṽ = (v3, v1, v2), i.e. π = (1, 2, 3) and π̃ = (3, 1, 2). Then

vW[π,π̃] = (v1, v2, v3)

(
0 1 0
0 0 1
1 0 0

)
= (v3, v1, v2) = ṽ

The permutation matrix is defined in an analogous manner for
column vectors. C
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Example 3 (Permutation matrix for a Kronecker-product).
Let u = (u1, u2, . . . , um) and v = (v1, v2, . . . , vn). Direct
calculation shows

u⊗ v = (u1v1, u1v2, . . . , u1vn, u2v1, . . . , umvn)

v ⊗ u = (u1v1, u2v1, . . . , umv1, u1v2, . . . , umvn).

As only the order of entries are different, there must be
a permutation matrix which shuffles one product into the
other. Indicating the dimensions of each vectors is sufficient
to uniquely identify the permutation matrix, e.g., W[n,m] for
which (u⊗ v)W[n,m] = v ⊗ u.

Consider two row-vectors, u = (1, 2, 3) and v = (2, 0) and
the transformation of the possible Kronecker-products of u
and v into each other is

(u⊗ v)W[2,3] = (2 0 4 0 6 0)


1 0 0 0 0 0
0 0 0 1 0 0
0 1 0 0 0 0
0 0 0 0 1 0
0 0 1 0 0 0
0 0 0 0 0 1

 (2)

= (2 4 6 0 0 0) = v ⊗ u

W[n,m] can be defined for column vectors too. C

Example 4 (Exchange of two vectors). The example above
shows that u n v and v n u can be transformed into each
other, if u and v are vectors of the same length: v n u =
W[2,2] un v. C

Example 5 (Exchange of a column vector and a matrix). Here
we consider the specific case of exchanging a column vector
with a matrix. Let u ∈ Mp×1 and A ∈ Mm×n and examine
their semi-tensor product, u nA. It can be proven by using
Definition 2 that unA = (Ip ⊗A)n u. C

Theorem 1 (Representation of logical functions). Any n-ary
logical function f(x1, x2, · · · , xn) has a unique representation
in the form of

f(x1, x2, · · · , xn) =Mf n x1 n x2 n · · ·n xn,

where xi ∈ D, i = 1, 2, . . . , n.

The proof can be found in Ref. [11]. If k = |D|, then Mf

is a k× kn logical matrix and it is called the structure matrix
of f . Since Mf is a logical matrix, i.e., every column contain
one and only one non-zero element whose value is unity. In
compact notation: Mf = δk[c1, c2, . . . ckn ], where ci denotes
the ci-th column of the k-dimensional identity matrix. For
example, W[2,3] in (2) can be written as δ6[1, 3, 5, 2, 4, 6].

Example 6 (Semi-tensor product of Boolean variables). Let
us choose a redundant, vector representation p of a Boolean
variable p ∈ D = {T,F} in the following way

p 7→ p =
(
p
¬p
)

thus, e.g., T 7→
(
1
0

)
and F 7→

(
0
1

)
.

Consequently their Boolean product p ∧ q is associated with
the semi-tensor product

pnq =
(
p
¬p
)
n
(
q
¬q
)
=

 pq
p¬q
(¬p)q

(¬p)(¬q)

→
11
10
01
00

 .

If p = q = T, the entries of pnq are the binary representation
of numbers from 0 to 22−1 but in reverse alphabetic order. C

Example 7 (Boolean variables from semi-tensor product).
One might wonder about the inverse operation of the semi-
tensor product, i.e., how to determine the values of individual
Boolean variables provided the numerical value of their semi-
tensor product is known. Let us assume that x1n· · ·nxn = δj2n ,
thus the index of the only nonzero element is j (in base-10 nu-
meral system) while it corresponds to the binary representation
of number (2n−j)10. Therefore conversion of (2n−j)10 into
base-2 numeral system provides the value for each Boolean
variables. For example, let x1 = x3 = x4 = F and x2 = x5 =
T. The semi-tensor product x1n · · ·nx5 = δ2325 , thus j = 23,
while the corresponding label is 25 − 23 = 9 = 010012, and
indeed the second and fifth digit of this binary number is 1
while all others are zero. C

Example 8 (Representation of negation). In Boolean algebra
the number of unary operations is 22

1

= 4 which are the
identity, negation, tautology, and contradiction. Only negation
(¬) is non-trivial, and its structure matrix is M¬ = δ2 [2, 1].
Indeed, by direct substitution

¬p 7→M¬np =
(
0 1
1 0

)
n
(
p
¬p
)
=
(¬p
p

)
.

It is clear that M¬nM¬ = I2, i.e., negation is idempotent. C

Example 9 (Representation of conjunction). The unary case is
straightforward and uses only standard matrix-vector product,
thus it isn’t transparent why the semi-tensor product can be
useful. Let us consider a binary logical operation: conjunc-
tion (∧). Looking at the representation of a binary product
of two Boolean variables in Example 6 one may conclude
that M∧ = δ2[1, 2, 2, 2]. Let us check this conclusion by
representing f(p, q) = p ∧ q using the new formalism

M∧ n pn q =
(
1 0 0 0
0 1 1 1

)
n
(
p
¬p
)
n
(
q
¬q
)

=
(

pq
p¬q + (¬p)q + (¬p)(¬q)

)
=
(

pq
¬(pq)

)
The second component contains all products of p, q and their
complements except pq, thus their logical sum must be equal
to ¬(pq). In a similar way one may verify that the structure
matrix of disjunction is M∨ = δ2[1, 1, 1, 2]. C

Example 10 (de Morgan’s law). The de Morgan’s laws are
central theorems of propositional logic, one of which states

¬(p ∧ q) = (¬p) ∨ (¬q).

As we have already assigned matrices to the logical operations
∧, ∨, and ¬, we can check whether the new formalism follows
this law or not. Expressing both sides via semi-tensor products:
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¬(p ∧ q) 7→M¬ n (M∧ n pn q)

(¬p) ∨ (¬q) 7→M∨ n (M¬ n p)n (M¬ n q)

= M∨ nM¬ n (I2 ⊗M¬)n pn q.

Substituting M∧, M∨, and M¬ into these expressions gives

M¬ nM∧ =
(
0 1
1 0

)(
1 0 0 0
0 1 1 1

)
=
(
0 1 1 1
1 0 0 0

)
and

M∨ nM¬ n (I2 ⊗M¬) =

=
(
1 1 1 0
0 0 0 1

)
n
(
0 1
1 0

)
n
[(

1 0
0 1

)
⊗
(
1 0 0 0
0 1 1 1

)]
=
(
1 0 1 1
0 1 0 0

)0 1 0 0
1 0 0 0
0 0 0 1
0 0 1 0

 =
(
0 1 1 1
1 0 0 0

)
.

The matrices are equal demonstrating that the new formalism
naturally follows de Morgan’s law. Similarly one can verify
the adherence to the law of negation of disjunction. C

Example 11 (Power reduction of Boolean variables). We have
shown how logical operators are represented with matrices.
As the same variable may appear multiple times in a logical
expression, its associated vector also appears in the corre-
sponding algebraic structure. However, the original Boolean
expression has a natural basis which doesn’t contain the same
variable many times, therefore in the algebraic representation
there must be a way to eliminate superfluous variables.

As an example, if p is a Boolean variable, then p ∧ p = p,
i.e., the power of p can be decremented. The corresponding
algebraic structure has to capture this property. Let M↓ denote
the structure matrix of decrementing the “square” of p, or in
formula pnp =M↓np. Then any power of p can be reduced
to a linear expression in p:

K

n
j=1

p =

K times︷ ︸︸ ︷
pn pn · · ·n p =M↓ n

(K−1) times︷ ︸︸ ︷
pn · · ·n p = · · ·

=

(
K−1
n
j=1

M↓

)
n p =MK−1

↓ n p,

where MK−1
↓ stands for the semi-tensor product of (K − 1)

copies of M↓. The result is general as p could even be a
compound variable. For the sake of transparency we attach
a leading subscript to M↓ indicating the number primitive
Boolean variable the matrix is operating on, e.g., 3M↓.

Let us now examine the case of a single variable. The logical
statement p∧ p = p applies directly and we can translate both
sides of this equation into the semi-tensor product formalism:
M∧ n pn p = 1M↓ n p. In details

M∧ n pn p =
(
1 0 0 0
0 1 1 1

) pp
p¬p
(¬p)p

(¬p)(¬p)

 =
(
1 0 0 0
0 1 1 1

) p
0
0
¬p


=

1 0
0 0
0 0
0 1

( p
¬p
)
= 1M↓ n p. (3)

Thus we have found that 1M↓ = δ4[1, 4]. Analogously we may
examine the product of a compound Boolean variable p with
itself. Let us consider p = ∧ni=1pi, where pi are all primitive
Boolean variables. The logical ∧ operation is idempotent and
commutative, thus p ∧ p = p stands for compound variables
as well. Therefore

pnp = (p1np2n· · ·pn)n(p1np2n· · ·pn)
=W[2,2n]np1np1n(p2n· · ·pn)n(p2n· · ·pn)
=W[2,2n]n1M↓np1n(p2n· · ·pn)n(p2n· · ·pn)
=W[2,2n]n1M↓np1nW[2,2n−1]np2np2n

(p3n· · ·pn)(p3n· · ·pn)
=W[2,2n]n1M↓np1nW[2,2n−1]n1M↓np2n

(p3n· · ·pn)(p3n· · ·pn)
=W[2,2n]n1M↓n(I2 ⊗W[2,2n−1])n(I2 ⊗ 1M↓)n

p1np2n(p3n· · ·pn)(p3n· · ·pn).

For transparency and to emphasise the hierarchy of the ex-
pression, the first two terms in the product can be written in
an alternative way. Using the fact that 1 = I1 we can continue
the equation above as

=(I1⊗W[2,2n])n(I1⊗1M↓)n(I2⊗W[2,2n−1])n(I2⊗1M↓)

np1np2n(p3n· · ·pn)(p3n· · ·pn).

The structure is now apparent and we indeed confirmed that
pn p = nM↓ n p, where

nM↓ =
n−1
n
j=1

(Ij⊗W[2,2n−j+1])n(Ij⊗1M↓). (4)

Constructing nM↓ for a compound variable is thus possible
by using matrices discussed earlier: Ij , W[2,2n−j+1], and 1M↓.
At this stage the need for nM↓ might seem to be non-existent,
but this very operation guarantees that any logical operation
can be expressed in the basis nn

j=1 pi. C

Remark 1 (Explicit form of nM↓). The reduction matrix nM↓
for n primitive variables (4) can also be given explicitly. After
introducing the notation d = 2n + 1, one may obtain

nM↓ = δ22n [1, 1 + d, 1 + 2d, 1 + 3d, . . . , 22n]. (5)

This form is valid even for n = 1, e.g., 1M↓ = δ22·1 [1, 1 +
21 + 1] = δ4[1, 4] which is identical to expression (3).

The number of columns in nM↓ is (22n − 1)/d = 2n − 1.
As the first element doesn’t contain d, the total number of
columns is 2n. Thus nM↓ is a 22n × 2n matrix.

Example 12 (Representation of exclusive OR). Later, when
Boolean functions are represent in the semi-tensor formalism,
we will need the structure matrix for the exclusive disjunction
(XOR) Boolean operation which can be expressed

p⊕ q = (p ∨ q) ∧ (¬(p ∧ q)).
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f(p, q) = [(¬p) ∧ q] ∨ [p ∧ (¬q)] ∨ [p ∧ q] = z1 ∨ z2 ∨ z3
7→M∨ nM∨ n z1 n z2 n z3

=M∨ nM∨ n
[
M∧ nM¬ n pn q

]
n
[
M∧ n (I2 ⊗M¬)n pn q

]
n
[
M∧ n pn q

]
=M∨ nM∨ nM∧ nM¬ n (I4 ⊗M∧)n pn q n (I2 ⊗M¬)n pn q nM∧ n pn q

=M∨ nM∨ nM∧ nM¬ n (I4 ⊗M∧)n (I8 ⊗M¬)n (I16 ⊗M∧)n pn q n pn q n pn q

=M∨ nM∨ nM∧ nM¬ n (I4 ⊗M∧)n (I8 ⊗M¬)n (I16 ⊗M∧)n 2M
3
↓ n pn q

=Mf pn q

Fig. 2. Step-by-step calculation for Example 13.

The latter form is suitable for semi-tensor product representa-
tion:

p⊕ q 7→M∧ n (M∨ n pn q)n (M¬ n (M∧ n pn q))

=M∧nM∨n(I4 ⊗M¬)n (I4 ⊗M∧)n2M↓n pn q

=M⊕ n pn q.

Since M∧, M∨, M¬, and 2M↓ have already been determined,
one can conclude that M⊕ = δ2[2, 1, 1, 2]. C

Example 13 (Optimising a binary Boolean function). Con-
sider the binary Boolean function: f(p, q) = [(¬p) ∧ q] ∨
[p ∧ (¬q)] ∨ [p ∧ q]. This expression can be simplified as
f(p, q) = [(¬p) ∧ q] ∨ p ∨ (q ∨ ¬q) = [(¬p) ∧ q] ∨ p = p ∨ q.
Could we arrive at the shorter (optimised) Boolean expression
using the semi-tensor formalism?

For sake of clarity z1, z2, and z3 are introduced for each
terms. The original definition of f then reads as M∨n (M∨n
z1 n z2)n z3. The terms themselves are

z1 = (¬p) ∧ q 7→ z1 =M∧ nM¬ n pn q,

z2 = p ∧ (¬q) 7→ z2 =M∧ n pnM¬ n q,

z3 = p ∧ q 7→ z3 =M∧ n pn q.

All but z2 is in its canonical form as stated in Theorem 1. If
p and M¬ were swapped, then z2 would conform with the
expected order. We can achieve such swap using Example 5,

z2 =M∧ n pnM¬ n q =M∧ n (I2 ⊗M¬)n pn q.

Now all expressions have the same structure. We can deter-
mine the representation of the original expression of f(p, q)
(see Figure 2) and check whether Mf does indeed reflect the
simplification in f . Interestingly, if one calculates the semi-
tensor product for Mf , it simplifies with no intervention to
the expected result: Mf = δ2[1, 1, 1, 2] =M∨. C

Example 14 (Maximum length feedback function). Let us
consider a feedback functions of n = 4 variables:

f(x1, x2, x3, x4) = 1⊕ x1 ⊕ x2 ⊕ x1x2x3x4. (6)

This function generates a maximal length, i.e., 24 − 1 = 15,
sequence. Table II shows the sequence of states started from
initial state s1 = (0, 0, 0, 1). The rows contain states of each
register x1, x2, x3, and x4.

TABLE II
SEQUENCE OF STATES FOR FEEDBACK FUNCTION f .

states
xi s1 s2 s3 s4 s5 s6 s7 s8 s9 s10 s11 s12 s13 s14 s15 s16

1 0 0 0 1 1 1 0 1 1 0 0 1 0 1 0 0
2 0 0 1 1 1 0 1 1 0 0 1 0 1 0 0 0
3 0 1 1 1 0 1 1 0 0 1 0 1 0 0 0 0
4 1 1 1 0 1 1 0 0 1 0 1 0 0 0 0 1

We are now in a position to examine this FSR using the
semi-tensor product formalism. The feedback function is

f(x1, x2, x3, x4) 7→M⊕n1n(M⊕nx1n
(M⊕nx2n(M∧nx1nM∧nx2nM∧nx3nx4))),

where 1 = δ12 and thus the corresponding structure matrix is

Mf =M⊕n1nM⊕n(I2 ⊗M⊕)n(I22 ⊗M∧)n
= (I23 ⊗M∧)n(I24 ⊗M∧)n2M↓

= δ2[2, 1, 1, 1, 2, 2, 2, 2, 2, 2, 2, 2, 1, 1, 1, 1]

This matrix has the expected shape: 2×16, where 2 is the size
of the output of a feedback function, while 16 is the number
of possible inputs of f from four Boolean variables. C

Theorem 1 guarantees that any logical function, even non-
linear ones, can be represented in the semi-tensor product
formalism, therefore, it seems plausible that the theoretical
description of FSRs could benefit from this formalism, espe-
cially because linear and non-linear FSRs are treated on equal
footing. However, so far we have only focused on the logical
feedback function f which determines the next state of the
last register only. We wish to associate a single matrix to the
entire FSR which describes the time evolution of all registers.

The time-evolution of a generic feedback shift-register is
given by the following set of equations

x1(t+ 1) = x2(t)

x2(t+ 1) = x3(t)
...

xn−1(t+ 1) = xn(t)

xn(t+ 1) = f(x1(t), x2(t), . . . , xn(t)).

(7)

In order to render equation (7) into a single equation, we
organise the primitive variables into a vector-variable, z =
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(x1, x2, . . . , xn). The semi-tensor formalism maps all such n-
long Boolean vectors one-to-one to a single 2n-long vector,
z 7→ z = nn

j=1 xj . Equation (7) can thus be written as

z(t+ 1) = Tfz(t),

where Tf is the transition function induced by f . Since Tf is
a logical function Theorem 1 applies. We can even give an
explicit expression for Tf

z(t+ 1) =
n

n
j=1

xj(t+ 1) =

[
n−1
n
j=1

xj(t+ 1)

]
nxn(t+ 1)

=

[
n

n
j=2

xj(t)

]
nf(x1(t),x2(t), . . . ,xn(t))

=

[
n

n
j=2

xj(t)

]
nMfn

[
n

n
j=1

xj

]
= (I2n−1 ⊗Mf )n

[
n

n
j=2

xj(t)

]
nx1n

[
n

n
j=2

xj

]
= (I2n−1 ⊗Mf )nW[2,2n−1] nx1n

[
n

n
j=2

xj(t)

]2
= (I2n−1 ⊗Mf )nW[2,2n−1] n(I2 ⊗ n−1M↓)nz(t)

= Tfz(t).

One may read off the expression for Tf :

Tf = (I2n−1 ⊗Mf )nW[2,2n−1] n(I2 ⊗ n−1M↓)

Example 15 (Explicit transition function). In Example 14
we have determined Mf , of a particular 4-stage FSR. Let us
construct the corresponding Tf function:

Tf = (I23 ⊗Mf )nW[2,23] n(I2 ⊗ 3M↓)

All matrices in Tf are known and substituting them results in

Tf = δ16[2, 3, 5, 7, 10, 12, 14, 16, 2, 4, 6, 8, 9, 11, 13, 15] (8)

Following on Example 14 let us only determine the state which
follows the initial z(0) = (0, 0, 0, 1) 7→ z(0) = δ1516 state.
Calculating the product Tf n z(0) = Tfδ

15
16 is easy as it

coincides with he standard matrix product: z(1) = δ1613 7→
z(1) = (0, 0, 1, 1). Although we haven’t included the entire
calculation here, it agrees with Table II. C

Finally, we state a pleasant property of Tf . As this operator
evolves a state in time, the sequence

z0 → z1 = Tf n z0 → · · · → zK =

(
K

n
j=1

Tf

)
n z0

provides the outputs. Presume that z1 = Tfz0 = z0 holds
for some initial state z0. How many such z0 exists? It seems
plausible that the number of fixed points depends solely on
the structure of Tf . The following theorem clarifies this.

Theorem 2 (Number of cycles of length 1). Let D = {0, 1} be
the set of possible states of a register, and Tf be the transition
function of n such registers. If C1 denotes the number of cycles
of length 1, then

C1 = Tr (Tf ).

Example 16 (Cycle of lengths 1 for f ). The trace of structure
matrix given in (8) is zero. Thus no state is left unchanged
under the action of feedback function (6). This conclusion is
supported by intuition, since each state is shifted at a time-
step, therefore the only possible states which could be fixed
points are (0, 0, 0, 0) and (1, 1, 1, 1). These states, however,
cannot be fixed states because of the term 1⊕ x0 in f . C

IV. CONCLUSION

Modelling a complex system by segmenting it to simpler
blocks is the standard approach in most natural and engineer-
ing sciences. Limiting ourselves to very few identical blocks
and only two states for each block (Boolean network) leads
to astonishingly complex behaviour for the combined system.
This model, introduced in the mid-1960s [12], has proved to
be extremely useful in many fields, from physics to biology.

In electronics an important subclass of Boolean networks
is the feedback shift-registers. While the theory of linear
FSRs is matured, the tools developed for linear FSRs were
inadequate for nonlinear FSRs. In the last decade a novel
algebraic structure has emerged which is capable of capturing
not only linear and non-linear FSRs, but more general Boolean
networks as well. In this study we have introduced this new
structure and demonstrated its properties on examples. We
have also built up the description of a particular nonlinear
feedback shift-register which produces maximal length output
sequence.
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APPENDIX
HDL CODE WITH TEST-BENCH

An implementation of a FSR equipped with f of Example 14
is given together with a test-bench.

Listing 1. A FSR with feedback function from Example 14 in Verilog HDL.
module nfsr(clock, reset, init, state);

input clock, reset;
input [1:4] init;
output [1:4] state;

reg [1:4] x = 4’b0;
wire f, tmp1, tmp2, tmp3;

always@(posedge clock or posedge reset)
begin

if (reset == 1)
x = init;

else
x = {x[2:4], f};

end

// The feedback function.
and g1(tmp1, x[1], x[2], x[3], x[4]);
xor g2(tmp2, x[2], tmp1);
xor g3(tmp3, x[1], tmp2);
xor g4(f, 1’b1, tmp3);

assign state = x;
endmodule
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Listing 2. Test-bench for the nfsr module.
module testbench();

reg [1:4] init = 4’b0001;
wire [1:4] state;
reg rst = 1’b0;

// Beating clock.
reg clk = 1’b0;
always #2 clk = !clk;

// Unit under test.
nfsr uut(clk, rst, init, state);

// Stimuli.
initial begin

#100 rst = 1’b1;
#003 rst = 1’b0;
$monitor(”time=%t, clk=%b, rst=%b, state=%4b”,

$time, clk, rst, state);

#070 $finish;
end

endmodule

APPENDIX
SCEMATICS OF A NONLINEAR FSR

Figure 3 depicts the schematics of a possible realisation of
a feedback shit-register circuit equipped with feedback as in
Example 14. The shift-register segment contains four D flip-
flops whose sole function is propagating Q onto their outputs
as the clock ticks. The feedback is 1 ⊕ x1 ⊕ x2 ⊕ x1x2x3x4
which contains an “1⊕” term, i.e. a XOR gate with an input of
logical 1. Examining the truth-table of XOR shows that such
setup can be replaced by a NOT gate (cf., Figure 3). Other
possible inputs of the D flip-flops are omitted for clarity.
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Abstract—This paper presents an experimental and theoretical
investigation of GPS errors. Data from stationary GPS units
were gathered and the time dependence of the observed noise
is presented. Two quantitative approaches for dealing with time
dependent noise are provided.

I. INTRODUCTION

The ubiquity of global navigation satellite systems
(GNSSs) has likely not escaped the reader’s attention. GPS
still has the largest constellation of any GNSS system and
all GNSS measurements made in this paper use the GPS
constellation. The first GPS satellite was launched in 1978
and the constellation was declared fully operational in 1995
[14]. As of March 9, 2016 the GPS constellation has more
satellites in orbit than any other system and the Federal
Aviation Administration (FAA) has shown single frequency
GPS to have a horizontal accuracy of less than 3.5 m across
North America [3], [1].

There are many sources that contribute to GPS errors.
The dominant source of error in GPS measurements results
from the dispersion of the microwave signal in the ionised
upper atmosphere [13]. Dual frequency GPS units are able
to largely compensate for the errors from ionospheric effects
by calculating the atmospheric dispersion from the different
time delays on the L1 (1575.42 MHz) and L2 (1227.60
MHz) signals [8]. However, single frequency GPS units cannot
make this correction and dual frequency GPS receivers are
considerably more expensive (∼$2000+) than single frequency
receivers (∼$10+).

Accurate weather data can be used to estimate the amount
of moisture in the air, and this information can largely correct
for tropospheric errors on GPS measurements [8]. If high-
precision measurements are required then the user may be able
to use a dual frequency GPS module and real-time weather
models to substantially reduce the errors in GPS measure-
ments. However, given the costs involved these methods are
outside the means of everyday GPS users.

For the purposes of this paper we take an agnostic position
to the source of the noise observed in the GPS signal. We
treat the GPS unit as a ‘black box’, and simply investigate the
returned data.

II. CORRELATED NOISE IN SINGLE FREQUENCY GPS
MEASUREMENTS

A common method for determining the relative time de-
pendence of a set of measurements is to examine the au-
tocorrelation function of the set of measurements [4], [9].
The autocorrelation function (ρ(s)) of a signal indicates how

strongly correlated a signal is with itself after a time delay
of s seconds. If the autocorrelation function is well defined
then it should be bounded by [-1,1], with 1 representing
prefect correlation, 0 representing perfect independence, and
-1 representing perfect anticorrelation. The autocorrelation
function of a set of discrete data {Xi} can be estimated by
[5],

ρ(s) =

∑n
t=s+1(Xt − µ)(Xt−s − µ)∑n

t=1(Xt − µ)2
, (1)

where µ is the mean of the set of data. Figure 1 shows the
autocorrelation function of latitude measurements taken from
the Physics Department at the University of Otago. The data
was taken with a GlobalSat BU-353S4 GPS unit operating on
the L1 frequency (1575.42 MHz) with sampling period of 1
second over an aggregate time of approximately 100 hours, in
total more than 355,000 individual measurements.

Fig. 1: Autocorrelation of latitude errors taken from a Global-
Sat BU-353S4 GPS unit with excellent sky view. The sampling
period of the device is 1 second. This data is taken from a data
set of ∼ 100 hours but the time axis has been cut off at 5.5
hours for readability.

This observation of long-term autocorrelation within GPS
measurements agrees with some previous work [12], [11].
However, given the problem of correlated noise the question
of how to handle correlated noise remains.

In a previous work we took GPS data from Dunedin, and
several locations at different latitudes in Australia and used
the Akaike Information Criterion (AIC) to determine the best
noise model from the candidate set [15]. The noise mod-
els investigated were an independent, identically distributed
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Gaussian (i.i.d Gaussian) model, an autoregressive model of
order p (AR(p)), a moving average model of order q (MA(q)),
a mixed autoregressive moving average model of order p,q
(ARMA(p,q)), and the Ornstein-Uhlenbeck model (O-U). Ac-
cording to the AIC the higher order autoregressive, and mixed
autoregressive moving average models tended to be the best
fit to the data. However, the Ornstein-Uhlenbeck model also
performed significantly better than the i.i.d Gaussian model,
which was generally the worst fit to the data.

III. THE ORNSTEIN-UHLENBECK PROCESS

An Ornstein-Uhlenbeck (O-U) process is defined by the
stochastic differential equation,

dxt = θ(µ− xt)dt+ σdWt, (2)

where µ is the long-term average of the estimated variable
{xt}, θ is a constant parameter of the model, and Wt is the
Wiener process. This then implies that σ from Equation (2) is
the standard deviation of the normally distributed noise present
in the O-U process.

The solution of the Ornstein-Uhlenbeck process is as
follows [16].

xt = x0e
−θt + µ

(
1− e−θt

)
+ σ

∫ t

0

eθ(s−t)dWs (3)

We see that the O-U process is normally distributed with
expected value and variance as given by,

E[xt] = x0e
−θt + µ

(
1− e−θt

)
, var[xt] =

σ2

2θ

(
1− e−2θt

)
(4)

i.e.

xt ∼ N
(
x0e
−θt + µ(1− e−θt), σ

2

2θ
(1− e−2θt)

)
. (5)

We can then easily move from the continuous case to the
discrete case. If we let dt be the sampling period of the discrete
case, then we get the following,

E[xi] = xi−1e
−θdt+µ

(
1− e−θdt

)
, var[xi] =

σ2

2θ

(
1− e−2θdt

)
.

(6)

In the context of using an Ornstein-Uhlenbeck process
to model GPS noise, the long-term mean (µ) is the most
important property. If we assume that the device is stationary,
i.e. µ does not change in time, then we can re-write our
measurement in terms of ‘true’ position, µ, and a noise term
nt which has O-U noise, i.e.

xi = µ+ ni, (7)

where ni is given below.

ni ∼ N
(
e−θdt(xi−1 − µ),

σ2

2θ

(
1− e−2θdt

))
(8)

If we substitute (xi−1 − µ) for ni−1, then we get the
following pleasant expression,

ni ∼ N
(
ni−1e

−θdt,
σ2

2θ

(
1− e−2θdt

))
, (9)

for the distribution of the ith noise variable term. As you can
see in Equation (9) the O-U process is clearly time dependent.
Indeed, once it is discretised the O-U process simplifies to
an autoregressive process of order 1. However, we believe
that preferentially using the O-U process over an arbitrary
AR(1) process has several benefits. For one, the sampling
period of the device is explicit in the formulation of the
Ornstein-Uhlenbeck process and so can easily accommodate
non-constant sampling periods. Also the other parameters of
the O-U process give clear insight into the characteristics of
the model. The θ parameter describes the rate at which random
measurements will revert towards the mean µ while the σ
parameter indicates the amount of noise present between each
measurement [17].

IV. FILTERING WITH THE ORNSTEIN-UHLENBECK
PROCESS

The Kalman filter is a versatile algorithm that combines
sequential measurements with a linear model and provides
asymptotically optimal estimates of the state while minimizing
the state covariance [10]. One of the convenient aspects of the
Kalman filter is that it is a recursive algorithm and so all of
the information from the previous measurements is contained
in the current state estimate, therefore significantly easing the
computational load over each iteration.

Another convenient aspect of the Kalman filter is that if you
are using an independent noise model that can be characterised
completely by its covariance, e.g. an i.i.d Gaussian model,
then you can define your system noise, and measurement noise
covariances before the filter begins to iterate thereby further
easing the computational load [10]. This, combined with the
central limit theorem makes the i.i.d Gaussian noise model
a very favourable noise model to use with the Kalman filter.
However, given the long-term time dependence of GPS noise,
clearly an i.i.d Gaussian model is less than ideal. This brings
us to the Ornstein-Uhlenbeck noise model.

Filtering with the O-U model will require expanding the
state vector of the Kalman filter. But we need only include
a single extra noise variable for each O-U filtered variable,
e.g. three extra for latitude, longitude, and altitude. We also
have a measurement model and propagation model ready from
Equation (9). The state vector (x̂(k)) and state propagation
matrix (F (k)) to filter an O-U variable are given below, along
with the measurement matrix (H(k)):

x̂(k) =

[
µ̂

n(k)

]
, F (k) =

[
1 0
0 exp(−θdt)

]
, H(k) = [1 1] .

(10)
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Fig. 2: Above shows the results of filtering latitude measure-
ments with an Ornstein-Uhlenbeck noise model. The estimate
is plotted in green and shown within a 95% confidence interval.

To implement a standard Kalman filter we now only
need the covariance matrices for the measurement (R(k)) and
process noises(Q(k)). The only slight complication is that for
a system where the measurement device is stationary there
is virtually no process noise present in the system. However
to construct a functioning Kalman filter there exists some
computational reasons against having the matrix Q(k) set to
exactly zero. Fortunately setting Q(k) to some small value,
e.g. 10−10, deals with these satisfactorily. This then gives us
the state vector and covariance matrices as follows.

R(k) =

[
σ2

2θ

(
1− e−2θdt

)]
, Q(k) ≈ [0] . (11)

(12)

Observe the explicit dependence on the sampling period
in the descriptions of the state propagation, and measure-
ment covariance matrices, F (k) and R(k), respectively. This
means that the sampling period need not be constant. In our
experience some GPS devices have difficulty maintaining a
constant sampling period when taking data from a warm start.
This would present difficulties for some noise models as the
parameters involved can have an implicit time dependence, as
is the case for the autoregressive and moving average models
[5].

With the sampling period included in the matrices the
Ornstein-Uhlenbeck model takes into account the effect of
longer or shorter time periods and allows the filter to adjust
automatically.

We demonstrate the filtering proposed above in Figure 2.
We use real latitude measurements and have plotted a 95%
confidence interval around the state estimate. Compare that
to Figure 3 where we have used an i.i.d. Gaussian noise
model. The Ornstein-Uhlenbeck noise model has a consider-
ably larger uncertainty after the same amount of time which
reflects the uncertainty involved when using time correlated
measurements.

Fig. 3: Above shows the results of filtering latitude measure-
ments with an i.i.d. Gaussian noise model. The system noise
is the same as in Figure 2, the only difference is that above we
are using an i.i.d. Gaussian noise model rather than an O-U
noise model. Note the different behaviour of the uncertainty
estimates.

V. USING THE SAMPLING PERIOD INSTEAD OF FILTERING

We have shown the long-term autocorrelation function of
noise observed in single frequency GPS devices. We have also
shown how filtering is possible with a time dependent noise
model. However, another way to deal with the correlated noise
might be to borrow methods that were originally developed to
handle the correlated outputs from Markov Chain Monte Carlo
(MCMC) systems.

In a MCMC system various outputs
{
x(n)

}
are produced.

For our situation, let us treat each x(i) as a position measure-
ment. For a MCMC, and for a GPS measurement the current
measurement (x(k)) is correlated to the previous measurement
(x(k−1)). If our set of measurements

{
x(n)

}
were independent

then the variance of our estimate (var(xN )) would take the
form,

var(xN ) =
σ̄2

N
. (13)

Where σ̄2 is the sample variance and N is the number of mea-
surements. However, in the case of correlated measurements
then the variance of our estimate is given by,

var(xN ) =
σ̄2τff
N

, (14)

where τff is the integrated autocorrelation time. The integrated
autocorrelation time for a MCMC is given by [7],

τff = 1 + 2
∞∑
s=1

ρ(s), (15)

where ρ(s) is the autocorrelation function after lag s. In
Figure 4 we have fitted a decaying exponential to the empirical
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autocorrelation function of GPS data gathered at the University
of Otago. The dashed lines in Figure 4 show a 95% confidence
bound, as defined by the Box-Jenkins standard error. The Box-
Jenkins standard error is given by [6],

−
z(1− α

2 )
√
N

S(h, ρ) ≤ E[Xt] ≤
z(1− α

2 )
√
N

S(h, ρ), (16)

S(h, ρ) =

√√√√1 + 2
h−1∑
k=1

ρ2(k), (17)

where z(x) denotes the cumulative distribution function of
the standard normal probability distribution, α is the desired
level of confidence, and h is the highest used index of your
autocorrelation function.

In Figure 4 we fit an exponential to the empirical auto-
correlation function of a set of latitude measurements. A 95%
confidence interval, as defined by the Box-Jenkins standard
error, is plotted in dashed lines around zero, i.e. within those
bounds the empirical autocorrelation function is predominantly
noise.

Fig. 4: Autocorrelation of latitude errors with fitted exponen-
tial. The dashed lines show the region of 95% confidence of
independence, as defined by the Box-Jenkins standard error.
The exponential is fitted from the 1800 sampling periods.

The oscillations of the autocorrelation function around zero
are within the Box-Jenkins standard error. Therefore we will
truncate the sum in Equation (15) so that arbitrary noise is not
introduced into our estimate of the integrated autocorrelation
time. We propose three time periods of the fitted decay constant
(τ ) as a ‘natural’ cut-off point. Therefore after three decay
constants we assume that measurements are approximately
independent from each other.

A well-known technique for reducing the autocorrelation
between measurements in a MCMC is to subsample the
Markov chain [7]. That is, instead of using every measurement,
you use every nth measurement.

In Figure 5 we used a data set of approximately 550 hours.
For every sampling period we generated 20 subsets of data,
each with that sampling period and with a random starting
point somewhere within the original data set. The mean and
variance of these subsets are shown in the figure. Observe
how the subsets with longer sampling periods consistently have
means that are closer to the true mean. The sample variances of
subsets with longer sampling periods also return more accurate
estimates of the original variance. If we look at some of the
faster sampling periods, even with 300 measurements, some
of the subsets have mean altitude estimates that are more than
six metres from the true mean.

(a)

(b)

Fig. 5: For each sampling period we started 20 subsets of data
with the same sampling period, but at random times within the
full data set. In Figure (a) we see the mean of these subsets, and
in Figure (b) we see the sample variances of the subsets. Note
that for fast sampling periods ∼< 50 the sample variances
are artificially low, this is because of the strong correlation
between measurements.

However, to be clear you do not gain any information by
throwing away measurements. That is, if the cost of sampling
is negligible, then any sub-sampling is not only not useful but
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will result in worse data analysis [7].

In the case of GPS measurements the cost of sampling is
power consumption. Some modern GPS chipsets are able to
maintain hot start conditions while using a very small amount
of current. As an example, the SiRF STAR IV GSD4e GPS
chipset [2] that was used to make the measurements presented
here, has a continuous tracking current of 54mW. But it is able
to maintain hot start conditions with a current of 50-500µA.
From a hot start the Time to First Fix (TTFF) is less than one
second, versus up to 35 seconds from a warm or cold start [?].

Therefore, if we sought to use a single frequency GPS unit
to determine the location of a stationary object, say a marker
post for a future building, we could use the cost function of
power consumption of the SiRFstarIV chipset to determine the
optimal sampling period.

Let’s imagine that our GPS device has enough battery life
for 300 measurements when continuously sampling at 1Hz.
Given a continuous tracking current (IT ) of 54mW and a hot
start current (IH ) of 500µA we can calculate the number of
measurements possible (N) using the expression.

N =

(
totalcurrent− IT
(dt− 1)IH + IT

)
+ 1. (18)

In Figure 6 we see can see the effect on the number of
samples given some sampling period dt.

Fig. 6: Given a tracking current of 54mW, a current to maintain
hot start conditions of 500µA and enough battery life for 300
measurements at 1Hz we get the above relationship between
the number of measurements possible for a given sampling
period.

The integrated autocorrelation times from empirical data
and the fitted exponential from Figure 4 are both shown in
Figure 7. The sum for the integrated autocorrelation time has
been truncated at 3 time periods, or around 3700s.

Recalling Equation (14), if we assume that the sample
variances for the subsets are reasonably similar then by di-
viding the integrated autocorrelation time (τff ) for a given
sampling period by the number of measurements possible for

Fig. 7: The integrated autocorrelation times for the empirical
data (blue) and the fitted exponential (black) with parameters
from Figure 4 plotted on a logarithmic scale for clarity.

that sampling period we can then look for a minimum as an
indication of a useful sampling period. This τff/N is shown
in Figure 8 and achieves a minimum value with a sampling
period of 360s.

Fig. 8: The integrated autocorrelation time divided by the
number of measurements possible for that sampling period.
For readability this has been plotted on a logarithmic scale.
You can see the minimum τff/N is achieved with a sampling
period of around 360s, which suggests a natural sampling
period to investigate.

To investigate whether this predicted optimal sampling
period does perform any better or worse we looked at another
data set and, similarly to Figure 5, chose random starting
places for subsets of data with a given sampling period. Each
sampling period had a thousand subsets of data, and the results
are plotted in Figure 9.

Interestingly we see that after our predicted sampling
period there is little advantage or disadvantage to having a
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Fig. 9: For each integer sampling period from 1s to 1hr we
created a thousand sample sets with random start points within
the data set. Above we see the means of all of the sample sets,
along with the true mean and median of the entire data set.

longer sampling period. The benefits due to the increased
independence of measurements is almost exactly offset by
the decrease in the number of possible measurements. How-
ever, what is clear is that sampling faster than our predicted
sampling period does lead to worse estimates. This is despite
the fact that at a sampling period of 1Hz you would be able
to make 300 measurements, versus only 70 measurements at
360Hz.

VI. CONCLUSIONS

We have presented corroborating evidence of the long-
term auto-correlation functions of single frequency GPS mea-
surements. We then proposed two separate mechanisms to
accurately estimate stationary positions given this long-term
correlation. The first involves using a time-dependent noise
model, the Ornstein-Uhlenbeck process, and incorporating that
into a Kalman filter. This enables us to maintain fast sampling
periods with the extra cost of a larger state estimate for
the Kalman filter, and therefore a higher computational cost.
We recommend this approach if the computational cost is
acceptable. However, in cases where battery life is a significant
issue then a low-power alternative is to sample more slowly.
This reduces the correlation between measurements and if the
rate of power usage is known then an optimal sampling time
may be proposed wherein the benefits of greater independence
outweigh the reduced number of possible measurements.
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Abstract— Light transmission through healthy and rotten 
onions was investigated in support our development of optical 
sensors for internal defects. Two types of systems were used: the 
first consisted of a broadband light source and a CCD 
spectrometer. Here the spectra had two peaks in the wavelength 
range from 670 to 850 nm. The second system employed a 728 nm 
laser diode and a rotating table, which enabled us to examine the 
light transmission spatially. Healthy, botrytis and pseudomonas 
onions were measured. The laser system could detect a signal 
attenuated by a factor of 3.2510-8 to 1.8110-07 due to the onions. 
The light level decreased exponentially with distance between 
source and detector. The effective attenuation was estimated for 
each onion and increased proportional to the degree of rottenness.  
The results of this study reveal the light transportation in onions 
and the effect from internal rots, which provide requirements for 
signal processing and optical systems. 

Keywords—onion; internal defects; sensor; optics. 

I.  INTRODUCTION 
Onion is one of the largest fresh vegetable industries in the 

world. To meet the quality demand from consumers, non-
destructive methods for quality assessments must be developed. 
NIR spectroscopy [1-3] is one optical technique routinely used 
for detecting internal defects if the defect is large and/or 
generalised in the tissue. However, it becomes less sensitive and 
more problematic as the defect becomes smaller and particularly 
if the defect is localised to certain regions. In onions, rotten 
tissue is often localised to the stem end or lies discretely along 
individual layers. The standard NIR technology cannot reliably 
determine the presence of such rots, which are a significant 
economic problem for the global onion industry. 

In the VIS-NIR range of the electromagnetic spectrum, 
agricultural products can be considered as semi-transparent or 
turbid. There are two optical phenomena that describe how light 
interacts with biological tissues: absorption and scattering. 
Absorption is primarily due to the chemical composition of the 
tissue (pigments, chlorophylls, water etc.). Scattering depends 
on microscopic changes in refractive index caused by 
membranes, air vacuoles or organelles.  

Understanding the light transport properties of onions is an 
important part of the design of optical methods for internal 
quality assessments [4]. In order to achieve reliable detection 
with a reasonable signal to noise ratio (SNR), three aspects must 
be considered in a design process: light source power, light 

transmission in onions, and detector sensitivity. The 
requirements for light source and detector depend on light 
transport in onions and the optical geometry. Therefore, we 
conducted this study to investigate the light transmission, which 
will aid our future design of a reliable sensor that can assess the 
internal quality of onions. We presented here two optical 
techniques for investigations: a traditional NIR spectroscopy 
technique and a laser based tomography technique [5].  

II. MATERIAL AND METHODS 

A. Onion Inoculation  

In order to provide rotten onions for testing two common 
types of infections were grown. Botrytis fungus, which causes 
neck rot, and pseudomonas bacteria, which causes slippery skin 
rot. A wound was created by cutting the dry skin on the stem end 
off, a soldering iron was then used to produce a small wound on 
the exposed flesh. A solution containing botrytis or 
pseudomonas was injected into the wound on different onions. 
Three types of onions were then stored in an incubator at 23°:  a 
healthy control, botrytis infected and pseudomonas infected. 
After two weeks the temperature of the incubator was reduced 
to 2° in order to slow down rot growth. All the measurements 
began after the onions were kept at room temperature for five 
hours. 

In the cross section images (Fig. 1), we can see that 
pseudomonas caused rotten tissues on certain layers, while 
botrytis infected more layers and occupies a whole area. Both 
types of rots are more localised to the stem end where the 
inoculation took place.  

  
Fig. 1. Cross sections of pseudomonas infected (left) and botrytis infected 
(right) onions. 
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B. Experimental Setup  

Two types of light sources were used in the investigation: 
broadband QTH lightbulb and laser diode. The broadband light 
source with the CCD spectrometer allowed us to have a general 
picture of light transmission through the onion in the range of 
650 to 950 nm. The laser system enabled us to study the light 
transmission spatially. 

1) BroadBand Light Source Measurments  
As the rots were more localised to stem end (Fig. 1), the light 

source and detector were arranged in a ‘V’ shape (Fig. 2) in 
which more light would go through the rotten tissues. It was 
expected that, that way, the spectra collected from CCD 
spectrometer were more affected by rotten tissue. The light 
source was a 250 W tungsten halogen lamp (6334NS, Newport, 
Irvine, CA, USA) driven by a digital radiometric power supply 
(69931, Newport, Irvine, CA, USA). The source light was 
coupled to the onion using a 14 mm diameter light pipe. The 
transmitted light was detected by a CCD spectrometer 
(CD024321, Control Development, South Bend, IN, USA) 
through a multimode fibre (M35L01, Thorlabs, Newton, NJ, 
USA). The integration time was 0.1 s. Both light pipe and fibre 
had an in-house designed adaptor for the attachment to the 
onion, which had a rubber seal to prevent unwanted stray light.  

 
Fig. 2. Experimental setup of the broadband light source measurements. 

2) Laser Light Source Measurements 
The first transmission peak in the spectra collected in the 

broadband light source measurements varied around 710 nm, 
728 nm was chosen due to the availability of the lasers.  This 
wavelength was also away from the chlorophyll absorption, so 
that it will not be affected by the green tissues in onions.  More 
importantly, this wavelength showed higher transmission 
through onions especially the healthy ones, from the broadband 
light source measurements. The laser diode (HL7302MG, 
Opnext, Fremont, CA, USA) was mounted in a laser diode 
mount (LDM21, Thorlabs, Newton, NJ, USA) driven by a laser 
diode driver and controller (ITC102, Thorlabs, Newton, NJ, 
USA). Two lenses were used to focus the light to a 5 mm radius 
spot. An adjustable pinhole was used to remove the elliptical 
shape of the beam and any stray light. The laser was operating 
to output 16 mw light power to the onion. 

The detector consisted of a silicon photodiode (FDS100, 
Thorlabs, Newton, NJ, USA) and a trans-impedance amplifier 
(DLPCA-200, Femto, Berlin, Germany) which was mounted on 
the turn-table (Fig. 3). The cable for connecting them was made 
as short as possible to reduce noise. The stepper motor was used 
to rotate the turn table, which was driven by an Arduino based 
controller with a microstep driver (JK1545, Jingkong Motor & 
Electric Appliance, Changzhou, China). A Matlab script was 
written to control the turn table and record the subsequent data.   

 

 
Fig. 3. Experimental setup of the laser light source measurements. 

The onion was put on a cup so that it would stay stationary 
while the table was rotating. As the detector was mounted on the 
table, it is stationary in the reference of the onion. In each scan, 
the detector position was fixed and source (laser beam) location 
rotated around the onion as illustrated in Fig. 4. The table rotated 
11.25° each time, which formed 21 source locations from 67.5° 
to 292.5°.  For examining the whole onion, measurements were 
carried out on three positions: top, middle and bottom. In total, 
each onion was measured with 63 source locations and 3 
detector positions. 

    

Fig. 4.  Source and detect locations of laser light system 

III. RESULTS AND DISCUSSION 

A. Broadband Light Source Measurements  

There were in total 33 onions measured, 11 of each control, 
botrytis infected and pseudomonas infected. The spectra were 
normalised by a spectrum with reduced integration time taken 
when the onion was not on the light path. The normalisation 
allowed us to look at how the light was transmitted without the 

Rubber Seal 

Fibre Light Pipe 
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effect from light source and detector. From the spectra, it was 
found that the light was attenuated less from about 670 to 850 
nm which yielded low noise spectra in that range (Fig. 5).   

 
Fig. 5. Spectra of control, botrytis and pseudomonas from broadband light 
source measurements. 

There were two peaks, the second peak was at about 810 nm 
which was more stable than the first one (Table I).  Chlorophyll 
causes the instability of the first peak as it absorbs the light up 
to about 710 nm. The control onions had more green tissue so 
their 710 nm peak varied the most. Therefore, in order to avoid 
the interference from green tissue in onions, wavelength higher 
than 710 nm should be used.  

TABLE I.  WAVELENGTH OF THE FIRST AND SECOND PEAKS IN THE 
SPECTRA. 

Onion Type  First Peak (nm) Second Peak (nm) 
Control 711 ± 4.2  809 ± 1.4 
Botrytis 712 ± 1.3 812 ± 1.8 
Pseudomonas  714 ± 3.3 811 ± 1.1 

B. Laser Light Measurements  

Three onions were used in the laser light measurements. 
Botrytis and pseudomonas infected onions had a large rotten 
area (Fig. 6) so that we could investigate the light transmission 
which was strongly affected by rotten tissue.   

 
Fig. 6. Cross sections of the three onions measured: control (left), botrytis 
(middle) and pseudomonas (right).   

The laser system allowed us to calculate the light 
transmittance through onion with the current optical system 
using the following equation: 

𝑇𝑟𝑎𝑛𝑠𝑚𝑖𝑡𝑡𝑎𝑛𝑐𝑒 =
𝑉

RG𝑃𝑖𝑛
    

Where V is voltage output of trans-impedance amplifier, 𝑃𝑖𝑛  
is the laser power, R is the responsivity of the photodiode, G is 
the trans-impedance gain of the transimpedance amplifier.   

Three replicates were carried out for each scan. Error bar 
indicates the standard deviation (Fig. 7). The profile was not 
perfectly symmetric due to the shape and internal structure of the 
onions. It was found that the transmittance reduced 
exponentially when the incident angle was approaching 180°.  
This indicates that the light transmission reduced exponentially 

with the separation between source and detector (optode 
distance). It was lowest at around 180° where there was the 
largest optode distance. 

 
Fig. 7. Light transmittance at laser incident angles from 67.5° to 292.5° for the 
three onions using measurements at middle position. 

For comparing the light transmission in different onions, 
table II tabulates the transmittance at light incident angle 180° 
(largest optode distance) for the three onions. The highest 180° 
transmittance was measured on the healthy onion at the bottom 
position, which was 1.81·10-07. The rotten onions had lower 
transmittance than those of the healthy one, pseudomonas onion 
was lowest for middle and bottom positions (3.25·10-08 and 
3.46·10-08 respectively), and botrytis had transmittance of 
3.26·10-08 for top measurements, which was the lowest.   

TABLE II.  TRANSMITTANCE AT LIGHT INCIDENT ANGLE 180° FOR 
CONTROL, BOTRYTIS AND PSEUDOMONAS ONIONS UNDER THREE DIFFERENT 

MEASUREMENT POSITIONS. 

Position Control  Botrytis  Pseudomonas  
Top 1.54·10-07 3.26·10-08 4.52·10-8 
Middle 1.64·10-07 5.93·10-08 3.25·10-08 
Bottom 1.81·10-07 6.49·10-08 3.46·10-08 

 

Because the transmittance reduces exponentially with the 
optode distance, optode distance for each source and detector 
arrangement must be considered. The diameter of the onion at 
each sensor positon was measured with an assumption that an 
onion has a circular shape. The optode distance was then 
calculated for each light incident angle. For the control onion 
(similarly for other onions), from 67.5° to 180° and 180° to 
292.5°, the transmittance changed roughly linearly with optode 
distance in a log scale (Fig. 8). A linear fit was applied to all data 
points at each sensor position, the slope was the attenuation 
coefficient (Figure 8 and Table III). 
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Fig. 8. Light transmission versus optode distance for the control onion at 728 
nm. 

The effective attenuation indicates how much of the light 
was attenuated per mm. The middle position had the lowest 
effective attenuation among all three onions, while the bottom 
position was the highest. Using control onion as a reference, the 
effective attenuation was directly linked to the degree of 
rottenness in onions. For example, botrytis onion had almost no 
rot at bottom position, its effective attenuation was close to that 
of healthy one. The effective attenuations of pseudomonas were 
all higher than those of control one as rot was fully developed. 

TABLE III.  EFFECTIVE ATTENUATION AT 728 NM FOR CONTROL, 
BOTRYTIS AND PSEUDOMONAS ONIONS. 

Position Control (mm-1) Botrytis (mm-1) Pseudomonas (mm-1)  
Top  -0.144 -0.155 -0.163 
Middle -0.108 -0.123 -0.128 
Bottom -0.168 -0.173 -0.182 

 

IV. CONCLUSION  
We have studied the light transmission in healthy and rotten 

onions using two different systems. The broadband light source 
measurements showed a spectrum with double peaks (710 & 810 
nm) in the detectable range of 670 to 850 nm. The laser system 
using 728 nm achieved highest transmittance of 1.81·10-07 at the 
bottom positon. The transmittance was lower for the rotten 
onions (from 3.25·10-08 to 6.49·10-08). The effective attenuation 
was estimated, which was related to the degree of rottenness in 
onions. This work allowed us to have an understanding of signal 
attenuation in onions and the effect from the rots, so that we will 
be able to design our optical source and detector accordingly.  
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Abstract—Students entering into Engineering education at the
tertiary level aren’t prepared. They lack fundamental under-
standing of the requisite subjects, namely physics and calculus,
resulting in a snowball effect of misunderstanding in the tertiary
sector. In order to remedy this issue we need to focus on im-
proving students’ conceptual understanding instead of enforcing
rigourous memory-based learning. This paper recognises two
viable teaching methodologies, visualisation and collaboration,
by proposing, developing and evaluating a mobile and tablet ap-
plication that utilises these ideas to encourage deeper conceptual
understanding in students.

I. INTRODUCTION

Core weaknesses in students’ conceptual understanding
of pre-requisite Engineering knowledge have been exposed.
Many tertiary institutes include diagnostic testing at the entry
level of tertiary education . Most of this early diagnostic testing
is based upon the secondary level curriculum, which includes
exams students must pass to gain entrance to tertiary edu-
cation. Despite this requirement, the diagnostic examinations
have shown that students carry over a weak grasp of funda-
mental concepts from their secondary level learning [1]. These
diagnostic tests often introduce concepts to students in a dif-
ferent perspective when compared with secondary level exams,
exposing students’ reliance on memorisation techniques in
place of building conceptual understanding. This style of learn-
ing also results in a lower rate of information retention [2].
This issue has recently been brought to light in New Zealand
education by the Tertiary Education Commission. There is
doubt being cast upon New Zealand’s national qualification
for secondary school students, NCEA (National Certificates of
Educational Achievement), and its ability to prepare students
for higher education. This is especially prevalent in STEM
(Science, Technology, Engineering and Mathematics) subjects
and is heavily impacting the preparedness of students entering
into engineering education.

Many of the current tools and teaching methodologies being
used to support the NCEA curriculum are also enforcing learn-
ing based around memorisation. Students are primarily relying

on textbooks and teacher notes to learn core concepts. While
this is good for establishing initial familiarity with the subject,
students are struggling to develop a deeper understanding and
finding it difficult to apply this knowledge. Kinetic learning
using practical work experiements is useful for developing
understanding, but has underlying issues with organisation
and structure within a classroom setting [3]. This can also
be difficult to apply to more abstract concepts often found in
STEM subjects.

This paper investigates methods to improve students’ ability
to retain knowledge and apply it in unfamiliar contexts to
remedy the above situation. To fulfill this goal it is important
to discover methods for encouraging conceptual understand-
ing over rote memorisation. The educational methodologies
applied in this paper have been underpinned by previous
research into conceptual understanding. We will discuss two of
these core concepts, collaboration and visualisation, and their
relevance in secondary school education. With software rapidly
becoming commonplace within the education system, there is
space for novel applications of these concepts. This is ex-
plored through the development and testing of an educational
application encouraging both visualisation and collaboration
for students studying electromagnetism at the secondary level.
This application has been evaluated with students at a New
Zealand Secondary School using mobile and tablet devices.

II. BACKGROUND

This section will discuss the existing literature exploring
conceptual understanding and how to encourage critical think-
ing in students. As electromagnetism is being explored as a use
case for the developed theories, there will also be a discussion
on some common misconceptions students encounter which
can be used as a focus point for the application development.
We have evaluated existing software which utilises mobile and
tablet technology to explore any potential areas for improve-
ment.
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A. Conceptual Understanding

In order to improve the ability for students to retain their
secondary school knowledge, and apply it in new contexts,
its important to establish strong conceptual understanding.
This can be achieved by utilising a technique known as
visualisation. Visualisation can be defined by 5 core categories,
concrete, verbal, symbolic, visual and gestural [4] It can be
beneficial to combine these canonical models to encapsulate
multiple learning styles of students [5]. Verbal visualisation
can be further defined to include the use of speech or text
used to describe a model. This also builds upon the use of
metaphors and analogies to give context to abstract concepts.
The visual category involves the use of graphs, diagrams
and animation, including both two dimensional and three
dimensional models. People naturally develop mental models
while learning, a mechanism which allows us to describe the
purpose of a system, explain how it functions and predict
future outcomes [6]. Students will develop unique mental
models to aid their understanding of concepts, and it can be
difficult to produce an external model that remains consistent
between peers. Despite this limitation, when utilised correctly,
visual models will help students simplify and conceptualise
difficult real-world concepts [4]. STEM subjects are inherently
tied with models, as they are required to represent and prove
abstract and physical theories among researchers. Thus it is
especially important for students interested in Science and
Engineering to gain early familiarity with model based learn-
ing. This will encourage them to consistently use models and
enhance their skills for developing and applying them. Current
methodologies for applying visualisation are predominantly
two dimensional diagrams and models. Teachers are faced
with the difficulty of explaining complex three dimensional
concepts through two dimensional mediums. One current solu-
tion is to incorporate concrete visualisation through the use of
physical experiments. While this theoretically has potential for
significant improvements in conceptual understanding, there
are various underlying issues, with evidence suggesting they
are actually unproductive [7]. Without technical lab assistants
available, the instructors priority will shift from encouraging
content acquisition to focusing on management and organisa-
tion [8] resulting in poor student engagement and learning.

Collaboration is also a powerful methodology for encourag-
ing conceptual understanding. This type of social interaction
motivates students to verbalise their current understanding
of concepts. This requires them to elaborate on what they
perceive, to accurately explain how, or why, phenomena occur.
These explanations help to consolidate their own learning,
while simultaneously offering a new perspective for their peers
[9], [10]. Collaborative situations also encourage students to
negotiate their own interpretations of the content [11]. This
is helpful for eliminating common misconceptions among
students who have misinterpreted the literature, as the ar-
guments for their logic will be faulted. Classical classroom
teaching isolates students and suppresses their natural inclina-
tion to socialise [10]. Teachers will attempt to remedy this

by engaging students with global questions. However, this
methodology will often encourage specific students to engage
with the teacher while others feel no obligation, or are too
nervous, to participate [12]. Sectioning students into smaller
groups can remedy this situation and eliminate the issue of stu-
dents not participating but still retaining diversity in thinking
styles [10]. Gokhale’s research into collaborative learning [9]
concluded, with statistical significance, that students learning
through collaborative work performed better at tasks requiring
critical thinking than those who studied individually. While
collaboration encourages these aspects of learning, it must be
introduced carefully. If groups are too small, there will be a
lack in diversity which limits critical discussion [9], with larger
groups reintroducing the issue of non-participation. Arguments
between peers are a powerful tool for discussion but can be
destructive if there are consistent disagreements or clashing
personalities and must be accounted for.

B. Common Misconceptions in Electromagnetism

To implement the techniques for conceptual understanding
discovered in the literature review, and evaluate the application
of these techniques, we have used electromagnetism as a
use case subject. We have defined some core misconcep-
tions that are common in secondary school students studying
electromagnetism, and aim to remedy this by utilising the
methodologies above. A study [13] performed on students
comprehension of electricity and magnetism discovered stu-
dents had difficulty recognising that charges without a velocity
perpendicular to a magnetic field wouldn’t experience a force.
Two dimensional representations of this require students to
attempt to visualise an imaginary field in or out of the paper
to recognise a perpendicular action, which could be a direct
factor regarding this misconception. The study also discovered
the concept of induction also faced similar difficulties. Student
can recognise that movement is required for induction to occur,
but fail to understand that the resulting change in flux is what
is required for induction to occur. This misconception was
also identified by Secondary School teachers involved in the
evaluation introduced in this paper. The two Secondary School
teachers involved also highlighted the difficulties surrounding
the DC motor and Generator, specifically the impact of a
split-ring commutator. The motor or generator is inherently a
three dimensional and dynamic construct, making it extremely
difficult to model using the traditional pen and paper approach.
Both teachers outlined that students struggled to recognise how
the commutator was utilised in the circuit, defaulting to simply
memorising how it impacts the system. This was identified as a
key aspect to investigate when implementing the visualisation
model with our software development.

III. IMPLEMENTING VISUALISATION AND
COLLABORATION SOFTWARE

The review of literature surrounding conceptual thinking
and misconceptions in electromagnetism education has helped
to define a scope for developing a novel solution to remedy the
limited understanding of students entering tertiary education.
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The goal is to determine if implementing a software applica-
tion, which incorporates both visualisation and collaboration
methodologies, can effectively improve students’ conceptual
understanding of STEM based subjects. A mobile and tablet
based application has been developed, using physics, specif-
ically electromagnetism, as a focus subject. The underlying
mechanics of the application will be applicable to other STEM
subjects.

The developed application combines two categories of vi-
sualisation, visual and verbal, to present educational concepts.
The visual aspect is focused on remedying the current issues
with two dimensional representations that is rampant in Sec-
ondary School education. We have developed a framework
that allows activities to be created which display different
electrical circuits and components. Students are able to interact
with the activity using multiple touch gestures to translate,
rotate and zoom to change their perspective of the circuits
involved. This allows students the freedom to explore concepts
in three dimensions, from any position they wish to move the
camera, rather than being restricted to a single two dimensional
perspective in one direction. This is designed with the purpose
of letting students conduct self-learning through exploration,
altering their view to focus on the specific concepts they are
struggling with.

Fig. 1. Screenshot of activity visualising magnetic field generated by an
electrical current

Each activity also has a user interface located at the
bottom of the screen as shown in Figure1. Students have
the ability to touch components within the activity to enable
configurable options in the user interface. As an example, a
circuit resistor may be touched to display various resistances
to apply. Students will be able to alter components of the
circuit, and observe in real-time how the circuit is affected by
their changes. This adds an extra element to the visualisation
when compared with the use of static diagrams to express state
changes. With a multitude of different variables to change,
students are capable of creating various different states to
establish consistent patterns of logic. This pattern recognition
will help students link multiple concepts and encourage them
to recognise how and why different components impact each
other, rather than memorising specific interactions. We have

also included a list of relevant circuit variables that will
vary as components are interacted with, to aid in recognising
relationships between components.

The verbal visualisation is introduced through use of text,
also encouraging the collaborative aspect of the application.
As students interact with components in an activity, they
may be prompted with a question regarding their changes,
as shown in Figure 2. This style of questioning encourages
students to formulate their own theories by building upon their
established knowledge, to predict what will occur. Following
their submission, students are prompted to discuss their answer
with their peers. As students have already developed their own
perspective of what will occur, encouraging collaboration at
this will ideally establish constructive arguments. If students
have conflicting answers, they will need to explain their
theories with logic. This will encourage deeper levels of
thinking by both the active (speaking) and passive (listening)
student further enhancing their conceptual understanding [14].
Students also maintain the ability to manipulate the camera
perspective to utilise the visual aspects of the application dur-
ing the collaboration phase. After a discussion has occurred,
students are offered the option to alter their original answer,
and following this are presented with the correct answer. The
application will then enforce the change made by the student,
allowing them to actively see the visual representation of the
answer.

Fig. 2. Screenshot of question prompt when student attempts to flip the
magnet poles

The completed prototype application included the following
activities, each targeting a specific electromagnetic concept:

• Magnetic fields generated by a current
• Effects of a solenoid in a direct current circuit
• Induction effect experienced when moving a magnet

through a solenoid
• Direct current motor
• Electricity generator

These activities were organised based on the principle of
scaffolding and progression [15], where easier concepts are
introduced prior to more complex concepts. This was also
effective as later activities required pre-requisite knowledge
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which was encountered in the earlier activities. Later activities
will remain unavailable to students until they have completed
the requisite activity. This is done by interacting with all
components in the activity until all potential questions have
been encountered at which point the user is notified that new
content is available. This allows us to manage the concepts
being accessed by students, preventing the risk of cognitive
overload.

IV. EVALUATION METHODOLOGY

To determine the effectiveness of this application on im-
proving students conceptual understanding, an evaluation was
conducted with a New Zealand Secondary School. Two Year
12 classes studying NCEA Level 2 Physics were used for
this evaluation. The students had recently completed their
electromagnetic education and hence it was assumed they
had knowledge of the basic concepts of electromagnetism.
A total of 40 students were involved in this study, with
the cohorts being split into two classes of 23 and 17. The
researcher conducted two 1-hour sessions with each of the
classes with the following method. At the beginning of the
first session, students were given a preliminary test consisting
of 10 multiple choice questions to evaluate their understanding
of electromagnetic concepts. These questions were based off
previous research by the physics-education community ([1],
[13]). An example of these pre-test questions can be seen in
Figure 3.

Fig. 3. Example of a question used in the preliminary test

After completing the test, android devices preloaded with
the application were distributed among the class. Students
were required to share each device between two to three
members which aided with collaboration between peers. The

mechanics of the application were explained, though they are
aligned with common gesture functionality and were picked
up quickly. The students were then free to complete the first
three activities in the application. This process remained fairly
unstructured, allowing students to self-direct their learning
and explore the simulations from their own perspectives. The
students’ learning was also guided by the embedded questions
which ensured students were exposed to the common mis-
conceptions discovered in the literature. The second session
began with students completing the final two activities in
the application involving direct current motors and electrical
generators. Following this, the students were given a post-test
based on similar content to the previous test. An example of
the comparison questions can be seen in Figure 4 and Figure
5. Formatting the question content in this fashion helps the
validity of comparing knowledge of concepts prior to and
following the use of the application. The study was concluded
with a voluntary questionnaire which included 19 questions
using a likert scale to assess the students learning experience
and the ease of use of the application. Also included were
four open-ended questions which allowed students to expand
on their experience with the application.

Fig. 4. Preliminary test question Fig. 5. Post test question

V. RESULTS

Our research question was to define whether there is a sig-
nificant difference in marks following the use of the developed
application. The overall results for the two classes of students
can be found in Table I. The mean for all students on the
pre-test was 4.48, with the post-test rising to a mean of 5.23.
While 13 students saw reduced marks in the post-test, the
overall mean difference was an increase of 0.75. In order to
determine whether this increase is of statistical significance, a
paired t-test has been performed.

We can define the null hypothesis as:
• H0: No difference in mean between pre-test and post-test

marks.
And the alternative hypothesis as:
• H1: A difference in mean between pre-test and post-test

exists.

The graph displayed in Figure 6 depicts the difference in
scores per question, between the pre-test and post-test. We can
see a maximum improvement on question 8, with the number
of marks gained here increasing by 24. There is also a large
negative difference on question 5 totaling -22. Question 2 and

ENZCon 2016

149

ENZCon 2016

149



TABLE I
STUDENT SCORES IN PRE-TEST AND POST-TEST OUT OF 10

Class Pre-Test Post-Test Difference
1 2 3 1
1 3 6 3
1 4 5 1
1 5 6 1
1 4 5 1
1 5 4 -1
1 2 2 0
1 3 6 3
1 5 7 2
1 3 2 -1
1 2 4 2
1 6 4 -2
1 5 5 0
1 4 4 0
1 6 8 2
1 5 4 -1
1 5 3 -2
2 4 4 0
2 5 8 3
2 4 3 -1
2 7 10 3
2 5 5 0
2 5 8 3
2 6 9 3
2 6 7 1
2 4 1 -3
2 8 9 1
2 6 5 -1
2 5 9 4
2 7 9 2
2 6 9 3
2 4 2 -2
2 3 7 4
2 3 2 -1
2 1 4 3
2 5 2 -3
2 2 1 -1
2 4 1 -3
2 4 6 2
2 6 10 4

Mean 4.48 5.23 0.75

question 9 also have significant differences between tests and
can be explored further. The remaining questions have little
variance and this is expected between tests if no impact has
been made on that particular concept.

VI. DISCUSSION

From the results in Table II we can recognise the p-value
founds is less than 0.05 and thus can reject the null hypothesis
of having no difference in mean score between pre and post
test marks. Considering the lower value of 0.0950 and upper
value of 1.405 for our confidence interval, we can say with
95% certainty that the mean difference in score lies between
these values, and hence it is likely it will fall in the positive
region. This is significant evidence for the application of
collaboration and visualisation with a mobile or tablet and
it’s potential to positively impact students’ conceptual under-
standing. However, as all students were required to participate
in the study, we were unable to form a control group. This
lowers the validity of our claim and limits our potential to
extrapolate further.
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Fig. 6. Column Graph Representing Difference in Marks of Pre and Post
Test by Question

The overall breakdown of marks was a net positive result,
however the question by question break down was more
interesting. Question 8 received the highest improvement after
students used the application. This question focused on the
use of a commutator within both generators and direct current
motors. Both secondary school teachers highlighted this as a
core issue early on in the development process, so specific
attention was paid to ensure we could assess this misconcep-
tion in particular. The extremely large net gain in marks is a
strong indicator that this type of software implementation has
a powerful impact on concepts that are commonly difficult
for teachers to explain through traditional two dimensional
means. We are unlikely to see as impressive results for other
concepts in the test, as while they are complex in nature, they
don’t face the same dynamic, three dimensional challenges
that commutator explanations do.

Fig. 7. Preliminary test question 5 Fig. 8. Post test question 5

On the opposite end of the scale, question 5 had a very
large decrease in correct answers. There is potential cause
for concern here, as there is a chance that this application is
negatively impacting student understanding for specific types
of material. Upon revisiting the content of question 5, as
shown in Figure 7 and Figure 8, it appears that while they are
built upon the same concept of a magnet cutting a solenoid
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TABLE II
PAIRED T-TEST (2-TAILED) RESULTS

95% Confidence Interval
Mean Std. Deviation Std. Error Mean Lower Upper t-value df p-value

Difference 0.750 2.170 0.340 0.0950 1.405 0.228 39 0.030

there are some distinct differences in the answers. To be
able to accurately answer this question in the post-test, a
much deeper understanding of multiple linking concepts is
required. The pre-test version required only the knowledge
of a rule governing the direction of induced current in this
scenario. This makes it difficult to accurately assess whether
the application has hindered students understanding, or if it is
simply because of the difference in understanding required to
answer each question.

VII. CONCLUSION

We have developed a mobile and tablet based application
that incorporates the learning methodologies of visualisation
and collaboration in an attempt to improve secondary school
students’ conceptual understanding of electromagnetism. The
results of an evaluation involving 40 secondary school stu-
dents have shown that there was a statistically significant
improvement in student marks following the use of our soft-
ware application. As the complex and model based nature
of electromagnetism represents the wider content of STEM
subjects, we believe that these results would be replicated in
similar areas that lead to Engineering education. Improving the
conceptual understanding of students at this level will better
prepare them for tertiary study and help to alleviate the issues
with current early undergraduates.
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Abstract—Acoustic methods are increasingly being employed
by the forestry industry to determine wood quality. Commonly,
acoustic velocity is used to determine the stiffness of a harvested
tree stem, which is useful for grading and sorting purposes.
Existing systems provide a single value for the velocity of a
stem. However, a stem does not have a uniform velocity; it varies
considerably over its length. This paper investigates two different
approaches for non-destructively finding the variation in velocity
in a stem. An experiment was performed to capture acoustic
signals along the length of a complete stem, which was then
sawn into segments and further measurements taken. An analysis
was performed on the complete-stem data to find the velocity
variation, however the proposed algorithms were unsuccessful.
Further development of these algorithms is required.

I. INTRODUCTION

Foresters and wood-processors are interested in maximising
the value of their stock. Typically, a stem is sawn up into
approximately three logs of length 5 to 8 m. From these
logs a number of finished products can be produced including
veneer, timber, pulp, packaging, or roundwood posts. Each
of which has different wood requirements, and each has a
different return value for the seller. The return on structural
wood can be double that of lower value products such as
pulp/paper and packaging products [1]. Unfortunately, the
amount of structural wood being produced is as low as 10%
of the total yield [2]. Thus, it is sensible to explore ways of
maximising the proportion of structural wood produced from a
stand of trees. Traditionally, the industry has relied on human
inspection of a harvested stem to determine its value [3].
Clearly this is not ideal since it requires experience, is prone
to errors, and provides little accountability to recipients of the
product. More recently, acoustic tools have been employed in
production lines to measure acoustic velocity [4].

Significant variability is observed when assessing the wood
quality of any harvested stand of trees [3]. This is true between
families of trees, within families, and even between clones
grown in similar conditions [5]. Additionally, there is signif-
icant variation within a harvested stem. Several authors have
documented the variation in wood stiffness within harvested

stems, measured destructively [6], [7]. Carter et al. measured
the resonant velocity of 6 stems. They then sawed the stems
into boards and measured the resonant velocity of each board.
They found that the velocity of the total stem is equal to
the weighted-average of the velocity of each individual board
(the law of mixtures) [8]. They found that the green Modulus
of Elasticity (MoE) is a good predictor of the dry MoE
(E

air-dry

= 1.06 E

green

, R2

= 0.86).
Walker and Xu [9] sawed 62 pinus radiata trees into boards

which were tested using machine stress grading (static bending
test). This permitted a stiffness distribution map to be created
for this species. They found that the least stiff wood occurs
in the pith of the stem and the most stiff at the outerwood. In
addition, they found that the lowest 2.5 m of a tree contains a
higher proportion of low stiffness wood, probably due to the
large amount of heartwood in that region.

As far as the authors have found, there has not yet been
any effort to determine the longitudinal variation in stiffness
of a log non-destructively. If this were possible, the technology
could prove very attractive. Wood processors would more
effectively be able to assign stock to the appropriate products
and thus maximise the value.

This paper explores methods of determining the acoustic ve-
locity variation within a harvested stem. A system of capturing
acoustic signals from a harvested stem is described in Section
II. Two different approaches of processing the captured data
are assessed in Section III and Section IV. An experiment was
performed to capture acoustic signals from a harvested stem,
described in Section V. Results are provided in Section VI.
Finally, conclusions are drawn in Section VII and suggestions
provided for further work.

II. PROPOSED SYSTEM

The proposed system will use an array of transducers to
measure the variation in acoustic velocity along the length of
a stem. The system will place a number of acoustic transducers
in contact with the stem, along its length, each separated by
a known distance. The stem is then struck at the base to
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induce a stress wave. A sampling device is used to capture the
signal at each transducer. By measuring the time taken for the
wave to propagate between the transducers of each segment,
the incremental velocity can be determined. This would be
a significant improvement over existing methods, which only
provide a single velocity value for the entire log.

This method is an extension of existing acoustic systems,
which come in two varieties, time-of-flight (ToF) and reso-

nance systems [10].
The ToF and resonance methods estimate the stiffness by

measuring the acoustic velocity within the wood. The relation-
ship between stiffness and speed for a plane-wave propagating
in an isotropic lossless-medium is given by

E = c2⇢, (1)

where E is the MoE (also known as the stiffness), c is the
wave speed and ⇢ is the wood’s density.

The ToF and resonance methods, and their application to
this problem are further discussed in Section III and Section
IV.

III. THE TIME-OF-FLIGHT METHOD

ToF systems measure the time taken for an acoustic wave to
travel between two transducers separated by a known distance
z. After placing the transducers in the wood an stress wave
is excited either using an electrically driven transducer, or
by striking the wood with a hammer. The propagation time
between the transducers ⌧ is then measured, and the speed
c = z/⌧ is calculated.

The difficulty of this method is locating exactly when the
waveform starts. The simplest method is to define a threshold
level. When the amplitude exceeds that level, the start of the
signal is tagged. Alternatively, a peak finding algorithm can
be used to find the location of the first peak in the signal.
The propagation time is difficult to determine because wood
tends to attenuate higher frequencies [11]. This causes the
signal’s rise-time to be extended, which causes the measured
delay to increase. As a result of wood’s attenuation, it is also
dispersive, i.e. different frequencies travel at different speeds.
When making a measurement it is not clear exactly which
frequency is being measured. Figure 1 shows an example of
two signals measured at different distances along the stem.
Attenuation of high-frequency components has modified the
wave’s shape and slowed the rise-time.

IV. THE RESONANCE METHOD

The resonance method uses a single transducer placed
against the end of a harvested stem. The operator strikes the
end of the stem with a hammer which causes a stress wave to
propagate. The signal reflects back and forth along the stem,
establishing a standing wave, the frequencies of which are
given by

! =

n⇡c

L
, (2)

(assuming a lossless medium), where n = 1, 2, .... These
frequencies are known as the resonant harmonics of the
system, or simply the harmonics.
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Fig. 1. This plot illustrates the difficulty of the ToF method. Two signals
were measured at the indicated distances from the base of the stem. As the
signal propagates through the medium it is attenuated, particularly at higher
frequencies. The ? indicates the detected threshold time. The • indicates the
detected peak time.

In the following section, a derivation is provided for the
transfer function of a signal propagating using the resonant
method. The transfer function is generalised to allow the signal
to be evaluated at any location along the length of the stem.
Next, a method is proposed which may allow the resonance
method to be applied to the problem at hand.

A. Transfer function derivation

In the following section, a transfer function is derived for
the amplitude and phase of a stress-wave excited in the stem.
Consider a signal x(t) generated at one end of the stem. The
signal will propagate to the other end where it will be reflected
back. In the time domain, the propagating signal is of the form

y(z, t) = h(z, t) ⇤ x(t)

+ (h(L, t) ⇤ x(t))�
e

⇤ h(L� z, t)

+ [(h(L, t) ⇤ x(t))�
e

⇤ h(L, t)]�
s

⇤ h(z, t)

+ ([(h(L, t) ⇤ x(t))�
e

⇤ h(L, t)]�
s

⇤ h(L, t))

�

s

⇤ h(L� z, t)

+ . . . . (3)

Where h(z, t) is the impulse response of the wood, x(t) is
the applied input signal, L is the length of the stem, �

s

and
�

e

are the start and end reflection coefficients, respectively,
and ⇤ denotes the convolution operator. The first term is the
first incident wave (forward travelling), the next is the reflected

wave (backward travelling), followed by incident, reflected, ad

infinitum.
Fourier transforms are then taken on both sides.

Y (z, f) = H (z, f)X(f) (incident)

+ H (L� z, f)H (L, f)�

e

X(f) (reflected)

+ H (z, f)H2

(L, f)�

e

�

s

X(f) (incident)

+ H (L� z, f)H3

(L, f)�

e

�

2

s

X(f) (reflected)

+ . . . (4)
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This can be divided by X(f) to obtain a transfer function
for the system T(z, f). This can be expressed as a sum

T(z, f) = H (z, f)

1X

n=1

H2(n�1)

(L, f) ( �

e

�

s

)

n�1

(incident)

+ H (L� z, f)

1X

n=1

H2n�1

(L, f)�

n
e

�

n�1

s

. (reflected)

(5)

The reflection coefficients will closely approximate unity
�

e

,�
s

⇡ 1 because the wood’s acoustic impedance is much
greater than that of air. (5) is a geometric series, the sum of
which is given by

T(z, f) =

H (z, f)H (L, f)

1 �H2

(L, f)

+

H (L� z, f)H (L, f)

1 �H2

(L, f)

. (6)

The wood’s one-way transfer function is assumed to be of
the form

H (z, f) = e��z, (7)

where �(f) is the propagation coefficient of the wood, and
is a complex, frequency dependent function. Making these
substitutions, the transfer function becomes

T(z, f) =

e�(L�z)
+ e��(L�z)

e�L � e��L
(8)

=

cosh �(L� z)

sinh �L
. (9)

The propagation coefficient can be expanded into real and
imaginary components � = ↵ + jk. ↵ is known as the
attenuation coefficient. k = !/c is the angular wave number,
with units of radians per metre. For this analysis it is assumed
that the attenuation in the stem is small, or ↵ ⇡ 0. The transfer
function then reduces to

T(z, f) =

cos

�
!
c (L� z)

�

j sin

�
!
c L

� . (10)

The poles of this transfer function occur at the frequencies
given by (2). This is a generalised transfer function for the
signal response at any point along the length of the stem.
The transfer function’s magnitude and phase for the first three
harmonics are plotted in Figure 2. This plot shows the transfer
function in the lossy case (9).

B. Reflected wave cancellation

The stem transfer function (10) does not have linear phase
with respect to distance, as demonstrated by Figure 2(b). The
fundamental harmonic has a �⇡ phase shift at z = L/2. If the
reflected terms of (4) are removed, then the sum of the series
reduces to,

T
RC

(z, f) =

H (z, f)H (L, f)

1 �H2

(L, f)

. (11)

As in the previous derivation, the one-way wood transfer
function (7) can then be substituted. The transfer function
becomes

T
RC

(z, f) =

e��z

sinh �L
, (12)
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Fig. 2. The magnitude (a) and phase (b) of the stem’s transfer function T(z, f)
are plotted against distance along the stem, evaluated at the frequencies of
the first 3 harmonics.
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Fig. 3. The phase of the reflected wave cancelled model (12) for the first
three harmonics.

which has a linear phase with respect to distance. This reflected

wave cancellation has linear phase and constant magnitude.
The phase for the first three harmonics is plotted in Figure 3.

Of course, this method is dependent on being able to cancel
the reflected wave components.

V. EXPERIMENTAL METHOD

An experiment was performed to capture a series of wave-
forms along the length of an 8 metre pinus radiata stem. The
experiment was performed in two separate stages. Firstly, a
series of waveforms were captured from the complete stem.
Secondly, the stem was sawn into 1m segments, on which
resonance measurements were performed.

For the first stage, referred to as the stem experiment, four
Fakopp SD-02 acoustic transducers were employed. A diagram
of the experimental setup is shown in Figure 5. For clarity,
the labels start, forward, reverse and end were assigned to
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Fig. 4. The 8m pinus radiata stem.

Fig. 5. The experimental setup. The transducers are labelled from the right:
start (1), forward (2), reverse (3), end (4).

the transducers. The forward and reverse transducers were
placed at an angle of 45� to the stem. This allows the inplane

(longitudinal) and outplane (radial) signals to be deduced. The
inplane signal is given by

y
inplane

=

y
forward

� y
reverse

2

. (13)

The out of plane signal is given by

y
outplane

=

y
forward

+ y
reverse

2

. (14)

The four transducers were attached to the inputs of a four
channel Tektronix DPO3014 oscilloscope. The base of the log
(near the start transducer) was struck with a hammer to induce
a stress wave in the stem.

The forward and reverse transducers were moved up the
stem in 250 mm increments. At each increment the stem was
struck 5 times and a signal captured for each strike.

Preliminary testing revealed that repeated striking of the
base of the stem caused permanent damage to the wood. This
creates a significant delay and damping on the signal in the
damaged region. In response to this, a metal plate was fixed
to the end of the stem. This has the effect of spreading the
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Fig. 6. ToF from the start transducer to the inplane signal, measured along
the length of the stem.

hammer blow out over a larger area in an attempt to reduce
the amount of damage.

In the second part of the experiment, referred to as the
segment experiment, the stem was sawn up into 1 m segments.
In this experiment the start and end transducers were inserted
into each face of the sawn segment. The stem was then struck
at the end closest to the base. The signal for each transducer
was captured and recorded on the oscilloscope.

VI. ANALYSIS AND RESULTS

As discussed in the preceding sections, two different meth-
ods were assessed to determine the speed variation along the
stem, the time-of-flight method and the resonance method with
reflection cancellation. In addition, the ToF and resonance
methods were used to measured the acoustic speed of the cut
segments as a comparison for the other methods.

A. Time-of-flight results

Figure 6 shows the time-of-flight from the start transducer to
the inplane signal using both threshold and peak methods. As
the transducers were moved along the stem, the peak method
measured a longer ToF. As expected, both methods show an
approximately linear trend with distance.

As described in Section V, the inplane signal was captured
in incremental steps, not simultaneously. In a production
system the signals would be captured at a number of positions
along the stem simultaneously. This was not possible in this
experiment due to the limited number of transducers and cap-
turing channels on the available oscilloscope. The cumulative

speed is the speed from the base to some distance along the
stem

c
cumulative

[i] =

z [i]

⌧ [i]
, (15)

where i is measurement number, z [i] represents a vector of
all measured distances, and ⌧ [i] is a vector containing the ToF
from the base to that distance.
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Fig. 7. Speed measured along each segment using the threshold method.
Both cumulative and differential speeds are plotted. The measurements were
analysed at 1 m increments. The differential ToF is plotted at the midpoint
of measurement positions.

To determine the variation in speed along the length of the
stem, the difference between adjacent ToF measurements was
taken

c
di↵

=

z [i] � z [i� 1]

⌧ [i] � ⌧ [i� 1]

. (16)

The cumulative and differential speeds are plotted in Figure
7. The signals were captured at intervals of 0.25 m, but the
stem was later sawn into 1 m segments, thus the differential
and cumulative ToF was evaluated at 1 m increments to enable
comparison with the segment results.

B. Resonance results

As discussed in Section IV, the resonance method can
be used to determine the speed variation within the stem if
the reflected wave components are cancelled. The following
section describes the method used to cancel the reflected
components, and the results obtained.

The method used to cancel the reflected wave components
is to nullify (set to zero) the parts of the waveform which
contain a backward travelling wave and do not overlap part
of a forward travelling wave. Consider a wave measured at a
location z = zi along the stem. If the stem’s wave speed is
assumed constant then the first incident wave arrives at ⌧ I0 =

zi/c. The first reflected wave arrives at ⌧R0

= (2L� zi) /c
and so on. These arrival times can be generalised as

⌧ In =

2Ln + zi
c

n = 0, 1 . . . (17)

⌧Rn =

2L (n + 1) � zi
c

n = 0, 1 . . . (18)

The cancellation method zeros the parts of the waveform
from ⌧R(n) to ⌧ I(n+1)

. Thus, only a portion of the reflected
wave is cancelled; the portion where the incident and reflected
overlap. The speed used to calculate the arrival times was
determined using the ToF measured at that particular distance.
Local variations in speed mean that the arrival times of (17)
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Fig. 8. The measured resonant frequency of the fundamental harmonic
without reflection cancellation. The node in the centre of the stem results in
a reduced signal magnitude which increases the uncertainty in the measured
frequency.

and (18) are only an approximation of the actual arrival
times. The resonant frequency without reflection cancellation
is shown in Figure 8. This frequency should be constant with
distance. The plot demonstrates that largest variation in the
resonant frequency occurs near the node in the center of the
stem, where the signal level is small. This is consistent with
the derived transfer function of Figure 2.

To determine the phase variation along the length it is
necessary to select a frequency at which the phase is evaluated.
In this case, the average of the fundamental resonance shown
in Figure 8 was used, approximately 213 Hz, denoted f

0

. The
phase was then evaluated at 1 m increments, this is shown in
Figure 9.

The phase is referenced to the start transducer, placed at the
start of the stem. If the reflection cancellation method worked
successfully, then phase should decrease approximately lin-
early according to (12). The delay in seconds can then be
derived from the phase angle’s deviation from the reference.

�]Y (z, f
0

) = ]Y (z, f
0

) � ]Y (z
0

, f
0

) (19)
= �z, (20)

where � is the aforementioned propagation coefficient. It is
assumed that the loss in the medium is small, so the real part
of � is ignored,

�]Y (z, f
0

) = �kz mod 2⇡, (21)

= �2⇡f
0

c
z mod 2⇡. (22)

A negative phase difference indicates that the signal is delayed
relative to the start signal. Thus, due to causality, the signal
should only become more negative as distance increases along
the stem. Unfortunately this is not the case, the phase plotted
in Figure 9 leads the reference signal for the first section from
1-3 m. Ideally, the phase would be used to calculate the speed
using (22). This speed would then be compared against the
speed measured destructively.
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Fig. 10. The speed measured using the resonant frequency of the cut segments.
Each data point represents the speed of a single segment, distances are plotted
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C. Segment results

The acoustic signals captured from the cut segments were
used to determine the variation in speed along the length of the
stem. The frequency of the fundamental harmonic was used to
determine the acoustic speed. The speed is plotted in Figure
10. This plot shows that there is significant variation along the
length of the stem.

The segment speed is significantly lower at the base of the
stem than at 8 m. This is consistent with Walker and Xu’s
findings regarding the lowest harvested log, which has a higher
proportion of heartwood and a higher microfibril angle [9].

VII. CONCLUSION

This paper explored some potential methods of non-
destructively measuring the variation of acoustic velocity
within a harvested tree stem. Two methods were considered:
the time-of-flight method and the resonance method. The stem

was then cut into 1m lengths so that the speed along each
segment could be measured.

The ToF method measured speeds between 3200 ms

�1

and 4800 ms

�1. The segment resonance measured speeds of
between 2400 ms

�1 and 3000 ms

�1, significantly lower. It is
well established that the ToF method measures a considerably
higher speed in wood [10]. The underlying mechanism of the
difference between the two methods is not well understood,
though several possibilities have been proposed. For further
discussion see Legg and Bradley’s review paper [10].

It was found that the ToF speed measured in the stem
does not follow the same trend as the segment speed. This
is probably due to the high uncertainty associated with the
ToF method due to the difficulty of identifying the waveform
start. For this reason, future work will focus on resolving the
aforementioned issues with the resonance method.

A reflection-cancellation algorithm was applied to the sig-
nals in an attempt to use the spectrum-phase for calculating
the wave speed. Unfortunately, the subsequent signals display
a positive-going phase as the sensors were moved along
the stem, a non-causal phenomenon. This may indicate a
systematic error in the method used. Future work will attempt
to resolve this issue.
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